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Abstract

Research into methods for reasoning under uncertainty is currently one of the most excit-
ing areas of arti cial intelligence, largely because it has recently become possible to record,
store and process large amounts of data. While impressive achievements have been made
in pattern classi cation problems such as handwritten char acter recognition, face detection,
speaker identi cation and prediction of gene function, it i s even more exciting that researchers
are on the verge of introducing systems that can perform large-scale combinatorial analyzes
of data, decomposing the data into interacting components. For example, computational
methods for automatic scene analysis are now emerging in the computer vision community.
These methods decompose an input image into its constituent objects, lighting conditions,
motion patterns, and so on. Two of the main challenges are nd ing effective representations
and models in speci ¢ applications, and nding ef cient alg orithms for inference and learning
in these models. In this paper, we advocate the use of graph-based probability models and
their associated inference and learning algorithms. We review exact techniques and various
approximate, computationally ef cient techniques, inclu ding iterative conditional modes, the
expectation maximization (EM) algorithm, Gibbs sampling, the mean eld method, variational
techniques, structured variational techniques and the sum-product algorithm and “loopy” be-
lief propagation. We describe how each technique can be applied in a vision model of multi-
ple, occluding objects, and contrast the behaviors and performances of the techniques using

a unifying cost function, free energy.

Keywords: Graphical models, Bayesian networks, probability models, probabilistic inference,
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1 Introduction

Using the eyeball of an ox, René Descartes demonstratdteid7th century that the backside of the
eyeball contains a 2-dimensional projection of the 3-disi@mal scene. Isolated during the plague, Isaac
Newton slipped a bodkin between his eyeball and socket,ptke backside of his eyeball at different
locations, and saw small white and colored rings of varymtgnsity. These discoveries helped to for-
malize the problem of vision: What computational mechaniam interpret a 3-dimensional scene using
2-dimensional light intensity images as input? Histoticadision has played a key role in the development
of models and computational mechanisms for sensory primgeasd arti cial intelligence.

By the mid-19th century, there were two main theories of redtvsion: the “nativist theory”, where
vision is a consequence of the lower nervous system and ties @b the eye, and the “empiricist theory”,
where vision is a consequence of learned models createddhgsical and visual experiences. Hermann
von Helmholtz advocated the empiricist theory, and in patér that vision involves psychological in-
ferences in the higher nervous system, based on learnedswgaieed from experience. He conjectured
that the brain learns a generative model of how scene compoaee put together to explain the visual
input and that vision is inference in these models [7]. A cataponal approach to probabilistic inference
was pioneered by Thomas Bayes and Pierre-Simon Laplace ib8th century, but it was not until the
20th century that these approaches could be used to prargesamounts of data using computers. The
availability of computer power motivated researchers tilalarger problems and develop more ef cient
algorithms. In the past 15 years, we have seen a urry of sgemxciting, and productive research in
complex, large-scale probability models and algorithmigpfobabilistic inference and learning.

This paper has two purposes: First, to advocate the use phdrased probability models for ana-
lyzing sensory input; and second, to describe and compartatést inference and learning algorithms.
Throughout the review paper, we use an illustrative exarmpéemodel that learns to describe pictures of
scenes as a composition of images of foreground and baakgahjects, selected from a learned library.
We describe the latest advances in inference and learngagitims, using the above model as a case
study, and compare the behaviors and performances of timusanethods. This material is based on
tutorials we have run at several conferences, inclu@W®R00QICASSPO1CVPR03andISITO4

2 Graphical Probability Models and Reasoning Under Uncertanty

In practice, our inference algorithms must cope with uraeties in the data, uncertainties about which
features are most useful for processing the data, unceetin the relationships between variables, and

uncertainties in the value of the action that is taken as aemurence of inference. Probability theory offers



a mathematically consistent way to formulate inferenceriligms when reasoning under uncertainty.

There are two types of probability model.ddscriminative modepredicts the distribution of the out-
put given the input: . Examples include linear regression, where the output iseat
function of the input, plus Gaussian noise; and SVMs wheeebiihary class variable is Bernoulli dis-
tributed with a probability given by the distance from thpumto the support vectors. generative model
accounts for all of the data: , or . An example is the factor analyzer, where the
combined input/output vector is a linear function of a sh@aussian hidden vector, plus independent
Gaussian noise. Generative models can be used for disetioinby computing using
marginalization and Bayes rule. In the case of factor amglitgurns out that the output is a linear function
of alow-dimensional representatiaf the input, plus Gaussian noise.

Ng and Jordan [34] show that within the context of logistigression, for a given problem complexity
,generative approaches work better than discriminatipecgrhes when the training data is limited. Dis-
criminative approaches work best when the data is extdggiveprocessed, so that the amount of data
relative to the complexity of the task is increased. Sucprmeessing involves analyzing the unprocessed
inputs that will be encounterad situ. This task is performed by a user who may or may not use automat
data analysis tools, and involves building a model of theiinp , that is either conceptual or oper-
ational. An operational model can be used to perform preggsing automatically. For example, PCA can
be used to reduce the dimensionality of the input data, iltipe that the low-dimensional representation
will work better for discrimination. Once an operational debof the input is available, the combination
of the preprocessing model and the discriminative model corresponds to a
particular decomposition of a generative model:

Generative models provide a more general way to combinerd@qcessing task and the discrimi-
native task. By jointly modeling the input and output, a gatige model can discover useful, compact
representations and use these to better model the datax&wopke, factor analysis jointly nds a low-
dimensional representation that models the irgnatis good at predicting the output. In contrast, prepro-
cessing the input using PCA, ignores the output. Also, bpaeting for all of the data, a generative model
can help solve one problem.§, face detection) by solving another, related probleng,(identifying a
foreground obstruction that can explain why only part of@efes visible).

Formally, a generative model is a probability model for whitbe observed data is an event in the
sample space. So, sampling from the model generates a sahpguesible observed data. If the training
data has high probability, the model is “a good t”. Howev#rg goal is not to nd the model that is

the best t, but to nd a model that ts the data wedind is consistent with prior knowledge. Graphical
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Figure 1: Some of the 300 images used to train the model in Sec. 2.1. Each image was created by randomly
selecting 1 of 7 backgrounds and 1 of 5 foreground objects from the Yale face database, combining them into a
2-layer image, and adding normal noise with std. dev. of 2% of the dynamic range. Each foreground object always
appears in the same location in the image, but different foreground objects appear in different places so that each
pixel in the background is seen in several training images.

models provide a way to specify prior knowledge, and in pafér structural prior knowledge.g, in a

video sequence, the future is independent of the past, tfiecurrent state.

2.1 Example: A Model of Foregrounds, Backgrounds and Transprency
The use of probability models in vision applications is, oficse, extensive. Here, we introduce a model
that is simple enough to study in detail here, but also ctyr@ccounts for an important effect in vision:
occlusion. Fig. 1 illustrates the training data. The godhefmodel is to separate the 5 foreground objects
and the 7 background scenes in these images. This is an enp@roblem in vision that has broad
applicability. For example, by identifying which pixelslbag to the background, it is possible to improve
the performance of a foreground object classi er, sincermsrmade by noise in the background will be
avoided.

The occlusion model explains an input image, with pixelmsiges , @s a composition of a

foreground image and a background image (c.f. [1]), and e&these images is selected from a library



of possible images (a mixture model). Although separaterigsacan be used for the foreground and
background, for notational simplicity, we assume they stmcommon image library. The generative

process is illustrated in Fig. 2a. To begin with, a foregebunage is randomly selected from the library

by choosing the class indexfrom the distribution, . Then, depending on the class of the foreground,
a binary mask : is randomly chosen. indicates that pixel is a
foreground pixel, whereas indicates that pixel is a background pixel. The distribution over mask

RVs depends on the foreground class, since the mask musbtitithe foreground object. However,
given the foreground class, the mask RVs are chosen indeptyd . Next, the
class of the background, , is randomly chosen from . Finally, the intensity of the pixels
in the image are selected independently, given the maskldlss of the foreground, and the class of the
background: . The joint distribution is given by the following product

of distributions:

(1)
In this equation can be further factorized by noticing that if the class is given by the
RV ,andif the class is given by the RV. So, we can write ,
where and are the distributions over théh pixel intensity given by the foreground and

background respectively. These distributions accountterdependence of the pixel intensity on the

mixture index, as well as independent observation noise.jdint distribution can thus be written:

(2)

In comparison with (1), this factorization reduces the nendf arguments in some of the factors.

For representational and computational ef ciency, it ieafuseful to specify a model using parametric
distributions. Given a foreground or background classxndewe assume is equal to  plus zero-
mean Gaussian noise with variance. This noise accounts for distortions that are not explicitbdeled,
such as sensor noise and uctuations in illumination. If au&san model of these noise sources is too
inaccurate, extra hidden RVs can be added to better modebise, as described in Sec. 3. Note that in
the above parameterization, the foreground and backgrivnades are selected from the same libtary

Denote the probability of classby , and let the probability that given that the foreground class

Lf it is desirable that the foreground and background imagese from separate libraries, the class Rvand can be
constrainede.g, so that , , in which case the rst images in the library are foreground
images and the neximages are background images.



is ,be . Since the probability that is , we have . Using

these parametric forms, the joint distribution is

3)

where is the normal density function onwith mean and variance . An equivalent form is
, Where
here the mask RVs “screen” the mean and variance of the Gausssi
In the remainder of this review paper, the above occlusiodehis used as an example. One of the
appeals of generative models is in their modularity and #seavith which they can be extended to cope
with more complex data. In Sec. 3, we describe extensiorgeaftclusion model that enable it to account

for motion, object deformations and object-speci ¢ chamgeillumination.

2.2 Graphical Models

Graphical models describe the topology (in the sense ofrakpeies) of the components of a complex
probability model, clarify assumptions about the représtgon, and lead to algorithms that make use
of the topology to achieve exponential speed-ups. Whentaaismg a complex probability model, we
are faced with the following challenges: Ensuring that thedel re ects our prior knowledge; Deriving
ef cient algorithms for inference and learning; Transtafithe model to a different form; Communicating
the model to other researchers and users. Graphical modsisoone these challenges in a wide variety
of situations. After commenting on each of these issues, neeytreview 3 kinds of graphical model:
Bayesian networks (BNs), Markov random elds (MRFs), anctda graphs (FGs). For a more extensive
treatment, see [4,9, 25, 26, 35].

Prior knowledge usually includes strong beliefs about thstence of hidden random variables (RVs)
and the relationships between RVs in the system. This nofiémodularity” is a central aspect of graph-
ical models. In a graphical model, the existence of a relatip is depicted by a path that connects the
two RVs. Probabilistic inference in a probability model camprinciple, be carried out using Bayes rule.
However, for the complex probability models that accusati#scribe a visual scene, direct application
of Bayes rule leads to an intractable number of computatidrgraphical models identi es the modules
in the system and can be used to derive algorithms that makefuthis modular structure to achieve
exponential speedups, compared to direct application ge8aule. In a complex probability model,

computational inference and interpretation usually béfi®m judiciously groupings of RVs and these



clusters should take into account dependencies betweenRWer types of useful transformation include
splitting RVs, eliminating (integrating over) RVs, and ditioning on RVs. By examining the graph, we
can often easily identify transformations steps that veild to simpler models or models that are better
suited to our goals and in particular our choice of inferealg@rithm. For example, we may be able to
transform a graphical model that contains cycles to a tne@ tlaus use an exact, but ef cient, inference
algorithm. By examining a picture of the graph, a researoheser can quickly identify the dependency
relationships between RVs in the system and understand l@wtuence of an RV ows through the
system to change the distributions over other RVs. Wherkeak ldiagrams enable us to ef ciently com-
municate how computations and signals ow through a systmagphical models enable us to ef ciently

communicate the dependencies between components in aangglatem.

2.3 Bayesian Network (BN) for the Occlusion Model
A Bayesian networkBN) [4,26, 35] for RVs is a directed acyclic graph (no directed cycles) on
the set of RVs, along with one conditional probability funatfor each RV given its parents, ,
where s the set of indices of 's parents. The joint distribution is given by the productadifthe
conditional probability functions:

Fig. 2b shows the BN for the occlusion model in (1), with pixels. By grouping the mask RVs
together and the pixels together, we obtain the BN showngnZ€. Here, is areal vector,
and is a binary vector, . Although this graph is simpler than the graph in Fig. 2b, it
is also less explicit about conditional independenciesrapxels and mask RVs.

The graph indicates conditional independencies, as destin [35]. In a BN, observing a child
induces a dependence between its parents. Here, the BMiesithat and are dependent givenand

, even though they are not (observingdecouples and ). This demonstrates that BNs are not good at

indicating conditional independence. However, the BNagatks that and are marginally independent,

demonstrating that BNs are good at indicating marginalpedelence.

2.4 Markov Random Field (MRF) for the Occlusion Model

A Markov Random FieldMRF) [4, 26, 35] for RVs is an undirected graph on the set of RVs,
along with one potential function for each maximal clique, , Where s the set of indices of the
RVs in the th maximal clique. The joint distribution is given by the grect of all the potential functions,
divided by a normalizing constant,, called thepartition function — , Where

. A cligue is a fully connected subgraph, and a maximal cligue clique
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Figure 2: (a) A generative process that explains an image as a composition of the image of a foreground object
with the image of the background, using a transparency map, or mask. The foreground and background are each
selected stochastically from a library, and the generation of the mask depends on the foreground that was selected.
We refer to this model as the occlusion model. (b) A BN for an occlusion model with 3 pixels, where s the index of
the foreground image, is the index of the background image, is a binary mask RV that speci es whether pixel

is from the foreground image ( ) or the background image ( ). (c) A simpler, but less explicit, BN is
obtained by grouping the mask RVs together and the pixels together. (d) An MRF for the occlusion model. (e) An
MRF corresponding to the BN in (c). (f) An FG for the occlusion model. (g) A directed FG expressing all properties
of the BN in (c) and the MRF in (e).

that cannot be made larger while still being a clique. Fowityewe use the term “clique” to refer to a
maximal cliqueg.g, the potentials on maximal cliques are usually catibgue potentials

The above factorization of the joint distribution is sinmita the factorization for the BN, where each
conditional probability function can be viewed as a cliqusdential. However, there is an important
difference: In a BN, the conditional probability functioage individually normalized w.r.t. the child, so
the product of conditional probabilities is automaticaityrmalized, and

An MRF for the occlusion model is shown in Fig. 2d and the \@rsvhere the mask RVs are grouped
and the pixels are grouped is shown in Fig. 2e. Note that thé& MiRludes an edge from to , in-
dicating they are dependent, even though they are not. Emn®dstrates that MRFs are not good at
indicating marginal independence. However, the MRF indi€a and are independent givenand

demonstrating that MRFs are good at indicating conditiamd¢pendence.
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2.5 Factor Graph (FG) for the Occlusion Model

Factor graphs (FGs) [9, 25] subsume BNs and MRFs. Any BN or MRf be easily converted to an
FG, without loss of information. Further, there exists medbat have independence relationships that
cannot be expressed in a BN or an MRF, but that can be expresardrFG. Also, belief propagation takes
on a simple form in FGs, so that inference in both BNs and MRifshie simpli ed to a single, uni ed
inference algorithm.

A factor graph(FG) for RVs andlocal functions , is a bipartite graph
on the set of RVs and a set of nodes corresponding to the @unsstwhere each function node is
connected to the RVs inits argument . The joint distribution is given by the product of all the fiions:

— . In fact, if the FG is a directed graph, as described below. Otherwise
ensures the distribution is normalized. Note that the |d@attions may be positive potentials, as in
MREFs, or conditional probability functions, as in BNs.

Fig. 2f shows an FG for the occlusion model. It is more exphabiout the factorization of the distribu-
tion, than BNs and MRFs. As with BNs and MRFs, we can groupatéess to obtain a simpler FG. Also,
we can indicate conditional distributions in an FG usingedied edges, in which case . Fig. 29
shows such directedFG for the model with variables grouped together. This FQesgesll properties
of the BN and MRF. As described in [9], all independencies taa be expressed in BNs and MRFs can
be expressed in FGs. Here, the directed FG indicates thatl are independent (expressed by the BN
but not the MRF)andit indicates that and are independent givenand (expressed by the MRF but
not the BN). Another advantage of FGs is that because thejciipidentify functions, they provide a

useful graph for message-passing algorithms, such as psadigagation.

2.6 Converting Between FGs, BNs and MRFs
BNs and MRFs represent different independence propehtigd;Gs can represent all the properties that
BNs and MRFs can represent.

A BN can be converted to an FG by “pinning” the edges arrivingeech variable together and creating
a function node associated with the conditional distrinutiDirected edges are used to indicate the parent-
child relationship, as shown in Fig. 2h. A directed FG can tweverted to to a BN by “unpinning” each
function node. An MRF can be converted to an FG by creatingametion node for each maximal clique,
connecting the function node to the variables in the maxuthalie, and setting the function to the clique
potential. An FG can be converted to an MRF by creating a malxatque for each function node, and

setting the clique potential to the function.



In fact, if a BN is converted to a directed FG and back agai@sdmeBN is obtained. Similarly, if
an MRF is converted to an FG and back again,4ameMRF is obtained. Consequently, the rules for
determining conditional independence in BNs and MRFs magpléssly to FGg,e., FGs can express all
conditional independencies that BNs and MRFs can exprésscadnverse is not true: There are FGs that
express independencies that cannot be expressed in a BNMRBre.g, the FG in Fig. 2g. It is also the
case that multiple FGs may be converted to the same BN or MREorsequence of the fact that FGs are
more explicit about factorization.

Another way to interconvert between representations igpaied the graph to include extra edges and

extra variables (c.f. [38]).

3 Building Complex Models Using Modularity

Graphical models provide a way to link simpler models togetin a principled fashion that respects
the rules of probability theory. Fig. 3 shows how the ocausmodel can be used as a module in a
larger model that accounts for changing object positioefprinations, object occlusion, and changes in
illumination. The gure shows a BN, where the appearance magk vector RVs are shown as images,
and the brightness, deformation and position RVs are shagtorally. After inference and learning, the
video frame is automatically decomposed into the parts stiowhe BN. In previous papers, we describe
ef cient techniques for inference and learning in modekst thccount for changes in object locations [11];
changes in appearances of moving objects using a subspats [h0]; common motion patterns [22];
spatial deformations in object appearance [23]; layeredetsof occluding objects [20]; subspace models
of occluding objects [12]; and the “epitome” of componemtbject appearance and shape [21]. An
inference and learning algorithm in a combined model, like éne shown above, can be obtained by

linking together the modules and associated algorithms.

4 Parameterized Models and the Exponential Family

So far, we have studied graphical models as representatiatisictured probability models for computer
vision. We now turn to the general problem of how to learn ¢he®dels from training data. For the pur-
pose of learning, it is often convenient to express the ¢l distributions or potentials in a graphical
model as parameterized functions. Choosing the forms gian@meterized functions usually restricts the
model class, but can make computations easier. For exaBgie2.1 shows how we can parameterize the

conditional probability functions in the occlusion model.
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Figure 3:Simple probability models can be combined in a principled way to build a more complex model that can
be learned from training data. Here, after the model parameters (some shown in the top row of pictures) are learned
from the input video, the model explains a particular video frame as a composition of 4 “card-board cutouts”, each of
which is decomposed into appearance, transparency (mask), position, brightness and deformation (which accounts
for the gait of the walking person).

4.1 Parameters as RVs

Usually, the model parameters are not known exactly, but ae Iprior knowledge and experimental

results that provide evidence for plausible values of theehparameters. Interpreting the parameters as

RVs, we can include them in the conditional distributiongotentials that specify the graphical model,

and encode our prior knowledge in the form of a distributivardhe parameters.

Including the parameters as RVs in the occlusion model, waimkhe following conditional distribu-

tions: : , ,
, . We obtain a simpler model (but

one that is less speci ¢ about independencies) by clugettie mask RVs, the pixels, the mask pa-

rameters, and the pixel means and variances. The resultimgjtmnal distributions are
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Figure 4:(a) The parameter sets , , and can be included in the BN as RVs. (b) For a training set with  i.i.d.
cases, these parameters are shared across all training cases. (c) If the training cases are time-series data (e.g. a
video sequence), we may create one parameter set for each time instance, but require the parameters to change
slowly over time. (d) Generally, undirected graphical models must include a normalization function , which
makes inference of the parameters more dif cult. Viewing th e occlusion model as a member of the exponential
family, we can draw an undirected FG, which includes the function, . (e) When the parameters specify
conditional distributions, factorizes into local terms, leading to a representation that is equivalent to the one in

(a).

Since we are interpreting the parameters as RVs, we musfyspelistribution for them. Generally, the
distribution over parameters can be quite complex, but Eiyiny assumptions can be made for the sake
of computational expediency, as describe in later sectiéos now, we assume that

. The BN for this parameterized model is shown in Fig. 4a, &eddaint distribution

over RVs and parameters is
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4.2 Introducing Training Data
Training data can be used to infer plausible con guratiohthe model parameters. We imagine that there
is a setting of the parameters that produced the trainiray ¢tawever, since we only see the training data,
there will be many settings of the parameters that are godadhasa to the training data, so the best we can
do is compute a distribution over the parameters.

Denote the hidden RVs byand the visible RVs by. The hidden RVs can be divided into the param-
eters, denoted by, and one set of hidden RVs , for each of the training cases, . So,

. Similarly, there is one set of visible RVs for each traincage:

Assuming the training cases are independent and identibaivn (i.i.d.), the distribution over all visible

RVs and hidden RVs (including parameters) is

is the parameter prior and is the likelihood. In the occlusion model described
above, we have : , and . The BN for i.i.d. training cases
is shown in Fig. 4b.

When the training cases consist of time-series data (suehvafeo sequence), the parameters often
can be thought of as RVs that change slowly over time. Fig.hewvs the above model, where there
is a different set of parameters for each training case, Ihargvwe assume the parameters are coupled
across time. Using to denote the training case at time , the following distributions couple
the parameters across time: : : : . The uncertainty
in these distributions speci es how quickly the parametsas change over time. Such a model can be
viewed as the basis for on-line learning algorithms. Forpéieity, in this paper, we assume the model

parameters are xed for the entire training set.

4.3 The Exponential Family

Members of th@xponential family2] have the following parameterization:

where is a parameter vector and is the th suf cient statistic The suf cient
statistics of contain all information that is needed to determine the tigms . is the parti-
tion function, which normalizes X . For members of the exponen-

tial family, there is a simple relationship between the rdistion for one training case and the distri-

bution for an entire training set. Let be the hidderand visible variables for theth training case.
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Then and the likelihood for the entire training set is
. The suf cient statistics for the entire training set are
given by summing the suf cient statistics over training €s.s
To put the occlusion model in exponential family form, ndtattthe suf cient statistics for a normal

densityon are and . Thereadercan con rm that the joint distribution can betten

, Where curly braces identify the suf cient statistics, asggiare braces indicate Iver-
son's notation: if Is true, and if is false.

Modular structure in members of the exponential family egisvhen each suf cient statistic
depends on a subset of RVs with indices . Then, , SO we can
express using a graphical modek.g. a FG. In the FG, there can be one function node for each
suf cient statistic and one variable node for each parametetbut a more succinct FG is obtained
by grouping related suf cient statistics together and griog their corresponding parameters together.
Fig. 4d shows a FG for the exponential family representatfdhe occlusion model, where we have made
groupsof 's, 's, 'sand 's. Note that the FG must include the normalizing function

Generally, computing is intractable since we must sum or integrate overHowever, if the
exponential family parameterization corresponds to a BN ,duf cient statistics can be grouped so that
each group de nes a conditional distribution in the BN. Instlease, simpli es to a product of
local partition functions, where each local partition ftion ensures that the corresponding conditional
distribution is normalized. In the above model, the norzetlon constants associated with the conditional
distributions for , , and are uncoupled, so we can write , Where,e.g,

~ . Fig. 4e shows the FG in this case, which has the same steuatuthe BN in
Fig. 4a.

4.4 Uniform and Conjugate Parameter Priors

Parameter priors encode the cost of speci c con guratiohthe parameters. For simplicity, thumiform
prior is often used, where . Then, , and the dependence of the
parameters on the data is determined solely by the liketihtofact, a uniform prior is not uniform under
a different parameterization. Also, the uniform densitytfee real numbers does not exist, so the uniform

prior is improper However, these facts are often ignored for computatiorpédiency. Importantly,
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the use of a uniform prior is justi ed when the amount of tiagndata is large relative to the maximum
model complexity, since then the prior will have little effeon the model. One exception is zeros in the
prior, which can never be overcome by the likelihood, buhshard constraints can be incorporated in the
learning algorithme.g, using Lagrange multipliers.

Assuming a uniform prior for all parameters in the occlusimadel, the joint distribution over RVs

and parameters is

(4)

Note that when using uniform priors, parameter constrasush as , must be taken into
account during inference and learning.

The conjugate prioroffers the same computational advantage as the uniform, b allows speci-
cation of stronger prior knowledge and is also a proper pribhe idea is to choose a prior that has the
same form as the likelihood, so the prior can be thought ohadikelihood of fake, user-speci ed data.
The joint distribution over parameters and RVs is given lgyltkelihood of both the real datndthe fake
data. For members of the exponential family, the fake trgjmiata takes the form of extra, user-speci ed
terms added to each suf cient statisticg, extra counts added for Bernoulli RVs.

In the occlusion model, imagine that before seeing theitrgidata, we observe fake examples

from image class. The likelihood of the fake data for parameteris , SO the conjugate prior for
is if and otherwise. This is the Dirichlet distribution
and is the Dirichlet prior. The conjugate prior for the mean of auSsian distribution is

a Gaussian distribution, because the RV and its mean appeanetrically in the Gaussian pdf. The
conjugate prior for thénverse variance of a Gaussian distribution is a Gamma distribution. Imagine
fake data consisting of examples where the squared difference between the RV amdeiés is

The likelihood for this fake data is proportional to . This is a Gamma
distribution in  with mean and variance . Setting the prior for to

be proportional to this likelihood, we see that the conjagaior for the inverse variance is the Gamma

distribution.
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5 Algorithms for Inference and Learning

Once a generative model describing the image renderingepsolcas been speci ed, vision consists of
probabilistic inference. In Fig. 4b, for training images , Vision consists of inferring the set of
mean images and variance maps, , the mixing proportions, the set of binary mask probabilities,
and, for every training case, the class of the foregroundyena, the class of the background image,
and the binary mask used to combine these images,

Exact inference is often intractable, so we turn to apprexénalgorithms that search for distributions
that are close to the correct posterior distribution. Teisacomplished by minimizing pseudo-distances on
distributions, called “free energies”. (For an alternatwew, see [36].) It is interesting that in the 1800's,
Helmholtz was one of the rst researchers to propose thabwis inference in a generative modahd
that nature seeks correct probability distributions ingpbgl systems by minimizing free energy. Although
there is no record that Helmholtz saw that the brain mighfigper vision by minimizing a free energy, we
can't help but wonder if he pondered this.

Viewing parameters as RVs, inference algorithms for RVs@ardmeters alike make use of the condi-
tional independencies in the graphical model. Itis posdibbtescribe graph-based propagation algorithms
for updating distributions over parameters [16]. It is oftmportant to treat parameters and RVs differ-
ently during inference. Whereas each RV plays a role in desiingining case, the parameters are shared
across many training cases. So, the parameters are imgactadre evidence than RVs and are often
pinned down more tightly by the data. This observation bexonelevant when we study approximate
inference techniques that obtain point estimates of tharpaters, such as the expectation maximization
algorithm [6].

We now turn to the general problem of inferring the values mbhserved (hidden) RVs, given the
values of the observed (visible) RVs. Denote the hidden Ry¥s land the visible RVs by and par-
tition the hidden RVs into the parameterand one set of hidden RVs , for each training case

. So, . Similarly, there is one set of visible RVs for each traincege:

. Assuming the training cases are i.i.d., the distributioerall RVs is

(5)

In the occlusion model, , , and

Exact inference consists of computing estimates or maleegstbns based on the posterior distribution
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over all hidden RVs (including the parameters), . From Bayes rule,

where we use the notation to include summingover discrete hidden RVs. The denominator nor-
malizes the distribution, but if we need only a proportiohaiction, suf ces, since w.r.t.
. In the case of a graphical model, is equal to either the product of the condi-

tional distributions, or the product of the potential funas, divided by the partition function.

5.1 Partition Functions Complicate Learning
For undirected graphical models and general members okffamnential family, —
and . When adjusting a particular parameter, the sum of log-
potentials nicely isolates the in uence to those potesttaht depend on the parameter, but the partition
function makes all parameters interdependent. Genegallshown in Fig. 4d, induces dependencies
between all parameters. Since , exactly determining the in uence of a parameter
change on the partition function is often intractable. ket fdetermining this in uence can also be viewed
as a problem of approximate inference, since the partitimetion is the complete marginalization of
. So, many of the techniques discussed in this paper can betasgproximately determine

the effect of the partition functiore(g, Gibbs sampling [19]). There are also learning technigbatadre
speci cally aimed at undirected graphical models, suchesiive proportional tting [4].

For directed models, the partition function factorizegilacal partition functions (c.f. Fig. 4e), so the

parameters can be directly inferred using the techniquesrithed in this paper.

5.2 Model Selection

Often, some aspects of the model structure are known, bat#re not. In the occlusion model, we may
be con dent about the structure of the BN in Fig. 4b, but nettlumber of classes, Unknown structure
can be represented as a hidden RV, so that inference of thiemiRV corresponds to Bayesian model
selection [17,27]. The BN in Fig. 4b can be modi ed to inclualeRV, , whose children are all of the
and variables and where limits the range of the class indices. Given a training $&t,dosterior over
reveals how probable the different models are. When modedtsire is represented in this way, proper
priors should be speci ed for all model parameters, so thatarobability density of the extra parameters
needed in more complex models is properly accounted forafr@xample of Bayesian learning of in nite

mixture models, see [31].
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5.3 Numerical Issues
Many inference algorithms rely on the computation of exgpimss of the form , Where the
number of terms can be quite large. To avoid under ow, it ismooon to work in the log-domain. Denoting
the log-domain value of a variable by ™, we can compute . If is needed, set

. Keep in mind that if is large and negative, may be set to. This problem can be avoided
when computing aormalizedset of 's (e.g, probabilities). Suppose is the log-domain value of the
unnormalized version of . Since the 's are to be normalized, we can add a constant to tleto

raise them to a level where numerical under ow will not oceunen taking exponentials. Computing

and then setting , Will ensure that , SO one of the 's will be
Next, compute the log-normalizing constant, . The previous step ensures that the sum
in this expression will produce a strictly positive numhmmiding . Finally, the 's are normalized,
, and, if needed, the's are computed, . In some cases, notably when computing

joint probabilities of RVs and observations using the sum-prodigorithm, we need to compute the
unnormalized sum , Where each is so small that it is stored in its log-domain form, The
above method can be used, buimust be added back in to retain the unnormalized form. Fstpute

and then set

5.4 Exact Inference in the Occlusion Model

We consider two cases: Exact inference when the model pseassrae known, and exact inference when
the model parameters are unknown. When the model paranstetsiown, the distribution over the
hidden RVs is given in (3). and each take on values and there are binary mask RVs, so the total
number of con gurations of , and is . For moderate model sizes, even if we can compute
the posterior, we cannot store the posterior probabilitgu@ry con guration. However, from the BN in
Fig. 2b, we see that is independent of , given , and (the Markov blanket of ). Thus,

we represent the posterior distribution as follows:

Here, the posterior can be stored using  numbers$ for and for each con guration of
and , numbers for the probabilities : , giving a total storage require-
ment of numbers. Using the fact that

2We use to indicate the number of scalar memory elements or binalasoperations, up to a constant.
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and substituting the de nitions of the conditional dis-

tributions, we have

We need only store , since ). For each
and each con guration of and , this can be computed and normalized using a small
number of multiply-adds. The total number of multiply-adesded to compute for all
is

can be computed as follows:

For each value of and , this can be computed using multiply-adds. Once it is computed for all

combinations of and , the result is normalized to give . The total number of multiply-adds
needed to compute is . Combining this with the above technique, the exact pasteri
over , and can be computed in multiply-adds and stored in numbers.

When the parameters are not known, we must infer the disimibwver them, as well as the RVs.
Assuming a uniform parameter prior, the posterior distidduover parameters and hidden RVs in the
occlusion model of Fig. 4b is proportional to the joint distition given in (4). This posterior can be
thought of as a very large mixture model. There are discrete con gurations of the class RVs and
the mask RVs and for each con guration, there is a distrinutiver the real-valued parameters. In each
mixture component, the class probabilities are Diricldistributed and the mask probabilities are Beta-
distributed. (The Beta pdf is the Dirichlet pdf when thererd¢y one free parameter.) The pixel means and
variances are coupled in the posterior, but given the veeisythe means are normally distributed and given
the means, the inverse variances are Gamma-distributeitie tiraining data is processed sequentially,
where one training case is absorbed at a time, the mixtutefpmscan be updated as shown in [5].

The exact posterior is intractable, because the numberstépor mixture components is exponential
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in the number of training cases, and the posterior disiobubver the pixel means and variances are
coupled. In the remainder of this paper, we describe a yaoieapproximate inference techniques and

discuss advantages and disadvantages of each approach.

5.5 Approximate Inference as Minimizing Free Energies
Usually, the above techniques cannot be applied directly to , because this distribution cannot be
computed in a tractable manner. So, we must turn to variopoapmations.

Many approximate inference techniques can be viewed asmiimg a cost function called “free
energy” [33], which measures the accuracy of an approxirpetbability distribution. These include
iterative conditional modes [3], the expectation maximaa (EM) algorithm [6, 33], variational tech-
niques [24, 33] structured variational techniques [24hli8isampling [32] and the sum-product algorithm
(a.k.a. loopy belief propagation) [25, 35].

The idea is to approximate the true posterior distribution by asimplerdistribution , Which
is then used for making decisions, computing estimatespsnming the dataetc. Here, approximate
inference consists of searching for the distribution that is closest to . A natural choice for

a measure of similarity between the two distributions is tblative entropy (a.k.a. Kullback-Leibler

divergence):

This is a divergence, not a distance, because it is not synunet . However,

is similar to a distance in that ,and if and only if the approximating distribution
exactly matches the true posterior, . The reason we use and not is that

the former computes the expectation w.r.t. the simpleidigion, , whereas the latter computes the
expectation w.r.t. , which is generally very compléx

Approximate inference techniques can be derived by exaigiways of searching for , to mini-
mize . In fact, directly computing is usually intractable, because it depends on
If we already have a tractable form for to insert into the expression for , we probably
don't have a need for approximate inference. Fortunately, can be modi ed in a way that does not

alter the structure of the search space of , but makes computations tractable. If we subtract

3For example, if then . Under the constraint
, the minimum of is given by . However, computing is an NP-hard problem,
SO minimizing is also an NP-hard problem.
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from , we obtain

— — ()

Notice that does not depend on , so subtracting will not in uence the search for
. For BNs and directed FGs, wib have a tractable expression for , hamely the product of
conditional distributions.

If we interpret as the energy function of a physical system and as a distribution
over the state of the system, then is equal to the average energy minus the entropy. In statisti
physics, this quantity is called tHeee energyof the system (a.k.aGibbs free energpr Helmholtz free
energy. Nature tends to minimize free energies, which correspaadhding the equilibrium Boltzmann
distribution of the physical system.

Another way to derive the free energy is by using Jensenipualkty to bound the log-probability of the
visible RVs. Jensen's inequality states that a concaveiomof a convex combination of points in a vector
space is greater than or equal to the convex combinatioreafdhcave function applied to the points. To
bound the log-probability of the visible RVs, , We use an arbitrary distribution

(a set of convex weights) to obtain a convex combinatiordmgihe concave function:

We see that the free energy is an upper bound on the negagipeddability of the visible RVs:
. This can also be seen by noting that in (6).
Free energy for i.i.d. training cases
From (5), for a training set of i.i.d. training cases with hidden RVs and visible

RVs , we have . The free energy is

(7)

The decomposition of into a sum of one term for each training case simpli es leagni
Exact inference revisited
The idea of approximate inference is to search for in a space of models that are simpler than

the true posterior . Itis instructive to not assume is simpli ed and derive the minimizer of
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. The only constraint we put on is that it is normalized: . To account for

this constraint, we form a Lagrangian from with Lagrange multiplier and optimize
W.I.t. : . Setting this derivative
to and solving for , we nd . So, minimizing the free energy

without any simplifying assumptions on  produces exact inference. The minimum free energy is
. The minimum free energy is equal to the
negative log-probability of the data. This minimum is aslei& when
Revisiting exact inference in the occlusion model
In the occlusion model, if we allow the approximating distition to be unconstrained,
we nd that the minimum free energy is obtained when . Of
course, nothing is gained computationally by using thidistribution. In the following sections, we see

how the use of various approximate forms for lead to tremendous speed-ups.

5.6 MAP Estimation as Minimizing Free Energy

Maximum a posteriori (MAP) estimation searches for , Which is the same as
. For discrete hidden RVs, MAP estimation minimizes using a -distribution

of the form , Where if Is true, and if is false. The free

energy in (6) simpli es to , i.e., minimizing

is equivalent to maximizing
For continuous hidden RVs, the-distribution for a point estimate is a Dirac delta functmentered
at the estimate: . The free energy in (6) reduces to
, Where is the entropy of the Dirac delta. This entropy does not
depend on , so minimizing corresponds to searching for values ofhat maximize 4,

Two popular methods that use point inferences are iteratneitional modes and the EM algorithm.

5.7 Iterative Conditional Modes (ICM)
The most famous example of ICM ismeans clusteringwhere the hidden RVs are the cluster centers
and the class labels. Here, ICM iterates between assigaiyteaining case to the closest cluster center,

and setting each cluster center equal to the average ofaiménty cases assigned to it. ICM is popular

4In fact, . To see this, de ne if and otherwise. Then, ,whichgoesto as
. This in nite penalty in is a re ection of the fact that an in nite-precision poins#mate of does a very poor
job of representing the uncertainty inunder
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because it easy to implement. However, ICM does not takedntmunt uncertainties in hidden RVs
during inference, causing itto nd poor local minima.

ICM works by searching for a con guration ofthat maximizes . The simplest version of ICM
examines each hidden RV in turn, and sets the RV to its MAP value, given all other RvéncS all
hidden RVs but are kept constant in this update, only the RVs in the Markewnkét of are relevant.
Denote these RVs by and denote the product of all conditional distributions otgmtials that depend

on by . ICM proceeds as follows:

Initialization. Pick values for all hidden RVs (randomly, or cleverly).
ICM Step. Consider one of the hidden RVs,. Holding all other RVs constant, set
to its MAP value:

where is the set of all hidden RVs other than

Repeat for a xed number of iterations or until convergence.

If is discrete, this procedure is straightforward. Ifis continuous and exact optimization ofis not
possible, its current value can be used as the initial poire search algorithm, such as a Newton method
or a gradient-based method.

The free energy for ICM is the free energy described abovegdoeral point inferences.
ICM in the occlusion model

Even when the model parameters in the occlusion model anerkribhe computational cost of exact
inference can be rather high. When the number of clustesdarge, examining all con gurations of
the foreground class and the background class is compuoddtifdourdensome. For ICM in the occlusion
model, the -distribution for the entire training set is

. Substituting this -

distribution and the -distribution in (4) into the expression for the free enemyy(7), we obtain the

following:
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is the entropy of the-functions and is constant during optimizationmeasures the mismatch between
the input image and the image obtained by combining the fotewl and background using the mask.

To minimize the free energy w.r.t. all RVs and parameterscam iteratively solve for each RV or
parameters by setting the derivative oto , keeping the other RVs and parameters xed. These updates
can be applied in any order, but since the model parametgmndeon values of all hidden RVs, we
rst optimize for all hidden RVs, and then optimize for modgedrameters. Furthermore, since for every
observation, the class RVs depend on all pixels, when upgléiie hidden RVs, we rst visit the mask
values for all pixels and then the class RVs.

After all parameters and RVs are set to random values, thatapare applied recursively, as described
in Fig. 5. To keep notation simple, the " symbol is dropped and in the updates for the variables

and , the training case index is dropped.

5.8 Block ICM and Conjugate Gradients

One problem with the simple version of ICM described abovesisevere greediness. Suppose

has almost the same value for two different values oflCM will pick one value for , discarding the
fact that the other value of is almost as good. This problem can be partly avoided by opitigpsubsets

of , instead of single elements of At each step of thiblock ICM method, a tractable subgraph of the
graphical model is selected, and all RVs in the subgraphadated to maximize . Often, this can

be done ef ciently using the max-product algorithm [25]. Arample of this method is training HMMs
using the Viterbi algorithm to select the most probableestquence. For continuous hidden RVs, an

alternative to block ICM is to use a joint optimizer, such a®ajugate gradients.

5.9 The Expectation-Maximization Algorithm
The EM algorithm accounts for uncertainty in some RVs, wipggforming ICM-like updates for the
other RVs. Typically, for parametersand remaining RVs , EM obtains point estimates for
and computes the exact posterior over the other RVs, givefihe -distribution is
. Recall that for i.i.d. data, . Given , the RVs
associated with different training cases are independentye have . In
exact EM, no restrictions are placed on the distributions,

Substituting and into (6), we obtain the free energy:
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EM alternates between minimizing w.r.t. the set of distributions in the E

step, and minimizing w.r.t. inthe M step.

When updating , the only constraint is that . As described earlier, this con-
straint is accounted for using a Lagrange multiplier. 8gtthe derivative of to zero and solving
for , We obtain the solution, . Taking the derivative of w.rt.
we obtain

For parameters, this is a set of equations. These two solutions give the EM algorithm:

Initialization. Choose values for the parametergrandomly, or cleverly).

E Step. Minimize w.r.t.  using exact inference, by setting

for each training case, given the parameteasid the data

M Step. Minimize w.r.t. the model parametersby solving

— — (8)

This is the derivative of the expected log-probability of ttomplete data. For
parameters, this is a system of equations. Often, the prior on the parameters is
assumed to be uniform, , In which case the rst term in the above
expression vanishes.

Repeat for a xed number of iterations or until convergence.

In Sec. 5.5, we showed that when : . So, the EM algorithm
alternates between obtaining a tight lower bound on and then maximizing this bound w.r.t. the
model parameters. This means that with each iteration,atetobability of the data, , must
increase or stay the same.

EM in the occlusion model
As with ICM we approximate the distribution over the paraengusing . As described

above, in the E step we set for each training case, where, as described in
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ICM Exact EM

E Step (Variable Updates) E Step
For : For
For
if
if For

M Step (Parameter Updates)

For : — For
For . For
M Step
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or
or For . For
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Gibbs Sampling EM Variational EM

E Step E Step
For For
For : For
if
if
M Step
For : — M Step
For . For For : o
For . For

or

or

or

or

Figure 5:Inference and learning algorithms for the occlusion model. Iverson's notation is used, where
is true, and if is false. The constant is used to normalize distributions.
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Structured Variational EM

E Step
For

For

M Step
For : —

For . For

Sum-Product EM

E Step
For
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For

For

For

For
M Step
For : —

For . For

Fig. 5 continued.
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Sec. 5.4, is represented in the form . This distribution is used in
the M step to minimize the free energy w.r.t. the model patarse . The resulting
updates are given in Fig. 5, where we have dropped the trpoase index in the E step for brevity, and
the constant is computed to normalize the appropriate distributionrt®tg with random parameters, the

E and M steps are iterated until convergence or for a xed nemalbiterations.

5.10 Generalized EM

The above derivation of the EM algorithm makes obvious sd\gneralizations, all of which attempt to

decrease [33]. If is a complex function of the parametersit may not be possible to

exactly solve for the that minimizes in the M step. Instead, can be modi ed so as to decrease
, .9, by taking a step downhill in the gradient of . Or, if contains many parameters, it

may be that can be optimized w.r.t. one parameter while holding thersthenstant. Although

doing this does not solve the system of equations, it doezdse

Another generalization of EM arises when the posteriorithstion over the hidden RVs is too com-

plex to perform the exact update that minimizes in the E step. Instead,

the distribution from the previous E step can be modi ed to decrease . In fact, ICM is a

special case of EM where in the E step, is decreased by nding the value of that minimizes
subject to

5.11 Gibbs Sampling and Monte Carlo Methods
Gibbs sampling is similar to ICM, but to circumvent the locainima, Gibbs samplingstochastically

selects the value of at each step, instead of picking the MAP value of

Initialization. Pick values for all hidden RVs (randomly, or cleverly).
Gibbs Sampling Step.Consider one of the hidden RVs,. Holding all other RVs

constant, sample :

where are the RVs in the Markov blanket of and is the product of
all conditional distributions or potentials that depend on

Repeat for a xed number of iterations or until convergence.

27



Algorithmically, this is a minor modi cation of ICM, but in mny applications it is able to escape poor
local minima (c.f. [15, 19]). Also, the stochastically ckeosvalues of can be monitored to estimate the
uncertainty in under the posterior.

If counts the number of sampling steps, then, as , the th con guration of the hidden
RVs is guaranteed to be an unbiased sample from the exaerijpost . In fact, although a single
Gibbs sampler is not guaranteed to minimize the free enargiy nite ensemble of Gibbs samplaises
minimize free energy, regardless of the initial distribatof the ensemble. Let be the distribution
over given by the ensemble of samples at stefsuppose we obtain a new ensemble by samplirig
each sampler. Then, . Substituting and into (6), we nd
that

Generally, in a Monte Carlo method, the distribution oveis represented by a set of con gura-

tions . Then, the expected value of any function of the hidden RVs,, is approximated by
- . For example, if contains binary (0/1) RVs and are drawn from
, then by selecting the above equation gives an estimate of . There are

many approaches to sampling, but the two general classemmgilers are exact samplers and Markov
chain Monte Carlo (MCMC) samplers (c.f. [32]). Whereas éxanplers produce a con guration with
probability equal to the probability under the model, MCM&rplers produce a sequence of con gura-
tions such that in the limit the con guration is a sample frtme model. If a model is described

by a BN, then an exact sample ofand can be obtained by successively sampling each RV given its
parents, starting with parent-less RVs and nishing witlidhess RVs. Gibbs sampling is an example of
an MCMC technique.

MCMC techniques and Gibbs sampling in particular are guashto produce samples from the
probability model only after the memory of the initial corugation has vanished and the sampler has
reached equilibrium. For this reason, the sampler is oflewad to “burn in” before samples are used to
compute Monte Carlo estimates. This corresponds to disgatlde samples obtained early on.

Gibbs sampling for EM in the occlusion model

Here, we describe a learning algorithm that uses ICM-upgdftte the model parameters, but uses
stochastic updates for the RVs. This technique can be viesedgeneralized EM algorithm, where the
E-Step is approximated by a Gibbs sampler. Replacing the XRupdates in ICM with sampling,
we obtain the algorithm in Fig. 5. The notation indicates the expression on the right should be

normalized w.r.t. and then should be sampled.
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5.12 Variational Techniques and the Mean Field Method

A problem with ICM and Gibbs sampling is that when updatingagtipular RV, they do not account for
uncertainty in the neighboring RVs. Clearly, a neighbot teaintrustworthy should count for less when
updating an RV. If exact EM can be applied, then at least thetgosterior distribution is used for a subset
of the RVs. However, exact EM is often not possible becausexiact posterior is intractable. Also, exact
EM does not account for uncertainty in the parameters.

Variational techniques assume that comes from a restricted family of distributions that can be

ef ciently searched over. Inference proceeds by miningzin W.I.L. , but the restriction on
implies that a tight bound, , iIs not in general achievable. In practice, the family of
distributions is usually chosen so that a closed form exgwador can be obtained and optimized.

The “starting point” when deriving variational techniqueshe product form (a.k.a. fully-factorized,
or mean- eld) -distribution. If consists of hidden RVs , the product form

distribution is

(9)

where there is one variational parameter or one set of vamitparameters that speci es the marginal
for each hidden RV .
The advantage of the product form approximation is mostiigaden when is described by
a BN. Suppose theth conditional probability function is a function of RVs and  and denote it by
. So, . Substituting this and (9) into (6), we obtain the mean eld

free energy:

The high-dimensional integral over all hidden RVs simpé mto a sum over the conditional probability
functions, of low-dimensional integrals over small coliens of hidden RVs. The rst term is the sum
of the negative entropies of the-distributions for individual hidden RVs. For many scala¥R(e.q,
Bernoulli, Gaussiaretc) the entropy can be written in closed form quite easily.

The second term is the sum of the expected log-conditios#libluitions, where for each conditional
distribution, the expectation is taken with respect to tfeglpct of the -distributions for the hidden RVs.
For appropriate forms of the conditional distributiongstterm can also be written in closed form. For

example, suppose (i,e, is Gaussian with mean
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), and and are Gaussian with means and andvariances and . The entropy

terms for and are and . The other term is the expected value of a

guadratic form under a Gaussian, which is straightforwabmpute. The resultis

. These expressions are easily-computed functions of thatizanal

parameters. Their derivatives (needed for minimizing ) can also be computed quite easily.

In general, variational inference consists of searchimglfe value of that minimizes . For
convex problems, this optimization is easy. Usually, is not convex in and iterative optimization
is required:

Initialization. Pick values for the variational parametergrandomly, or cleverly).
Optimization Step. Decrease by adjusting the parameter vector or a

subset of .

Repeat for a xed number of iterations or until convergence.

This variational technique accounts for uncertaintyboth the hidden RVs and the hidden model
parameters. If the amount of training data is small, a vianal approximation to the parameters can be
used to represent uncertainty in the model due to the spaiseng data.

Often, variational techniques are used to approximate igtelwlition over the hidden RVs in the E
step of the EM algorithm, but point estimates are used fomtloelel parameters. In sucfariational
EM algorithms the -distribution is . Note that there is one set of

variational parameters for each training case. In this,c@sdave the following generalized EM steps:

Initialization. Pick values for the variational parameters and the model
parameters (randomly, or cleverly).

Generalized E Step. Starting from the variational parameters from the previous
iteration, modify SO as to decrease.

Generalized M Step. Starting from the model parameters from the previous itera-
tion, modify so as to decrease.

Repeat for a xed number of iterations or until convergence.

Variational inference for EM in the occlusion model
The fully-factorized -distribution over the hidden RVs for a single data samptbéwocclusion model

is . Substituting this -distribution into the free energy for a single
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observed data sample in the occlusion model, we obtain

The rst two terms keep and close to their priors and . The third term keeps

close to the mask priors for foreground classes that have high posterior probgbilit . The last
two terms favor mask values and foreground/backgroundetathat minimize the variance-normalized
squared differences between the predicted pixel valuesrenobserved pixel values.

Setting the derivatives of to zero, we obtain the updates for thedistributions in the E step. Once
the variational parameters are computed for all observedy@s, the total free energy is
optimized w.r.t. the model parameters to obtain the vanei M step. The resulting updates are given
in Fig. 5. Each E step update can be computed in  time, which is a -fold speed-up over exact
inference used for exact EM. This speed-up is obtained Iseddue variational method assumes thand

are independent in the posterior. Also, note that if thdistributions place all mass on one con guration,
the E step updates reduce to the ICM updates The M step upatatesnilar to the updates for exact EM,
except that the exact posterior distributions are replagetieir factorized surrogates.

The above updates can be iterated in a variety of ways. Fangea each iteration may consist of
repeatedly updating the variational distributions unditheergence and then updating the parameters. Or,
each iteration may consist of updating each variationaliligion once, and then updating the parameters.
There are many possibilities and the update order that isabes/oiding local minima depends on the

problem.

5.13 Structured Variational Techniques

The product-form (mean- eld) approximation does not actdior dependencies between hidden RVSs.
For example, if the posterior has two distinct modes, thétianal technique for the product-form ap-

proximation will nd only one mode. With a different initigdation, the technique may nd another

mode, but the exact form of the dependence is not revealestrdntured variational techniques, the
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distribution is itself speci ed by a graphical model, sublat can still be optimized. Fig. 6a shows
the original BN for the occlusion model and Fig. 6b shows thef8r the fully-factorized (mean eld) -
distribution described above. Recall that the exact pmstean be written
. Fig. 6¢ shows the BN for this -distribution. Generally, increasing the number

of dependencies in the-distribution leads to more exact inference algorithmsab&o increases the com-
putational demands of variational inference. In the ogolusnodel, whereas mean eld inference takes

time, exact inference takes time. However, additional dependencies can sometimesdoeiated
for at no extra computational cost. As described belowritgwut that the -distribution shown in Fig. 6d
leads to an inference algorithm with the same complexityhasitean eld method ( time), but can
account for dependencies of the mask RVs on the foregroasd cl
Structured variational inference for EM in the occlusion mo del

The -distribution corresponding to the BN in Fig. 6¢ is
De ning , we have . Substituting this

-distribution into the free energy for the occlusion moaes, obtain

Setting the derivatives of to zero, we obtain the updates given in Fig. 5. With some ¢hese updates
can be computed in time, which is a -fold speed-up over exact inference. Although the depen-
dencies of and , on are not accounted for, the dependence ofon is accounted

for by the 's. The parameter updates in the M step have a similar formrasxact EM, except that the

exact posterior is replaced by the above, structuretistribution.

5.14 The Sum-Product Algorithm (Belief Propagation)
The sum-product algorithm (a.k.a. belief propagation bptility propagation) performs inference by
passing messages along the edges of the graphical modg%éer an extensive review). The message

arriving at an RV is a probability distribution (or a funatidhat is proportional to a probability distribu-
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Figure 6: Starting with the BN of the original occlusion model (a), variational techniques ranging from the fully
factorized approximation to exact inference can be derived. (b) The BN for the factorized (mean eld) -distribution.

is observed, so it is not included in the graphical model for the -distribution. (c) The BN for a -distribution that
can represent the exact posterior. (d) The BN for a -distribution that can represent the dependence of the mask
RVs on the foreground class. Accounting for more dependencies improves the bound on the data likelihood, but the
choice of which dependencies are retained has a large impact on the improvement in the bound.

tion), that represents the inference for the RV, as givenhleypart of the graph that the message came
from. Pearl [35] showed that the algorithm is exact if thepyrés a tree. When the graph contains cycles,
the sum-product algorithm (a.k.a. “loopy belief propagat) is not exact and can diverge and oscillate.
However, it has been used in vision algorithms [8]. Surpghj, we have also found that its oscillatory
behavior can be used to jump between modes of the postesor Ahas produced state-of-the-art results
on several dif cult problems, including error-correctinigcoding [14], medical diagnosis [30hndom
satis ability [28], and phase-unwrapping in 2-dimensi¢gh3].

To see how the sum-product algorithm works, consider comgut  in the model

. One approach is to compute forall values of , , and and then

compute . For binary RVs, this takes operations. Al-
ternatively, we can move the sums inside the products:
If the terms are computed from the inner-most term out, tkes operations, giving an
exponential speed-up in the number of RVs. The computati@ach term in braces corresponds to the
computation of a message in the sum-product algorithm.

In a graphical model, the joint distribution can be written , where  and

are the hidden and visible RVs in théh local function (or conditional distribution). The sumepuct
algorithm approximates by , Where is speci ed by marginals andcliqgue marginals

. These are computed by combining messages that are comiauggtvely in the FG. Denote the

message sent from variableto function by and denote the message sent from functioto
variable by . Note that the message passed on an edge is a function ofitfioaeng variable.

A user-speci edmessage-passing schedigdeused to determine which messages should be updated at
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each iteration. The sum-product algorithm proceeds agvisst|

Initialization. Set all messages to be uniform.
Message Update Step. Update the messages speci ed in the message-passing

schedule. The message sent from variable function is updated as follows:

(10)

where is computed so as to normalize the message. The messager@ant f

function to variable is updated as follows:

(11)

where is the set of indices with removed.
Fusion. A single-variable marginal or clique marginal can be coregudt any time

as follows:
(12)

(13)

Repeat for a xed number of iterations or until convergence.

If the graph is a tree, once messages have owed from everg tmdvery other node, the estimates
of the posterior marginals aexact So, if the graph has edges, exact inference is accomplished by
propagating messages according to the following message-passingdehebelect one node as the
root and arrange the nodes in layers beneath the root. Ratgpagessages from the leaves to the root (
messages) and then propagate messages from the root tavbe (another messages). This procedure
ensures that messages ow from every node to every other. idate that if the graph is a tree, if normal-
izations arenot performed during message-passing, the fusion equatianpute thgoint probability of
the hidden variable(s) and the observed variables:

If the graph contains cycles, messages can be passed inativadashion for a xed number of iter-
ations, until convergence is detected, or until divergeacketected. Also, various schedules for updating
the messages can be used and the quality of the results wéhdeon the schedule. It is proven in [37]
that when the “max-product” algorithm converges, all caurgtions that differ by perturbing the RVs in

subgraphs that contain at most one cycle, will hiaweer posterior probabilities.
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If the graphical model is a BN, sothat , the sum-product algorithm can be used for inference in

a generalized EM algorithm as follows:

Initialization. Pick values for the model parametergrandomly, or cleverly), and
set all messages to be uniform.

Generalized E Step.For each training case , apply one or more iterations of the
sum-product algorithm. Then, fuse messages as descrilogd stocompute

for every child and its parents.

Generalized M Step.Modify the parameters so as to maximize

Repeat for a xed number of iterations or until convergence.

The sum-product algorithm for EM in the occlusion model

For an occlusion model with pixels, exact inference takes time. In contrast, loopy belief
propagation takes time, assuming the number of iterations needed for conneryes constant.
Generally, the computational gain from using loopy belisfgagation is exponential in the number of
RVs that combine to explain the data.

The graphical model has cycles, so before applying the surddgot algorithm, we modify it to reduce
the number of cycles, as shown in in Fig. 7a, where the obdgrixels are not shown for visual
clarity. For each pixel, there isonelocal function that combines the conditional distributions for each

mask RV and its corresponding pixel:

Fig. 7b shows how we have labeled the messages along the efities FG. During message passing,

some messages will always be the same. In particular, a gees¢saving a singly-connected function

node will always be equal to the function. So, the message#lg the nodes correspondingto and
are equal to and , as shown in Fig. 7b. Also, a message leaving a singly-caade@riable

node will always be equal to the constantSo, the messages leaving the mask RVsare . Initially,

all other messages are set to the value

Before updating messages in the graph, we must specify inavtiar the messages should be updated.
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Figure 7:(a) The FG for the occlusion model with  pixels, after the observations ( ) are absorbed into
function nodes, . (b) The sum-product algorithm (belief propagation) passes

messages along each edge of the graph. This graph fragment shows the different types of messages propagated
in the occlusion model.

This choice will in uence how quickly the algorithm convess, and for graphs with cycles can in uence
whether or not it converges at all. Messages can be passédamtergence, or for a xed amount of
time. Here, we de ne one iteration to consist of passing rages from the'sto , from tothe 's, from
the 'sto ,from tothe 's, and fromthe 'stothe 's. Each iteration ensures that each RV propagates
its in uence to every other RV. Since the graph has cycléas,ghocedure should be repeated.
The message updates are derived from the general rulestaesabove. From (11), it is straightfor-
ward to show that the message sent froro  should be updated as follows:
. Note that since the resulting message is a functionalbne, and must be summed over.
Substituting from above and assuming that is normalized, this update can be simpli ed:
. The last step in computing this message
is to normalize it:
According to (10), the message sent fromio is given by the product of the other incoming mes-
sages, , and it is then normalized:
The message sent fromto is given by , Which simpli es
to . Note that the terms in
large parentheses don't depend ¢80 they need to be computed only once when updating thisagess
Again, before proceeding, the message is normalized:

The message sent fromto is given by , and then normalized:
Finally, the message sent from to is updated as follows:
. For and this update simpli es to

and . Normalization is performed by setting

At any point during message-passing, the fusion rule in¢a)oe used to estimate posterior marginals
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of variables. The estimates of : and are :

, and . Itis common to compute these during
each iteration. In fact, computing the posterior margimalsften useful as an intermediate step for more
ef ciently computing other messages. For example, diregilementation of the above updates for
requires order  time. However, if is computed rst (which takes order time), then can
be updated in order time using , followed by normalization.

Fig. 5 shows the generalized EM algorithm where the E stepthsesum-product algorithm. Whereas
algorithms presented earlier have one update for eacholaliahether in terms of its value or its distribu-
tion), the sum-product algorithm has one update for eack ettpe graph. Note that when updating
and , Whereas variational methods adjust the effect of eaclitiked term by raising it to a power,
the sum-product algorithm adds an offset that depends onelthe other hidden variables account for
the data. In the M step, we have used a factorized approxamédi and . In fact, these
cliqgue marginals can be computed using (13), to obtain a rexmet M step.

The sum-product algorithm as a variational method

The sum-product algorithm can be thought of as a variatitg@inique. Recall that in contrast to
product-form variational techniques, structured vamiail techniques account for more of the direct de-
pendencies (edges) in the original graphical model, by ngdi -distributions over disjoint substructures
(sub-graphs). However, one problem with structured vianal techniques is that dependencies induced
by the edges that connect the sub-graphs are accountedt®naakly through the variational parameters
in the -distributions for the sub-graphs. In contrast, the sundpct algorithm uses a set of sub-graphs
that coverall edges in the original graph and accounts for every direcel@pnceapproximately using
one or more -distributions.

To derive the sum-product algorithm as a variational metivedfollow [38]. As described ear-
lier, the sum-product algorithm approximates by , Where is speci ed by marginals

and clique marginals . Notice that these sets of marginals coa#iredges in the graphi-
cal model. Substituting the expression for into (6) the free energy is
. The second term is a local expectation that can usually tmgpated or
approximated ef ciently. However, since we don't have atéaized expression for , the rst term
is generally intractable. We can approximate inside the logarithm using thBethe approximatian
, Where is the degree of , i.e., the number of terms that
appears in. The denominator is meant to account for the agwdxétween the clique marginals. For

trees, the Bethe approximation is exact (c.f. [26]).
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Substituting the Bethe approximation for the term , We obtain the Bethe free energy ,

which approximateghe true free energy,

This approximation becomes exact if the graph is a tree. dfgtaph is not a tree, we can still try to
minimize W.I.1L. and , but during optimization the marginals are usually not cstesit
with any probability distribution on. The statistical physics community has developed more t@mbput
more accurate approximations, such as the Kikuchi appratkam, which can be used to derive inference
algorithms [38].

The minimization of must account for the marginalization constraints, ,

, and , Where is the set of indices with
removed. The last constraint ensures that the singleblanmarginals and the clique marginals agree. De-
note the Lagrange multipliers for these constraints by and , Where the last multiplier depends
on the value , since there is one constraint for each value ofSetting the derivatives of subject to
these constraints to 0, we obtain and

The sum-product algorithm can be viewed as an algorithnrétatrsively computes the Lagrange mul-
tipliers, , SO as to satisfy the above two equations and the margitializeonstraint everywhere
in the network. In the standard form of the sum-product atgor, we de ne to be
a “message” sent from variable to function . Using this notation, the equations and the marginal-
ization constraint give the following system of equations: ,

, and

One way of solving the system is to nd a set of update equatimimose xed points satisfy the system.
To do this, introduce “messages” that are sent from funsttorvariables: is a message sent from
function to variable . A xed point of the sum-product updates in (10) to (13) sa&tssthe system of
equations. From (10), we have
Combining this with (12) we obtain which satis es the rst equation in the
system. The second equation is satis ed trivially by suroeurct update (13). To see how the third equa-
tion is satis ed, rst sum over in (13) and then use (11) to obtain
Then, substitute from (10) and use (12) to obtain ,

which satis es the third equation.
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Method Update for mask variables Complexity

Exact inference (used in EM)

if
otherwise

Iterative conditional modes

Gibbs sampling !

Mean eld

Structured variational

Sum-product algorithm

Table 1:A comparison of the updates for the mask variables for various algorithms discussed in this tutorial.

5.15 Annealing
In all of the above techniques, when searching for , local minima of can be a problem. One way
to try to avoid local minima is to introduce an inverse tenapere, :
When : is uniform and inference is easy. When and ,
the free energy we want to minimize. By searching ovevhile annealing the system — adjustingrom

to - the searcimayavoid local minima. In practice, the use of annealing rateeddif cult question

of how to adjust during inference.

6 Comparison of Algorithms

Each of the above techniques iteratively updates an appeaiion to the exact posterior distribution while
searching for a minimum of the free energy. Itis useful talgtiiow the behaviors of the algorithms differ.
In Table 1, we give the update equations for the mask vasabléne occlusion model. These updates have
been written in a slightly different form than presented ig., to make comparisons between different
methods easier.

Whereas exact inference computes the distribution ovdor every con guration of the neighboring
variables and , ICM and Gibbs sampling select a new value ofbased on theinglecurrent con g-
uration of and . Whereas updating all mask variables takes time for exact inference, it takes

time for ICM and Gibbs sampling.
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The update for the distribution over inthe mean eld (fully-factorized) variational method
can be compared to the update for exact inference. The updadesimilar, but an important difference is
that each term that depends oror is replaced by its geometric average w.r.t. the currentidigion

or . Each such geometric average taketime and there are mask variables, so updating all
mask variables takes time.

In the structured variational method, the dependence ain is taken into account. The update for
the distribution is similar to the update in the mean eld method, but the geoimaverages for
terms that depend onare not taken (since one-distribution is computed for each value of. The term
that depends on does not depend on, so its geometric average w.r.t.can be computed once for all

. The resulting updates for all mask variables takes time, which is the same as for the mean eld
method. This example shows that sometimes, accounting éoe mlependencies does not signi cantly
increase the time-complexity of a variational method.

Comparing the update for in the sum-product algorithm with the corresponding updatde
fully-factorized variational method, we see that the geim@verages are replaced with arithmetic av-
erages. This is an important difference between the two odgsthWhile the geometric average favors
values of that have high weight in all terms, the arithmetic averagerfavalues of that have high
weight in at least 1 term. In this sense, the sum-productriifigo is more “inclusive” of possible con g-
urations of hidden variables, than fully-factorized viaaal methods. Another difference between these
two methods is that while the variational method takes ayesav.r.t. the same distribution for all pixels,

or , the sum-product algorithm uses pixel-speci c distrilouis, or

7 Experimental Results

We explored the following algorithms for learning the paedens of the occlusion model described in
Sec. 2.1, using the data illustrated in Fig. 1: ICM, exact EBVhbs sampling; variational EM with a fully-
factorized posterior, structured variational EM, and tbemgroduct algorithm for EM. The MATLAB
scripts we used are available on our web sites.

We found that the structured variational method perfornietbat identically to the fully-factorized
variational method, so we do not report results on the siradtvariational method. Generally, there
usually are structured variational approximations thaidpce bounds that are signi cantly better than
mean eld, but are much more computationally ef cient tharaet inference (c.f. [12]).

Each technique can be tweaked in a variety of ways to imprevi®pnance. However, our goal is to

provide the reader with a “peek under the hood” of each imiegeengine and convey a qualitative sense
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of the similarities and differences between the technigeesve strove to make the initial conditions,
variable/parameter update scheduéds, as similar as possible. For details of training conditiaes, the
MATLAB scripts posted on our web sites.

The learning algorithms are at best guaranteed to convergdacal minimum of the free energy,
which is an upper bound on the negative log-likelihood ofdata. A common local minimum is a set of
images in which some of the true classes in the data are egpediile the others are merged into blurry
images. To help avoid this type of local minimum, we provideel model with 14 clusters — 2 more than
the total number of different foregrounds and backgrouifilsoo many clusters are used, the model tends
to over t and learn speci ¢ combinations of foreground aretkground.)

Each learning algorithm was run 5 times with different ramdimitializations and the run with the
highest log-likelihood was kept. For complex models, cotimmuthe log-likelihood is intractable and the
free energy should be used instead. The pixels in the claaasneere initialized to independent values
drawn from the uniform density in |, the pixel variances were set to 1, and the mask probabdity f
each pixel was setto . All classes were allowed to be used in both foreground acldraund images.
To avoid numerical problems, the model variances and ther pnd posterior probabilities on discrete
RVs were not allowed to drop below

Fig. 8 shows the parameters after convergence of the lepedgorithms, and Fig. 9 shows the free
energy as a function of the number of computations needddgllearning. Most techniques managed
to nd all classes of appearance, but the computationalirements varied by 2 orders of magnitude.
However, the greediest technique, ICM, failed to nd allsdas. The ability to disambiguate foreground
and background classes is indicated by the estimated mals&lptities (see also the example in Fig. 11),
as well as the total posterior probability of a class beirgduss a background (), and foreground ().

Exact EM for the most part correctly infers which of the ckesare used as foreground or background.
The only error it made is evident in the rst two learned cksswvhich are sometimes swapped to model
the combination of the background and foreground layeyaln the last example from the training set
in Fig. 1. This particular combination (12 images in the datpis modeled with class 2 in the background
and class 1 in the foreground. This is a consequence of udiniadses, rather than the required 12 classes.
Without class 2, which is a repeated version of class 6, @dassuld be correctly used as a foreground
class for these examples. The other redundancy is classiéh) ends up with a probability close to zero,
indicating it is not used by the model.

The variational technique does not properly disambiguategifound from background classes, as is

evident from the total posterior probabilities of using asd in each layer and . For the classes that
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n n a m y n n a m y a m y a m y
1| 004 011 0.06 0.07
2| 0 004 0.07 0.12
3,020 0 0.07 0.04
4| 0 014 0.07 0.06
51019 o0 0.07 0.15
6 017 0 0.09 0.07
71019 o0 0.10 0.03
8| 0 013 0.03 0.08
9| 0 013 0.09 0.06
101021 0 0.02 0.03
1} 0 012 0.10 0.04
12| 0o 017 0.04 0.06
13| 0 0 0.07 0.15
14| 0 016 0.12 0.04

Figure 8: Comparison of the learned parameters of the model in Sec. 2.1 using various learning methods. For
each method, we show the mask probabilities , pixel means , and pixel variances for each class as
images, where black indicates a variance of 0. For exact EM and variational EM, we also show the total posterior
probability that each class is used in modeling the foreground () and background ( ): - ,

— . These indicate when a class accounts for too much or too little data. Note that there is no
reason for the same class index for two techniques to correspond to the same object.

-4 L L L
10° 10" 10°
flops/pixel
Figure 9:Free energy versus number of oating point operations used d uring training, for ICM, exact EM, and EM
using Gibbs sampling, variational inference, and the sum-product algorithm in the E step.

exact EM always inferred as background classes, the amelttechnique learned masks probabilities

that allow cutting holes in various places in order to pldmediasses in the foreground and show the faces
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Figure 10:How good are the free energy approximations to the negative log-likelihood? In (a) we compare the
mean- eld variational free energy, the point estimate free energy and the negative log-likelihood during variational
EM. In (b) we compare the same three quantities during exact EM. To further illustrate the advantage of modeling
uncertainty in the posterior, in (c), we show the point-estimate free energy and the negative log-likelihood during
ICM learning. In (d), we compare the same two quantities during Gibbs sampling EM.

behindthem. The mask probabilities for these classes show ostlfidaces and have values that are
between zero and one indicating that the correspondindgspxe not consistently used when the class is
picked to be in the foreground. Such mask values reduce thealblikelihood of the data and increase
the variational free energy, because the mask likelihood has the highest
value when is either or ,and has the same value. Consequently,the variational fre@gmner
always somewhat above the negative likelihood of the datarfp given parameters (see Fig. 10a). Similar
behavior is evident in the results of other approximateniegr techniques that effectively decouple the
posterior over the foreground and background classes, aubbtopy belief propagation (last column of
Fig. 8), and the structured variational technique. Noté¢ $haall differences in free energy may or may

not indicate a difference in the visual quality of the sajuati
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One concern that is sometimes raised about minimizing @ énergy, is that the approximate
distribution used for the hidden RVs may not be well-suitedhte model, causing the free energy to be
a poor bound on the negative log-likelihood. However, asifgal out in [18], since the free energy is

(see (6)), if two models t the data equally well ( is the same),
minimizing the free energy will select the model that makes approximate -distribution more exact
(select to minimize ).

We see this effect experimentally in Fig. 10. In Fig. 10a wevslhe free energy for the variational
mean- eld method during 30 iterations of learning. In th&se, a single iteration corresponds to the
shortest sequence of steps that update all variationahzdeas ( for each training
case) and all model parameters. In the same plot, we showubenegative log-likelihood after each
iteration. We also show the point estimate of the free enesgych is evaluated at the modes of the
variational posterior. Since the parameters are updated tise variational technique, the variational
bound is the only one of the curves that theoretically hasetanonotonic. While the negative of the
log-likelihood is consistently better than the other esties, the boundoesappear to be relatively tight
most of the time. Note that early on in learning, the poinineate gives a poor bound, but after learning
is essentially nished, the point estimate gives a good labufihe fact that ICM performs poorly for
learning, but performs well for inference after learninghgsa better technique, indicates the importance
of accounting for uncertaintgarly in the learning process.

As shown in Fig. 10b, if the same energies are plotted for Hrampeters after each iterationefact
EM, the curves converge by the 5th iteration. Here, the melanhvariational free energy is computed
using the factorized posterior tted by minimizing the KL distance to the exact pos-
terior , While the point estimate is computed by further discardiagrything but the peaks
in the variational posterior. When the posterior is stitbdd early in the learning process, the variational
posterior leads to a tighter bound on the negative logthkeld than the point estimate. However, the
point estimate catches up quickly as EM converges and tkeegaterior itself becomes peaked.

If the parameters are updated using ICM (which uses poimhasts), as shown in Fig. 10c, poor local
minima are found and both the free energy and the true negkatlikelihood are signi cantly worse
than the same quantities found using exact EM and varidtieh Also, even after convergence, the
point estimate free energy is not a tight bound on the negéiiy-likelihood.

These plots are meant to illustrate that while fairly sewgngroximations of the posterior can provide a
tight bound near the local optimum of the log-likelihoodsithe behavior of the learning algorithm in the

early iterations that determines how close an approxineatenique will get to a local optimum of the the
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true log-likelihood. In the early iterations, to give the deba chance to get to a good local optimum, the
model parameters are typically initialized to model broa&ldributions, allowing the learning techniques
to explore more broadly the space of possibilities througjatively at posteriors €.g, in our case we
initialize the variances to be equal to one, correspondirggstandard deviation of 100% of the dynamic
range of the image). If the approximate posterior makesdyreecisions early in the learning process,
it is often dif cult to correct the errors in later iteratisn ICM, while very fast, is the most greedy of all
the techniques. Even if variances are initialized to lar@ees, ICM makes poor, greedy decisions for the
con guration of the hidden RVs early on in learning, and doesrecover from these mistakes.

Importantly, even computationally simple ways of accoogtfor uncertainty can improve perfor-
mance signi cantly, in comparison with ICM. In Fig. 10d, whaw the point estimate free energy and
the negative log-likelihood when the ICM technique is madl to take some uncertainty into account, by
performing a Gibbs sampling step for each RV, instead ofipikhe most probable valtieThis method
does not increase the computational cost per iteration acsado ICM, but it obtains much better values
of both energies. Sampling sometimes makes the free enasggevduring the learning, but allows the
algorithm to account for uncertainty early on, when the fposterior distributions for RVs are broad.
While this single-step Gibbs sampling technique obtairtebenergies than ICM, it does not achieve the
lower energies obtained by exact EM and variational EM.

The effect of approximate probabilistic inference on theual quality of the parameters is illustrated
in Fig. 11, where we show how the model parameters changagiseveral iterations of EM where the
E step is performed using the sum-product algorithm. On #neifjht of the gure, we illustrate the
inference over hidden RVs (foreground clas$ackground classand the mask ) for 2 training cases.
After the rstiteration, while nding good guesses for thiasses that took part in the formation process,
the foreground and background are incorrectly invertetiénposterior for the rst training case, and this
situation persists even after convergence. Interestibglapplying an additional 2 iterations of exact EM
after 30 iterations of sum-product EM, the model leaves dtiwallminimum. This is evident not only in
the rst training case, but also in the rest of the trainingagas evidenced by the erasure of holes in the
estimated mask probabilities for the background classke.s@me improvement can be observed for the
variational technique. In fact, adding a small number ofceXaM iterations to improve the results of
variational learning can be seen as part of the same frankesi@ptimizing the variational free energy,

except that not only the parameters of the variational pimsidut also its form can be varied to increase

SNote that because this technique does not use an ensembl@plies, it is not guaranteed to minimize free energy at each
step.
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Figure 11:Anllustration of learning using loopy belief propagation (the sum-product algorithm). For each iteration,
we show: (a) model parameters, including mask priors, mean and variance parameters for each class, and (b)
inferred distribution over the mask and the most likely foreground and background class for two of the 300 training
cases. Although the algorithm (Sec. 5.14) converges quickly, it cannot escape a local minimum caused by an
overly-greedy decision made in the very rst iteration, in w hich the foreground object is placed into the background
layer for the rstillustrated training case. In this local m inimum, some “background classes” (e.g., ) are used
as foregrounds (see the mask). An additional 2 iterations of exact EM (Sec. 5.9), which uses the exact posterior

, allows the inference process to ip the foreground and back ground where needed, and escape
the local minimum (see the mask of class after EM).

the bound at each step.

When the nature of the local minima to which a learning tegbeiis susceptible is well understood,
it is often possible to change either the model or the formhefdapproximation to the posterior, to avoid
these minima without too much extra computation. In theusioh model, the problem is the background-

foreground inversion, which can be avoided by simply testire inversion hypothesis and switching the
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inferred background and foreground classes to check ifdhisrs the free energy, rather than exploring all
possible combinations of classes in the exact posterioeldgant way of doing this within the variational
framework is to add an additional “switch” RV to the model,ierhin the generative process can switch
the two classes. Then, the mean eld posterior would havengpoment that models the uncertainty about
foreground-background inversion. While this would rentler variational learning two times slower, it

would still be much faster than the exact EM.

8 Future Directions

In our view, the most interesting and potentially high-irapareas of current research include introduc-
ing effective representations and models of data; invgmiew inference and learning algorithms, that
can ef ciently infer combinatorial explanations of dateewloping real-time, or near-real-time, modu-
lar software systems that enable researchers and devekoperaluate the effectiveness of combinations
of inference and learning algorithms for solving real-wlothsks; advancing techniques for combining
information from multiple sourceg,g, camera images, spectral features, microphones, tetitetidor-
mation,etc, developing inference algorithms for active tasks, thiegaively account for uncertainties in
the sensory inputs and the model of the environment, whemgalecisions about investigating the envi-
ronment. In our view, a core requirement in all of these dio&s of research is that uncertainty should be
properly accounted for, both in the representations oflprab and in adapting to new data. Large-scale,
hierarchical probability models and ef cient inferenceddaarning algorithms will play a large role in the

successful implementation of these systems.
References

[1] E. H. Adelson and P. Anandan. Ordinal characteristic&rafisparency. IfProceedings of AAAI
Workshop on Qualitative Visioi990.

[2] O. E. Barndorff-NielsonInformation and Exponential Familie®Viley Chichester, 1978.

[3] J. Besag. On the statistical analysis of dirty picturdsurnal of the Royal Statistical Society B
48:259-302, 1986.

[4] R. G. Cowell, A. P. Dawid, S. L. Lauritzen, and D. J. Spilkgdter. Probabilistic Networks and
Expert SystemsSpringer, New York NY., 1999.

a7



[5]

[6]

[7]
[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

R. G. Cowell, A. P. Dawid, and P. Sebastiani. A comparisbrsequential learning methods for

incomplete dataJournal of Bayesian Statistic5:581-588, 1996.

A. P. Dempster, N. M. Laird, and D. B. Rubin. Maximum likebod from incomplete data via the
EM algorithm. Proceedings of the Royal Statistical Socj@&y39:1-38, 1977.

D. Cahan (editor)Hermann von HelmholtaJniversity of California Press, Los Angeles CA., 1993.

W. Freeman and E. Pasztor. Learning low-level visionPtaceedings of the International Confer-

ence on Computer Visippages 1182-1189, 1999.

B. J. Frey. Extending factor graphs so as to unify dird@ad undirected graphical models.Rro-
ceedings of the Nineteenth Conference on Uncertainty incittintelligence. Morgan Kaufmann,

Acapulco, Mexico, 2003.

B. J. Frey and N. Jojic. Transformed component analykigt estimation of spatial transformations
and image components. Rroceedings of the IEEE International Conference on Compuision
September 1999.

B. J. Frey and N. Jojic. Transformation-invariant ¢ergng using the EM algorithmEEE Transac-

tions on Pattern Analysis and Machine Intelligen2g(1), 2003.

B. J. Frey, N. Jojic, and A. Kannan. Learning appearamzktransparency manifolds of occluded ob-
jectsin layers. IrProceedings of the IEEE Conference on Computer Vision attéifeRecognition
2003.

B. J. Frey, R. Koetter, and N. Petrovic. Very loopy bkfeopagation for unwrapping phase im-
ages. In T. G. Dietterich, S. Becker, and Z. Ghahramanipegjifdvances in Neural Information

Processing Systems.IMIT Press, 2002.

B. J. Frey and D. J. C. MacKay. A revolution: Belief prgadion in graphs with cycles. In M. I.
Jordan, M. |. Kearns, and S. A. Solla, editofglvances in Neural Information Processing Systems
1997, Volume 1(pages 479-485. MIT Press, 1998.

S. Geman and D. Geman. Stochastic relaxation, Giblighdifon and the Bayesian restoration of

images.|IEEE Transactions on Pattern Analysis and Machine Intellige 6:721-741, 1984.

48



[16] Z. Ghahramani and M. Beal. Propagation algorithms fmational Bayesian learning. In T. Leen,
T. Dietterich, and V. Tresp, editorg\dvances in Neural Information Processing SystemaVil3
Press, 2001.

[17] D. Heckerman. A tutorial on learning with Bayesian netls. In M. I. Jordan, editot.earning in

Graphical ModelsKluwer Academic Publishers, Norwell MA., 1998.

[18] G. E. Hinton, P. Dayan, B. J. Frey, and R. M. Neal. The wsleep algorithm for unsupervised
neural networksScience268:1158-1161, 1995.

[19] G. E. Hinton and T. J. Sejnowski. Learning and releagnmBoltzmann machines. In D. E. Rumel-
hart and J. L. McClelland, editorRarallel Distributed Processing: Explorations in the Mogtruc-
ture of Cognitionvolume I, pages 282—-317. MIT Press, Cambridge MA., 1986.

[20] N. Jojic and B. J. Frey. Learning exible sprites in vi&ayers. InProceedings of the IEEE Confer-

ence on Computer Vision and Pattern Recognit@@01.

[21] N. Jojic, B. J. Frey, and A. Kannan. Epitomic analysiappearance and shape.Rroceedings of

the IEEE International Conference on Computer Visi8aptember 2003.

[22] N. Jojic, N. Petrovic, B. J. Frey, and T. S. Huang. Transfed hidden markov models: Estimating
mixture models of images and inferring spatial transforame in video sequences. Rroceedings

of the IEEE Conference on Computer Vision and Pattern RatognJune 2000.

[23] N. Jojic, P. Simard, B. J. Frey, and D. Heckerman. Sdpayappearance from deformation. In

Proceedings of the IEEE Conference on Computer Vision attéfPeRecognitionJuly 2001.

[24] M. 1. Jordan, Z. Ghahramani, T. S. Jaakkola, and L. K.ISAa introduction to variational methods
for graphical models. In M. I. Jordan, editdrearning in Graphical ModelsKluwer Academic
Publishers, Norwell MA., 1998.

[25] F. R. Kschischang, B. J. Frey, and H.-A. Loeliger. Fagmphs and the sum-product algorithm.
IEEE Transactions on Information Theory, Special Issue odé3 on Graphs and Iterative Algo-
rithms 47(2):498-519, February 2001.

[26] S. L. Lauritzen.Graphical Models Oxford University Press, New York NY., 1996.

49



[27] D.J. C. MacKay. Bayesian neural networks and densitywoiks. Nuclear Instruments and Methods
in Physics Resear¢l354:73-80, 1995.

[28] M. Mézard, G. Parisi, and R. Zecchina. Analytic andagithmic solution of random satis ability
problems.Science297:812-815, 2002.

[29] T.P.Minka. Expectation propagation for approximasg/Bsian inference. ldncertainty in Arti cial

Intelligence 2001Morgan Kaufmann, Seattle, Washington, 2001.

[30] Kevin P. Murphy, Yair Weiss, and Michael I. Jordan. Lgopelief propagation for approximate
inference: An empirical study. Ibncertainty in Arti cial Intelligence 1999 Stockholm, Sweden,
1999.

[31] R. M. Neal. Bayesian mixture modeling by Monte Carlo siation. Technical Report CRG-TR-91-
2, University of Toronto, 1991.

[32] R. M. Neal. Probabilistic inference using Markov chonte Carlo methods. University of Toronto
Technical Report, 1993.

[33] R. M. Neal and G. E. Hinton. A view of the EM algorithm thasti es incremental, sparse, and other
variants. In M. I. Jordan, editoearning in Graphical Modelspages 355-368. Kluwer Academic
Publishers, Norwell MA., 1998.

[34] A.Y.Ngand M. |. Jordan. A comparison of logistic regsem and naive Bayes. In T. G. Dietterich,
S. Becker, and Z. Ghahramani, editgkslvances in Neural Information Processing System$/11%
Press, Cambridge MA., 2002.

[35] J. Pearl.Probabilistic Reasoning in Intelligent SystenMorgan Kaufmann, San Mateo CA., 1988.

[36] M. J. Wainwright and M. I. Jordan. Graphical models,&aonal inference and exponential families.
Technical Report 649, UC Berkeley, Dept. of Statistics,200

[37] Y. Weiss and W. Freeman. On the optimaility of solutiamighe max-product belief propagation
algorithm in arbitrary graphdEEE Transactions on Information Theory, Special Issue odé&3 on

Graphs and lIterative Algorithm#7(2):736—744, February 2001.

[38] J. Yedidia, W. T. Freeman, and Y. Weiss. Understandelgebpropagation and its generalizations.

In Proceedings of the International Joint Conference on Aitl Intelligence 2001.

50



