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Abstract

We developa methodfor theestimationof articulatedpose,suchasthatof thehumanbodyor the

humanhand,from a single(monocular)image.Poseestimationis formulatedasa statisticalinference

problem,wherethegoal is to �nd a posteriorprobabilitydistribution over posesaswell asa maximum

a posteriori(MAP) estimate.Themethodcombinestwo modelingapproaches,onediscriminative and

the other generative. The discriminative model consistsof a set of mappingfunctionsthat are con-

structedautomaticallyfrom alabeledtrainingsetof bodyposesandtheir respective imagefeatures.The

discriminative formulationallows for modelingambiguous,one-to-many mappings(throughtheuseof

multi-modaldistributions)thatmayyield multiplevalid articulatedposehypothesesfrom asingleimage.

Thegenerative modelis de�ned in termsof a computergraphicsrenderingof poses.While thegener-

ative modeloffersanaccurateway to relateobserved(imagefeatures)andhidden(bodypose)random

variables,it is dif�cult to useit directly in poseestimation,sinceinferenceis computationallyintractable.

In contrast,inferencewith the discriminative modelis tractable,but considerablylessaccuratefor the

problemof interest. A combineddiscriminative/generative formulation is derived that leveragesthe

complimentarystrengthsof bothmodelsin a principledframework for articulatedposeinference.Two

ef�cient MAP poseestimationalgorithmsarederivedfrom thisformulation;the�rst is deterministicand

the secondnon-deterministic.Performanceof the framework is quantitatively evaluatedin estimating

articulatedposeof boththehumanhandandhumanbody.

Keywords: Humanbodypose,handpose,nonrigidandarticulatedposeestimation,statisticalinference,

generative anddiscriminative models,mixturemodels,ExpectationMaximizationalgorithm.
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1 Intr oduction

An essentialtaskfor vision systemsis to infer or estimatethestateof theworld givensomeform of visual

observations. From a computational/mathematical perspective, this typically involves facingan ill-posed

problem;relevant informationis lost via projectionof thethree-dimensionalworld into a two-dimensional

image.In thispaper, thefocusis on inferring theposeof anarticulatedobjectin animage,in particularthe

poseof a humanbodyor humanhand.Humanscanoftensolve suchposeinferenceproblems,evenwhen

given only a relatively poor-quality, low-resolution,monocularimage. It is believed that humansemploy

extensiveprior knowledgeabouthumanbodystructureandmotionin solvingthis ill-posedtask[23]. In this

paper, we considerhow a computervision systemmight learnsuchknowledgein theform of probabilistic

models,andhow to employ suchmodelsin analgorithmfor reliableposeinference.

For purposesof computation,theestimation/inferencetaskcanbede®nedasfollows: given an obser-

vationvectorx 2 < c thatwasextractedfrom animageof a person,estimatetheparameterizedarticulated

poseasa vectorh 2 < t . Thecueandtargetvectorspaces< c and< t arecontinuous.Generallyspeaking,

usinga machinelearningapproach,this taskmay be regardedasa function ' : < c ! < t that mapsan

input vectorof visualobservationsto anoutputvectordescribingthebestarticulatedpose;we refer to this

taskas(MAP) estimation.Moregenerally, in probabilisticinference,themappingfunctioncouldproducea

posteriorprobabilitydistribution, ' : < c ! P, whereP is a family of probabilitydensityfunctionson < t .

Notethatin general,solvingtheinferenceproblemdoesnot imply solvingtheMAP estimationproblem.A

numberof generalquestionsarise.Whatform shouldthemappingfunction' take? How canthemapping

function be estimatedfrom training data? How canthe approachincorporateprior knowledgeaboutthe

problemstructure?How canapproximateinferencebeperformedef®ciently andaccuratelyif exact infer-

enceis intractable?Thesequestionsarefundamentalandcommonin statisticallearning,andonly in limited

instancesaretheanswersimmediatelyclear(e.g., see[32]).

Several perspectivesor principlescouldbe employed to approachlearningtasks.Often it is not clear

which is moresuitablefor theproblemat hand.It will beusefulfor thepurposeof this paperto distinguish

two perspectives: the generative andthe discriminative learningperspectives (e.g., see[29]). In the case

of learninggenerative models,a joint distribution p(x; h) over the randomvariablesof the model (for

simplicity consideronly h andx) is estimatedfrom data. Then,given an observation, e.g., x , a posterior

probabilityp(hjx) over theunobservedrandomvariablescould,in theory1, becalculatedby invokingBayes

rule. In contrast,usingdiscriminative modelsthe posteriordistribution q(hjx) is directly built or learned

1However, in practicethis taskcanbeintractableor lackanalyticsolutions.This is animportantproblemin statistics.
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Figure1: Exampleambiguityin mappingbodysilhouettecuesin < c to articulatedbodyposesin < t . Givensilhouette
x, posesa–h areall valid hypotheses.In general,entireregionsin < t maycontainvalid poses.

(seee.g., [27, 38, 29] for furthercomparisonsbetweentheseviewpoints).In thispaper, wefavor theideathat

for poseestimation,theadvantagesof eachof theseviewpointscouldbeexploitedin asingleframework.

If wetry to learnamappingdirectly, let ussayby estimatingtheparametersof aparameterizedfunction

� : < c ! < t asin a discriminative approach,weencounterseveralproblems.Theform requiredfor � may

not besimple,becausethemappingfrom observationsto articulatedposesis generallyambiguous(one-to-

many), andthereforeno singlefunctionmayperformthis mapping.An exampleis illustratedin Fig. 1; the

arm locationscannotbe uniquelyinferredgiven thesilhouettex andtherefore,a–h areall plausiblepose

con®gurations.Thehandsandarmscanmove in sucha way thatthesilhouettedoesnot change.Notealso

thatposec is there�ection of a: thecameralooksat thebackratherthanat thefront of thebody. Theremay

bedifferentregionsin < t thatcorrespondto rangesof valid poses,andtheseregionsmaynotbeconnected;

e.g., , someviewed from the front andothersfrom behind. An alternative, to be usedin this paper, is to

modelthis image-poserelationshipusingmultimodaldistributions.Our approachwill allow usto keepthis

discriminative modelsimple.

Let usnow considerthe inverseproblem:givenanarticulatedposevectorh, generateits silhouettex.

With a computergraphicsmodelof the humanbody, onecaneasilyrenderthe silhouettex. Thus,using

computergraphicswe canbuild a function� : < t ! < c (mappingposeparametersto imagefeatures)that

canbe employed to de®nea generative model. This will play an importantrole in developingthe frame-

work presentedin this paper. Note that this generative processis not necessarilya one-to-onemapping,

evenfor givencameraparameters,becauseof noise,clothing,anthropometricvariations,etc.;nonetheless,

it providesanacceptableapproximationin practice.While theinversemapping� providesveryusefulinfor-

mationaboutthestructureof theproblem,unfortunatelyit cannotbeincorporatedeasilyin adiscriminative
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Figure2: Simpli�ed graphicalillustrationof ourmethodfor estimatingbodypose(deterministicalgorithm):(a)given
aninputvectorx, we generatea setof hypotheses,(b) theinversemappingfunction� is employedin evaluatingeach
hypothesis.

approach.Despitehow simpleit is to evaluate� , its inversemaystill becomplex or maynot exist. In other

words,inferringh from x maybedif®cult.

In summary, theone-to-many natureof theproblemof mappingimagefeaturesto bodyposesprecludes

the useof discriminative supervisedlearningmethodsthat ®t a singleor a ®nite numberof functionsto

thedata;e.g., , neuralnetworksregression,supportvectormachineregression,boosting,etc. On theother

hand,wehave accessto � : < t ! < c thatgivenabodyposecanproducethecorrespondingimagefeatures,

whichcanbeusedto de®neaveryaccurategenerativemodel.However, aswill beshown later, thisaccurate

generative modelis challengingto usedirectly in bodyposeinference.Theview taken in this paperis that

it canbeeffective to usetheindividual advantagesof thesetwo complimentaryapproaches(discriminative

andgenerative) to formulateanef®cientsolutionto theposeinference/learningproblem.

Thepaperis structuredasfollows. Sec.2 presentstherelatedwork andhow our work ®ts in with, and

differsfrom existing approachesfor poseestimation.Sec.3 startsby proposingindependentdiscriminative

andgenerativemodelsfor theproblemathandwithoutexplicitly creatingaconnectionbetweenthem.Sec.4

assumesthat thesetwo modelsaregiven and introducesinference. First inferenceis presentedfor each

modelseparatelyandits shortcomingsdiscussed,thena methodthatcombinesbothmodelsis introduced.

Sec.4.3 presentsthegeneralformulation,while Sec.4.4 and4.5 concentrateon algorithms.Sec.5 shows

how to learn the proposedmodels. Sec.6 describesthe applicationsconsideredandSec.7 presentsthe

resultsof the experimentalevaluation. Sec.8 provides a discussionof strengthsand limitations of the

proposedapproach,conclusions,anddirectionsfor futurework.
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2 RelatedWork

In computervision,recoveryof articulatedbodyposefrom imagesis oftenformulatedasatrackingproblem.

Usually, link-joint modelscomprisedof 2D or 3D geometricprimitivesaredesignedbeforehandto roughly

matchthespeci®cmorphologyof thetarget in question[6, 11, 14, 30, 33, 39, 12, 41]. Meshmodelshave

alsobeenusedasanalternative to link-joint models[16]. At eachframe,thesegeometricmodelsare®tted

to the imageto minimize somecost function that favors the overlapof the modelandassociatedimage

regions(or motion).Althoughusuallynotstated,the®tting or costfunctionin many casesimplicitly de®nes

(or canbeusedto de®ne)a generative modelof theobserved image. Despitetheir descriptive power, this

family of approacheshasanumberof critical drawbacks.Generally, anon-linearoptimizationproblemmust

besolved at every frame;this cansometimesbeequivalentto MAP estimationwith a complex generative

model. Carefulmanualplacementof the modelon the ®rst frame in a video sequenceis also required.

Moreover, trackingin subsequentframestendsto besensitive to errorsin initializationandnumericaldrift;

asa result,thesesystemscannotrecover from trackingerrorsin themiddleof asequence.

To addresstheseweaknesses,specializeddynamicalmodelshave beenproposed[22, 30, 31]. These

methodslearna prior distribution over somespeci®cmotionclass,suchaswalking. This prior is usedto

predictandhopefullyimprove theposeestimatesin futureframes.However, this strongprior substantially

limits the generalityof the motionsthat canbe tracked; a prior for a given classof motionsis generally

uselesswhenusedfor trackingobjectsundergoingadifferentclassof motion;e.g.,walkingvs. dancing.

Othermethodsfor constrainedtrackinginclude[4], wherea subspaceof allowablemotionsis learned

from asetof examples.Theseexamplesandthemodel(usuallylinear)areexpectedto besuf®cient to span

thesetof possiblemotionsto beseenduringtracking.Thus,poseinferenceinvolves®ndinga linearprojec-

tion of theobserved dataonto themotionsubspace.This subspaceapproachalsolimits thegeneralization

power to motionsvery similar from thoseseenin thetrainingset.Theunderlyingprocessto bemodeledis

generallynon-lineargiven the representationsthatarecommonlyused.We believe this processcannotbe

effectively explainedasa linearprojection.

In our approachwe avoid matchingimagefeatures(e.g.,imageregions,points,or articulatedmodels)

from frameto frame.Therefore,wedonot referto ourapproachastrackingperse.This is in directcontrast

with thetechniquesmentionedabove. A numberof otherapproachesalsodepartfrom theaforementioned

trackingparadigm.Wesummarizethesenext.

In [19] astatisticalapproachis employedto reconstructthe3D motionsof ahuman®gure.Theapproach

employs aGaussianprobabilitymodelfor shorthumanmotionsequences.It is assumedthat2D trackingof
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the joint positionsin the imageis given; therefore,this assumptionimplicitly incurstherestrictionsfound

in all trackingapproaches.

In [42] dynamicprogrammingis usedto calculatethebestglobalmatchingof imagepointsto prede®ned

bodyjoints,givena learnedprobabilitydensityfunctionof thepositionandvelocity of bodyfeatures.This

formulation implicitly restrictedthe probability model to the classof distributions de®nedby graphical

modelswith tree-widthequalto three;thus,inferencewascomputationallyfeasible[24, 32]. Still, in this

approach,theimagepointsandmodelinitializationmustbeprovidedby handor throughsomeothermethod.

In [5], themanifoldof humanbodydynamicsis modeledvia a hiddenMarkov modelwith anentropic

prior. Oncethestatesareinferredfrom observations,a quadraticcostfunctionis usedto generatea contin-

uouspathin con®gurationspace,i.e., bodyposespace.

In all of thenon-trackingapproachesjustreferred,modelsof motionwereestimatedfrom data.Although

the approachpresentedin this papercanbe usedto modeldynamics,we arguethat whengeneralhuman

motion dynamicsare to be learned,the amountof training data,model complexity, and computational

resourcesrequiredcanbe impractical. As a consequence,modelswith unacceptablylarge priors towards

speci®cmotionsaregenerated.Althoughby not modelingthedynamicswe maybe ignoring information

thatcouldbeusedto furtherconstraintheinferenceprocess,therearesomebene®ts.For instance,a model

for inferring body posethat doesnot considerdynamicsprovides invariancewith respectto speed(i.e.,

samplingdifferences)anddirectionin which motionsareperformed.In addition,it is not assensitive to

temporaryframeerrors(e.g., droppedframes).Thishappenssimplybecausethismodeltreatscon®gurations

as temporallyindependentof eachother. Other approachesthat usea single imageinclude [3, 15, 43];

however, mostof thesemethodsalsorequirethatprojectedjoint locationsbegivenasinput. In theapproach

presentedin thispaper, this is notnecessary.

Theapproachintroducedis simpleandalsopractical.It canbedescribedasthatof mappingvisualfea-

turesto likely bodycon®gurationsandcanbe,roughlyspeaking,summarizedasfollows: At learningtime,

severalfunctionsthatmapvisualfeaturesto poseparametersareapproximatedfrom trainingdataemploying

a machinelearningparadigm.A uniqueaspectof our approachis thecombineduseof (1) thesemapping

functions(de®ninga discriminative model)with (2) the inversemappingfunction� (de®ninga generative

model).At inferencetime,aftermultipleposeshavebeenfoundusingeachof theabove functionsfrom just

theinputvisualfeatures,then� transformstheseposecon®gurationsbackto thevisualfeature(observation)

space.In this space,we canthenautomaticallychooseamongasetof reconstructionhypothesesaccording

to a criterion of interest(seeFig. 1). Our approachavoids the needfor manualinitialization or tracking;

it therebyavoids the consequentdisadvantagesof tracking. Remarkably, relatively few computationsare

6



numberof trainingexamples N
trainingset Z = f z1; :::; zN g

trainingexample(input,output)pair zi = (� i ;  i )
input (feature)trainingvector � i 2 < c

output(pose)trainingvector  i 2 < t

generativeanddiscriminativemodelsprobabilitydistributions p,q (respectively)
observationrandomvariable(e.g., imagemoments) x 2 < c

hiddenrandomvariableof poseparameters h 2 < t

inverse(rendering)function(for generativemodel) � : < t ! < c

numberof samplesduringinference S

aparticularobservationor input imagefeature x �

output(pose)hypothesis( a samplefrom q(hjx � )) hk

estimateof mostlikely outputhypothesis ĥ

discretesetof labelsfor mixturecomponents C = f 1; : : : ; M g
hiddenrandomvariablesassigningmixturecomponentto trainingsamples y = (y1; : : : ; yN ); yi 2 C

prior probabilitythatmixturecomponentk will beused � k = Q(y = k)
mappingfunctionparametervector � k

discriminativemodelparameters(to belearned) � = (� 1; : : : ; � M ; � 1; : : : ; � M )
posteriorprobabilityof k-th mixturecomponentfor zi duringEM ~Q(yi = k) = Q(yi = kj i ; � i ; � )

Table1: Somemathematicalsymbolsusedin this paper.

requiredfor inference.Wewill now formalizeandexplainourapproachin detail.

3 Probabilistic Models

We proposea probabilistic,nonlinearmethodfor combininggenerative anddiscriminative modelsfor ar-

ticulatedposeestimation.The framework employs a setof M functions� k : < c ! < t , eachassociated

to a mixturecomponentin a mixturedistribution; together, thesefunctionsareableto approximateone-to-

many mappings.In our approach,the functionsarejointly estimatedautomaticallyfrom trainingdatavia

a variantof theExpectation-Maximizationalgorithm. The learnedconditionaldistribution over theoutput

spaceis thenusedasanapproximationto that implied by a moreaccuratemodelde®nedwith thehelpof

the inversefunction � (thegenerative model),for which inferenceis intractable.This basicideais shown

in a schematicway in Fig. 1. Theapproximationis employedin a similar way asa proposaldistribution is

usedto approximatesamplingfrom amorecomplex distribution.

We begin by formally de®ningboth the discriminative and generative modelsto be employed. The

discriminative modelwill be estimatedfrom training dataandthe generative modelwill be de®nedby a

renderingfunction� . Thesemodelsrepresenttwo views of thesameproblemandwill beusedtogetherin

our framework.
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3.1 The Discriminati veModel

Let Z = f z1; :::; zN g be an observed training set of input-outputpairs z i = (� i ;  i ). Each� i 2 < c

is an input (feature)vector, andeach i 2 < t is its correspondingoutput (pose)vector. A summaryof

mathematicalsymbolsusedin this formulationis providedin Table1.

We will approachour discriminative problemasoneof hiddenvariabledensityestimation.We begin

by introducingtheunobserved randomvariabley = (y1; : : : ; yN ). In our modelany yi hasasdomainthe

discretesetC = f 1; : : : ; M g of labelsfor thespecializedfunctions,andcanbe thoughtof asthe function

index usedto mapthe i -th training pair, zi . ThusM is the numberof specializedfunctions. Our model

usesparameters� = (� 1; : : : ; � M ; � 1; : : : ; � M ), where� k representsthe parametersof the k-th mapping

function, andis the prior probability that the k-th mappingfunction will be usedto mapan input-output

pair.

Assumingindependenceof observationsgiven � , we seekto maximizethe sum of conditional log-

probabilities:

� � = argmax
�

X

i

logq( i j� i ; � ) (1)

= argmax
�

X

i

log
X

k

q( i j� i ; yi = k; � ); (2)

Due to thesumof termsinsidethe logarithmof Eq. 2, this optimizationis computationallycostly for

largeM . However, avarietyof practicalapproximateoptimizationmethodsexist, for example,methodsthat

arebasedon alternatingoptimizations[9]. ExpectationMaximization(EM) [10, 28] updatesaredescribed

in Sec.5.

3.1.1 Choiceof a Lik elihoodFunction

Note that theabove formulationis general.In particular, the form of the probabilityq( j� ; y; � ) wasnot

speci®ed.A key questionin instantiatingour approachis: whatform shouldq( j� ; y; � ) take? This is, the

probabilitythatoutput wasgeneratedby thefunctiony, giventheinput � andmodelparameters� . In this

work weanalyzethefollowing possiblecases:

1. A Gaussianjoint distribution of input-outputvectors:q(� ;  jy; � ) = N (( � ;  ); � y ; � y).

2. A Gaussiandistribution, whosemeanis the output of the y-th mappingfunction: q( j� ; y; � ) =

N ( ; � y (� ; � ); � y).

This formulationcanacceptotherformsfor thelikelihoodfunction.
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3.2 The GenerativeModel

Our approachalsoinvolvestheuseof a generative modelof images(or imagefeatures).In theproblemof

humanbodyposeestimationfrom a singleimagethis generative modelcanbede®nedin asimpleway. We

will assumethatanimageor imagefeaturesaregeneratedby samplingaposefrom aprior distributionp(h)

andthengeneratinganimageusingtherenderingfunction� suchthat:

p(x jh) = N (x; � (h); � � ): (3)

It is importantto noticethatdespitethe fact that thegenerative modelcanbede®nedin a simplemanner,

the function � is of a complex form. In our case,this makesprobabilisticinferenceintractableaswill be

explainedlater.

4 Infer ence

In this section,we refer to probabilisticinferenceas®nding a full probability distribution for h oncean

observationx = x � hasbeenmade(someimagefeatureswereobserved).

4.1 Inferenceusing the Discriminati veModel Alone

A valid approachto estimating/inferringh is to usethediscriminativemodelalone.In ourcontext, inference

involves®ndingafull probabilitydistribution for h givenx� ; thediscriminativemodeldirectlyprovidesthis

expression.

In MAP estimationwejusthave to maximizethisexpression.Thatis, wewantto ®nd themostprobable

outputh 2 < t for a givenobservationx � 2 < c: ĥ = argmaxh q(hjx � ) = argmaxh
P

y q(hjx � ; y)Q(y),

whereq(hjx � ) is a shorthandfor q(hjx = x � ). Any further treatmentdependson the propertiesof the

probabilitydistributionsinvolved.

In bothCases(1) and(2) consideredin previoussections,we canwrite q(hjx; y) = N (h; � y (x); � y).

Thus,in eithercasewehave thatq(hjx � ) is amixtureof Gaussiansandif wewantto ®nd theMAP estimate

weneedto solve: ĥ = argmaxh
P

y N (h; � y(x � ); � y)Q(y):

This resultwasobtainedby employing theMAP principleusingour discriminative modelalone.Here

we have assumedthat we know the model. In practicewe needto estimateor learn it (learningwill be

coveredin thenext section),but in general,q(hjx) will usuallybeanapproximationto thetrueconditional

distribution, obtainedusingthetrainingdata.Eventhoughwe couldsimply adopttheabove MAP estimate
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asa solution,it shouldnot besurprisingthatwe couldimprove uponthis by usingour knowledgeof p, the

generative model.

4.2 InferenceUsing the Generative Model Alone

Usingthegenerative model,inferenceinvolves®ndingtheposteriorp(hjx = x� ) (p(hjx � ) asashorthand):

p(hjx � ) =
1

p(x � )
p(x � jh)p(h) =

1
Zp

N (x � ; � (h); � � )p(h) (4)

Zp =
Z

N (x � ; � (h); � � )p(h)dh: (5)

Therearehoweverat leasttwo dif®cult obstaclesfor achieving this:(1)Theintegral in Eq.5 cannotbesolved

easilyand(2) wedo nothave anexpressionfor p(h).

In MAP estimationwe do not needto be concernedaboutobstacle(1) sincein MAP the goal is to

®ndĥ = argmaxh p(hjx) = argmaxh N (x; � (h); � � )p(h) becauseZp is a constantwith respectto this

optimizationproblem.However, solvingfor ĥ giventheobservedx � is adauntingtask;thespaceof h is too

largeto exploreexhaustively and� (h) toocomplex to applystandarddirectedsearchtechniquesadequately.

If wecouldstartthesearchusingapointh0 thatweknew wascloseenoughto thebesth thenthisproblem

could be mitigated. This idea is often employed in solving trackingproblems,i.e., whenwe have close

enoughframes(in time andspace)andthepreviousframeestimate(s)canbetrusted.However, thegoal in

thispaperis to solve for posefrom asingleimage,andsotrackingis notpossible.

Bothobstaclescouldbeovercomeif somehow wecouldaccuratelyobtainsamplesdistributedaccording

top(hjx). Thosesamplescouldbeusedto (1)approximatethisposteriorand(2)®ndthesamplewith highest

probabilityanduseit asa MAP estimateor asaninitial point to searchfor a betterestimate.However, we

cannoteven evaluatep(hjx) (otherwisethe inferenceproblemwould have beensolved) and, in addition,

accuratelysamplingfrom agivendistribution is anopenproblemin general[26].

4.3 Combining Generativeand Discriminati veModels. Importance Sampling

In general,samplingcanbe usedto estimateexpectationsof a given function I (h) with respectto some

probabilitydensity� (h) thatwe canevaluateat any point, but from which we cannotsample.Let us say

we needto calculatethe integral I =
R

� (h)I (h)dh, by approximatingI employing S samples:Î =

1
S

P S
r =1 I (h (s) ). Let p(hjx � ) correspondto � (h) (I (h) can be any function of the pose),but note we

cannotevaluatep(hjx � ). However, in theimportancesamplingmethod,it is only necessaryto evaluatethe
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distribution up to a multiplicative factor. It turnsout that in our problemwe canevaluatethejoint p(h; x � )

which is enoughsinceit is proportionalto p(hjx � ).

Thequestionis how to appropriatelygeneratethesamplesto obtainthebestestimate.In theimportance

samplingmethodwe ®rst comeup with a proposaldistribution � 0(h), which wecanalsoevaluatebut from

whichit is possibleto sampleaccurately;thenwesamplefrom � 0(h), but alsocorrectfor thebiasintroduced

whensampling,obtaining:

Î =
1
S

SX

r =1

p(h (s) ; x � )
� 0(h (s) )

I (h (s) ): (6)

It can be shown that when S ! 1 ,
p

S(Î � I ) � N (0; � 2
� 0), with: � 2

� 0 =
R

( p(h ( s) ;x � )
� 0(h ) I (h) �

I )2� 0(h)dh. Thus,theexpectedvarianceof our estimateis proportionalto � 2
� 0 andinverselyproportional

to S [26]. Sinceminimizing varianceis a reasonablecriterion to consider, we would like to know what

theoptimalproposaldistribution � 0 is in termsof minimizing theestimatevariance� 2
� 0 for a ®xedS. The

optimalproposaldistribution is givenby a resultin [37, 7]:

� 0(h) = p(h; x � )
Z

p(h; x � )dh; (7)

which is equalto p(hjx � ).

This makessensein our simplecase(for a generalproof, see[37]), sincethis is thedistribution in the

initial integral we wantedto solve. Onewould expectthat in thelimit of in®nite samples,thebestestimate

for I whatever thefunctionI is, shouldbeobtainedwhensamplingfrom theexactdistribution involved in

theintegral. Of course,weknow thatin ourcasewecannotsamplefrom it. However, now weknow (1) that

from animportancesamplingperspective, we shouldsamplefrom p(hjx � ) to minimizevariance,which is

a reasonablecriterion,andalso(2) thatin this resultthereis no referenceto theexplicit p(h).

In thispaper, themainreasonbehindusinggenerativeanddiscriminativemodelstogetheris to tacklethis

particularproblemof samplingfrom a gooddistribution. We will usethe learneddistribution q(hjx) (the

discriminative model)to approximatep(hjx), but justatx = x � . As wewill seein thenext section,wewill

build this approximationemploying themaximumlikelihoodprinciple. Giventhewell known relationship

betweenML andKL divergence,thiscanalsobeseenas®ndingadiscriminative (conditional)distributionq

thatis closeto thesampledconditionalp distribution (empiricaldistribution) in termsof theKL divergence

[2] (seeappendixfor details).
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4.4 Non-deterministic MAP Estimation: Multiple Samples(MS)

Weareusuallyinterestedin providing likely samplesfrom theposteriordistribution, in particularwemight

beinterestedin themostlikely h. Thisis theideabehindMAP estimation,whereweareinterestedin ®nding

ĥ = argmaxh p(hjx � ) = argmaxh p(xjh � )p(h).

We know that thediscriminative modeldistribution q(hjx) tries to approximatep(hjx), andtherefore

it is goodat minimizing the varianceof the estimator. Due to this, we will usethe discriminative model

distribution to provide samplesfor MAP estimation.In MAP estimation,we sampleH Spl = f hsgs=1 :::S

usingtheproposaldistributionq(hjx � ). Giventhesamples,theproblemthebecomesadiscreteoptimization

problemthatcanbesolvedeasily(seeFig. 3 for pseudo-code):

ŝ = argmax
s

p(x � jhs) = argmin
s

(x � � � (hs))> � � (x � � � (hs)) ; (8)

by usingthe Gaussianform of p(x jh) asgiven in Eq. 3. We remarkthat onecanusethe samplesH Spl

asstartingpoints to othermoresophisticatedmethods.For examplewe could useMarkov chainMonte

Carlo (MCMC) sampling[26, 46] to searchfor regionsof higherprobability. Also, insteadof stochastic

methods,we couldemploy standardgradientdescentmethodsto locally searchfor morelikely posesh (as

in tracking). Thesemethodsmaybehelpful for somedistributionsbut in generalhave severaldrawbacks:

(1) They areusuallyveryslow in highdimensionsand(2) given®nite time,they arenotveryuseful/accurate

if theposteriorprobabilityis verycomplex. Somemethodshave beenproposedto alleviatetheseproblems,

but this goesbeyondour currentcontribution. Keepingthis extensionin mind, in this paperwe simply use

theoriginal samplesH Spl to searchfor a MAP estimate.Theseestimatesprovedto besuf®ciently accurate

duringourexperiments.

4.5 Deterministic MAP Estimation: Mean Output (MO)

In certainapplications,it might be advantageousto count with a very fast methodfor computingMAP

estimates.Two examplesare: whenworking with multiple articulatedbodiesandin dynamicor on-line

settingswhereit is necessaryto provide estimatesat high rates.Even thoughthe time complexity of MS

scaleslinearly with thenumberof samples,this might not befastenough.Motivatedby speedconstraints,

herewe proposea very fastandsimpleMAP estimationalgorithmthatstill performswell in experiments.

Unlike MS, thisalgorithmis deterministic.

The structureof the problem,aswell as the form of the discriminative distribution components(i.e.,

conditionedon themixture label)q(hjx; y) employed (Gaussian),make it possibleto constructthis deter-

ministic approximation.Thebasicintuition is straightforward. For a givenx = x � , we askeachmapping
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function� k to give its mostlikely estimatefor h. We thenevaluatetheprobabilityof eachfunction's esti-

matevia thegenerative modeldistribution p(x � jh). Fromour experiments,we believe this approximation

is goodin practice.

To justify this deterministicapproximation,we notethat the probability of the meanis maximal in a

Gaussiandistribution; i.e., it is the most-likely valueof the randomvariable. Formally, in both Case(1)

andCase(2) describedearlier, q(E [hjx � ; y; � ]jx � ; y; � ]) � q(h0jx � ; y; � ), for any h0. Consideragainthe

setof samplesH Spl = f hsgs=1 :::S generatedin the MS approximation. We canbuild a setof samples

H � = f h �
k gk=1 :::M that hasthe property8y; maxk q(h �

k jx � ; y) � maxs q(hsjx � ; y), simply by setting

h �
k = � k (x � ; � ).

Thisbasicinsightleadsto adeterministicapproximationfor inference,theMeanOutputsolution(MO).

Thisapproximatesolutionreliesontheobservationthatby consideringthemeans� s(x � ), wewouldbecon-

sideringthemostlikely outputof eachmappingfunction(i.e., eachmixturecomponentin thediscriminative

model),given the input. We expect the discriminative modelto be a goodapproximationof our genera-

tive modelposteriordistribution asdiscussedabove. However, in generaltheMO approximationneednot

be very accurate.The smallertheoverlapamongthedistributionsassociatedwith eachfunction, the bet-

ter the accuracy of this approximation(this in turn dependson the meansandcovariancesof the mixture

components).

In MO approximateinference,theexpressionto beminimizedis thesameasthatusedin Eq.8, except

for theuseof theM meansinsteadof theS samples(seeFig. 3 for pseudo-code):

k̂ = argmax
k2C

p(x � jh �
k ) = argmin

k2C
(x � � � (h �

k ))> � � (x � � � (h �
k )) : (9)

This requiressubstantiallylesscomputationthanwouldberequiredin theMS approach.

5 Learning

In orderto learnthediscriminative modelparameterswe will employ anExpectationMaximization(EM)

approach.EM provides a generalframework for solving the maximumlikelihood parameterestimation

problemin statisticalmodelswith hiddenvariables,like Eq. 2. Sincethe EM algorithm is well known

[10, 2, 28], we will only provide derivationsspeci®cto our formulation.

Notethattheunobservedrandomvariablesyi areindependentgivenzi and� . Thus,theE-stepreduces

to computingtheposteriorprobabilitiesfor eachyi giventhemodelparametersandobserveddata.We will
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Summary of MAP Estimation Algorithms

Inputs:visualfeaturesx � computedfrom singleimage,generative (p), anddiscriminative (q) models.

� MO Algorithm

1. For eachk = 1; :::; jCj (eachfunction� k )

(a) Computeh �
k = � k (x � ) usingthetraineddiscriminative model

(b) Computep(x � jh �
k ) usingthegenerativemodelby renderingfrom h �

k (i.e., apply� or

�̂ to h �
k )

Output:MAP estimatêh  pick theh �
k thatmaximizesp(x � jh �

k ) overk (useEq.10)

� MS Algorithm (extra input required:numberS of samples)

1. GenerateS sampleshs from q(hjx � )

2. For eachs = 1; :::; S

(a) Computep(x � jhs) usingthegenerative modelby renderingfrom h s (i.e., apply� or

�̂ to hs)

Output:MAP estimatêh  pick thehk thatmaximizesp(x � jhk ) overs (useEq.9)

Figure3: Summaryof MO andMS algorithmsfor MAP estimation.

denotethisposteriorQ(yi = kj i ; � i ; � ) usingtheshortcutnotation ~Q(t ) (yi = k). Wethenhave:

~Q(t ) (yi = k) = � kq( i j� i ; yi = k; � (t � 1))=
X

j 2C

� j q( i j� i ; yi = j; � (t � 1)): (10)

Stateddifferently, this stepestimatesthe responsibilityof eachmappingfunction, � k for eachdatapoint,

zi . ~Q(t ) (yi = k) representsthe so called responsibilityof function k for datapair i . Also recall that

� k = Q(yi = k) is theprior probabilitythatfunctionk beused.

The M-stepconsistsof ®nding � (t ) = argmax� E ~Q( t ) [logq( ; y j� ; � )]. In both of our caseswe can

show thatthis is equivalentto ®nding:

� (t ) = argmax
�

X

i

X

k2C

~Q(t ) (yi = k)[log q( i j� i ; yi = k; � ) + logQ(yi = kj� )]: (11)

Wenow presentsolutionsfor thecasesdescribedabove.
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5.1 Case(1)

In this casewehave:

q(� ;  jy; � ) = N (� ;  ; � y ; � y) = N (

"
�

 

#

;

"
� �

�  

#

;

"
� � � � �  

� >
�  �   

#

)y ; (12)

wherethe subscripty is simply the mappingfunction number. We canshow that the parameterlearning

problemis reducedto a mixtureof Gaussianestimation,for which it is straightforward to estimate� using

EM. Moreover, the probability of  given an observed � is also Gaussian:q( j� ; y; � ) = N ( ; �  +

� >
�  � � 1

� � (� � � � ); �   � � >
�  � � 1

� � � �  )y : Thereforein case(1), eachfunction � k is just themeanof the

conditionaldistribution

� k(� ; � ) = (�  + � >
�  � � 1

� � (� � � � ))y= k : (13)

The con®denceof the estimateis given by the covariance� k = (�   � � >
�  � � 1

� � � �  )y= k : However,

notethatthis expressiondoesnot dependon theinput, a sometimesundesirableconsequenceof themodel

employed.Notealsothateachfunction� k is linearin theinput vectorfrom < c.

5.2 Case(2)

In this casewehave:

@E
@� k

=
X

i

~Q(t ) (yi = k)
@

@� k
logQ(yi = kj� ) (14)

@E
@� k

=
X

i

~Q(t ) (yi = k)
@

@� k
logq( i jyi = k; � i ; � k ) (15)

@E
@� k

=
X

i

~Q(t ) (yi = k)[(
@

@� k
� k (� i ; � k ))> � � 1

k ( i � � k (� i ; � k ))] ; (16)

whereE is thecostfunctionthatwe would like to maximizein Eq.11.

This givesthefollowing updaterulesfor � k and� k , whereLagrangemultiplierswereusedto incorpo-

ratetheconstraintthatthesumof the� k 's is 1:

� (t )
k =

1
N

X

i

~Q(t ) (yi = k) (17)

� (t )
k =

X

i

~Q(t ) (yi = k)(  i � � k (� i ; � k ))(  i � � k(� i ; � k ))> =
X

i

~Q(t ) (yi = k) (18)

To keeptheformulationgeneral,wehavenotyetde®nedtheform of themappingfunctions� k . Whether

or notwecan®nd aclosedform solutionfor theupdateof �k dependson theform of � k . For exampleif � k

is anon-linearfunction,wemayhave to useiterative optimizationto ®nd � (t )
k . If � k yieldsaquadraticform,

thenaclosedform updateexists.

15



Now, regardingourgenerative model,thereis is very little learninginvolved. If � is veryaccurate,then

wecouldalsotell veryaccuratelytheimagethatwill begeneratedgivenabodyposeh. In practice� canbe

de®nedonly approximately. We accountfor this by appropriatelysetting� � dependingof how muchnoise

is expectedto bepresentin theobservations.Thiscanalsoaccountfor inaccuraciesin thegeometricmodel.

6 ExampleApplication: Articulated Posefr om Visual Features

Theformulationpresentedin this paperis generalenoughto beappliedin a numberof supervisedlearning

problemsfor which the output-to-input(inverse)map is relatively easyto compute;thus allowing us to

specifyan accurategenerative model (but for which inferenceis dif®cult). To demonstrateand testour

framework, we have developeda systemthat usesour approachto infer articulatedposefrom low-level

visual features.In particular, we focusedon poseestimationof the humanhandandbody from a single

imagecontaininga silhouetteof theobject. In this classof applications,datasetsof posescanbeobtained

viamotioncaptureglovesor bodysuits.Computergraphicsrenderingcanthenbeusedto generatetheinput-

outputpairsneededfor oursupervisedlearning.Wewill now givedetailsof thisdemonstrationsystem.

6.1 3D Hand PoseEstimation

Thegoal is to recover detailed3D handposefrom silhouettefeaturescomputedfrom a singlecolor image.

Handposeis de®nedin termsof thehandjoint angles.In general,wearealsointerestedin globalorientation

of thehand.We exploretwo applications:estimationof theinternaljoint anglesonly, andlater, estimation

of bothinternaljoint anglesandglobalorientationof thehand.

6.1.1 Hand Model

Weutilize thehandmodelprovidedin theVirtualHandprogramminglibrary [44]. Themodelparametersare

22joint angles.For theindex, middle,ring andpinky ®nger, thereis ananglefor eachof thedistal,proximal

andmetacarpophalangealjoints. For the thumb,thereis an inner joint angle,anouterjoint angleandtwo

anglesfor the trapeziometacarpaljoint. Therearealso abductionanglesbetweenthe following pairsof

successive ®ngers:index/middle,middle/ringandring/pinky. Finally, thereis ananglefor thepalmarch,an

anglemeasuringwrist �e xion andananglemeasuringthewrist bendingtowardsthepinky ®nger. However,

becausethe former two wrist anglesalsoencodeglobalorientation,we decidednot to modelthemin our

application.Hence,ignoringthesetwo angles,ourmodelhas20DOF for theinternalhandcon®guration.
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Figure4: Exampleof the86silhouettesobtainedvia computergraphicsrenderingfor agivena3D handpose.Views
aredistributedapproximatelyuniformly over theview sphere.

All of these20 anglesarerelative to two global orientationangles.Thesetwo angleswill encodethe

cameraviewpoint (or alternatively hand3D rotation).Imaginea spheresurroundingthehandmodel,i.e., a

®xedhandcenterpoint is at thecenterof thesphere.For easeof reference,wewill employ thewidely used

latitudeandlongitudenotions.The®rst angle� 1 representsthe latitudefrom which we arelooking at the

hand,thesecondangle� 2 representsthelongitude.We have de®ned� 1 2 [0; � ], with zeroand� beingthe

polesof thesphereand� 2 2 [0; 2� ). Thus,in summaryour full handmodelhas22DOF.

6.1.2 3D Hand Motion Datasets

Using a CyberGlove, we collectedapproximately9,000examplesof 3D handposes.This dataincluded

handcon®gurationsfrom AmericanSign Language(ASL) andothercon®gurationsinformally performed

by severalsubjects.Usingcomputergraphicsandanarti®cial handmodel,we thenrenderedeachcaptured

handposefrom multiple viewpoints on the view sphere. We de®neda set of 86 viewpoint anglepairs

(� 1; � 2) sothat thespheresurfaceis sampledapproximatelyuniformly. Thuswe obtaineda full datasetof

9; 000� 86 views. Eachview hasanassociatedbinaryimagemask(silhouette),anda22 DOFposevector.

Fig. 4 shows the86 viewpointsusedin thedatasetfor aparticularcon®guration.

From thesesilhouettes,we extract the visual featuresthat will be usedfor further processing.In our

implementation,we usedtwo classesof features(thesefeaturesarenot usedtogether):Hu momentsand

Alt moments.Alt moments[1] aretranslationandscaleinvariant,but not rotationinvariant. Hu moments

[20] areinvariantto translationandscaling,but alsoinvariantto rotationin theimageplane.Thesemoment

featureswereusedin our implementationbecausethey are relatively easyto compute,and they provide

invariantsthat areappropriatefor our demonstrationapplication. However, our generalformulationcan
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be usedwith othervisual featurerepresentationsif desired.Detailedexaminationof the featureselection

problemis outsidethescopeof this paper, andremainsa topic for futureresearch.

Wede®netwo experimentaldatasets:

1. Hand-Single-View: In this dataset,thehandis viewedfrom only oneviewpoint (� 1 = � =2, � 2 = 0),

generallymakingthepalmof thehandvisible. SilhouettefeaturesarecomputedusingAlt moments.

This yieldsapproximately9,000input-outputpairs.

2. Hand-All-Views: In this dataset,the handis viewed from all 86 viewpoints. Silhouettefeaturesare

computedusingHu moments.This yieldsapproximately750,000input-outputpairs.

6.1.3 Hand Detectionand Segmentation

For live videoinput,we will usevideosequencescollectedwith a color digital camera.It will beassumed

that thesesequenceshave a staticbackgroundandonly onepersonis present.In this implementation,we

arenotconsideringhandocclusionanalysis,whichby itself is adif®cult task.Oursystemtracksbothhands

of theuserautomaticallyusingaskincolor tracker [40, 36].

6.2 2D Human Body PoseEstimation

In this application,our goal is to recover thearticulatedposeof a humanbodyobserved in a singleimage.

Themethodologyfollowed is very similar to thatusedin theestimationof handpose.However, insteadof

joint angles,bodyposewill berepresentedin termsof markerpositionsatapredeterminedsetof joints. We

will estimatethe2D positionsof thesebodymarkersin theimageplane.

6.2.1 Human Body Model

The humanbody model is de®nedin termsof 20 3D marker positions(60 DOF). The 20 markers are

distributedasfollows: threemarkersfor thehead,threemarkersfor thehip/backbonearticulation,plusone

marker for eachshoulder, elbow, wrist, hand,knee,ankle,andfoot. For computergraphicsrendering,the

bodymodelis composedof cylindersof equalwidth. Thecylindersconnectthemarkersto form thestandard

humanbodystructure.Thethoraxis modeledusinga widercylinder. Becauseweareonly interestedin the

shapeof theprojectedmodel,wedo not includetextureor illumination in our rendering.
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6.2.2 Human Body PoseDataset

Humanbodymotioncapturedatawasobtainedfrom severalsources:http://www.biovision.com,thedataset

usedby [5], andseveraldemosequencesin thesoftwarepackageCharacterStudio. In total thereare32cap-

turedsequencesthatdepictvariationsof differentactivities: dancing,walking, kicking, waving, throwing,

jumping,signaling,crouchingdown. Thetotal numberof framescollectedis approximately7,000,mostly

at 30 frames/second.Usingcomputergraphicsandour arti®cial bodymodel,we thenrenderedeachframe

from 16equally-spacedviewpointson theequatorof theview spherecenteredat thehip of thebodymodel.

For eachview, we alsousedthecameramodelto obtainthe2D marker positionsin theimageplane.Thus

we obtaineda full datasetof approximately7; 000� 16 views. Eachview hasanassociatedbinary image

mask(silhouette)anda40DOFprojectedmarkervector. Fromthesilhouettes,weextractthevisualfeatures

thatwill beusedasinput. We have chosenAlt moments[1] asour visualfeatures,mainly dueto their ease

of computationandinvarianceto translationandscaling.Wecall this theBody-All-Viewsdataset.

6.2.3 Detectionand Segmentation

For live video input, we usesequencescollectedwith a color digital camera.It is assumedthat thesese-

quenceshaveastaticbackground,only onepersonis present,andthepersonis fully-visible. Weuseasimple

andwidely-usedhumanbodysegmentationscheme[18, 45]. Thetechniqueemploys statisticallearningto

acquirea modelof the backgroundappearance,whereeachpixel's color (luminance)is representedby a

Gaussiandistribution. Segmentationis thenapproachedusingmaximum-likelihood, whereeachpixel is

classi®edasbelongingto thebackgroundor theforeground(humanbody).

6.3 Common Implementation Details

Wenow brie�y discussimplementationdetailscommonto bothapplications.

6.3.1 Mapping Functions

In Sec.3, it wasnot speci®edwhat classof (deterministic)mappingfunctions� k wereto be used. Our

framework is practicallyindependentof thischoice.However, from Eq.16wecannoticethatthereareclear

advantagesin theM-stepif thesefunctionsaredifferentiablewith respectto their parameters.In thecase

of quadraticor linear functions,theM-stepcanbe performedexactly in onestep. However, thepower of

thesefunctionsis limited. In our implementationeachfunction takesthe form of a multi-layerperceptron

with onehiddenlayer (MLP); a widely usedfeedforward neuralnetwork architecture.For this non-linear
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function theredoesnot exist a closed-formsolutionfor Eq. 16, but it canbeseenthat theM-stepis like a

weightedversionof backpropagationrepeatedfor eachMLP in themixture. Weusedfour to ®ve iterations

of theconjugategradientdescentmethodperM-step.

6.3.2 Generative Model Details: InverseFunctions

Thereareat leasttwo waysto de®nethis function.Ononehand,� couldbea computergraphicsrendering

function.On theotherhand,we couldestimateanapproximatê� givena setof output-inputtrainingexam-

ples.In our implementation,weexperimentedwith bothideas.For � , weusedcomputergraphicsrenderings

of our handandbodymodelsobtainedvia OpenGL.For �̂ , we useda one-layerMLP, with twentyhidden

nodes(however, themethodis overall independentof thefunctionalform chosen).In our experience,this

providedanadequateandef®cientapproximationfor ourdataset.

The approximateinversefunction is usefulprimarily becauseit is fasterto computethana graphical

renderingfollowedby visualfeaturecomputation.Thekey issueto keepin mind is thattheinversemapping

is assumedto be simple (one-to-oneor even many-to-one)or that it hasa known form, otherwiseif we

assumetoo simplefunctionalforms,we would only introducemoreestimationerrors. In our case,this is

just a practicalissue.If theinversemappingis toocomplex to approximateeasily, we couldalwaysrely on

theavailableinversefunction� .

6.3.3 Computational Performance

For an Athlon 1400PCwith 2GB memory, runningunoptimizedMatlab6.0 code,it takesapproximately

®vehoursto trainamodelwith 10dimensions(input)and10dimensions(output),using4500patterns,and

40singlehiddenlayerMLPswith ®vehiddennodeseach.Thesystemcaninfer bodyposesatapproximately

11 framespersecond,usingtheMeanOutput(MO) algorithm. This approach's relatedcomputationstake

approximately70%of this time. This timeincludesOpenGL-basedrenderingof bodyposesin � . Therestis

spentin segmentationandfeaturecalculations.TheMultiple Sample(MS) algorithmtakestimeproportional

to thenumberof samplesused.Of course,segmentationandfeaturecomputationfor thesegmentedimage

is doneonly once.We noticedthat for our implementation,if we usetheapproximateinversefunction, �̂ ,

therenderingtime is reducedto approximatelyone-fourth.

6.3.4 Early StoppingDuring Training

Duringmodeltraining,weusedcross-validationfor earlystoppingandto avoid over-®tting asfollows:
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� Trainingdata: Stopif thelog-likelihoodchangeslessthan0.5%averagedover thelastteniterations.

� Held out data: Stopif the held out datalog-likelihoodaveragechangeis negative over the last ten

iterations.Heldoutdatawaschosenin thesameway asthetrainingandtestdata.

� Numberof iterations: Stopif amaximumof 200iterationsis reached.

7 Experimental Results

Wenow presentexperimentalresultsobtainedusingourapproachin estimatingtheposeof thehumanhand

andbody. For many additionalperformanceexperimentsnot includeddueto spacelimitations,thereaderis

referredto [35] andfor severalMO estimationvideostohttp://www.csail.mit.edu/� romer/DGHandVideos.htm.

TheapplicationindependentMatlabcodecanbefoundathttp://www.csail.mit.edu/� romer/DGCode.htm.

7.1 Hand PoseEstimation Givena Fixed CameraViewpoint

In our ®rst experiments,our approachis testedin thetaskof recovering3D humanhandposegivena ®xed

cameraviewpoint: aview towardsthepalmof thehand.For training,weusedtheHand-Single-View dataset,

whichcontainsa totalof approximately9,000examples.Of these,3,000wereusedfor trainingandtherest

for testing.All experimentswereperformedonatestsetthatsharednocommonposeswith thetrainingset.

Theinput-outputpairswerethende®nedasfollows. Theinputconsistedof 10Alt momentscomputedfrom

thesilhouetteof thehand,asdescribedin Sec.6.1.Theoutputconsistedof 20 joint anglesof ahumanhand

linearlyencodedby ninevaluesusingPrincipalComponentAnalysis(PCA).

The numberof mixture componentsfor the discriminative model (mappingfunctions)wasset to 20.

This numberwasfound to be optimal in the senseof the Minimum DescriptionLength(MDL) principle

[34]; we foundthis numbervia a roughmodelsearch(testingMDL andgettingthescorefor theoptimized

modelwith 10,12,...,24functions).Eachmappingfunction(for eachof theGaussiansin themixture)wasa

MLP with sevenhiddennodes.

7.1.1 Quantitati ve Results

We randomlyselectedapproximately4,000framesnot includedin the trainingset. Sinceground-truthis

available,we usedthe averageabsolutedifferenceper joint angle(betweenground-truthandestimate)as

errormeasure.Table 2 summarizesour results(seecaption).
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MO-MAP (�̂ ) MS-MAP (�̂ ) MS-20(�̂ ) MO-MAP (� ) MS-MAP (� ) MS-20(� ) Rand/trainRange
Ê 0.1322 0.1667 0.1465 0.1651 0.1769 0.1785 0.4294 1.55
� 2

Ê
0.0317 0.0415 0.0371 0.0425 0.0452 0.0547 0.1630 -

Table 2: Mean absoluteerror Ê and variance� 2
Ê
. Inferenceperformanceusing different renderingfunctions(�

and�̂ ) andinferencealgorithms(MO-MAP andMS-MAP). Also shown, theaverageerror of the 20 mostprobable
reconstructionsgivenby MS (MS-20).Notethattheerrorfor MS-20doesnothaveto behigherthanthatfor MS-MAP.
As a point of comparison,resultsarepresentedfor analgorithmthat randomlychoosesoneof thetrainingexamples
asresult(Rand/train).Theaveragerangeof thedatais alsoshown asareferencepoint. All unitsarein radians.

GT

MO

GT

MO

GT

MO

Figure5: 40 examplesof estimatedhandposeschosenuniformly at random.ReconstructionfoundusingtheMean
Output(MO) approach.Theinversefunctionusedwasestimatedfrom data.Eachexampleconsistsof apairof images:
ground-truth(top),andestimateobtainedusingthemeanoutputalgorithm(bottom).

Theseexperimentsquantitatively con®rmedthatMO inferenceprovidesa reasonableapproximation,at

leastfor this dataset.Recallfrom Sec.4.5thatMO inferencewasbasedon thepremisethatthemost-likely

reconstructiongivenby eachdiscriminative mixturecomponentprovidesa goodapproximationto thebest

solutiongivenby thefull probabilitydistribution.

Fig. 5 shows examplereconstructionsobtainedvia theMO approach.In many cases,thereconstruction

is closeto the groundtruth. In other cases,the silhouetteis highly ambiguous,and the reconstruction

doesnot matchgroundtruth. A goodexampleis shown in imagepair number34 (the last row-pair, fourth
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column),wherethecamera's imageplaneis perpendicularwith theaxisof thepinky ®nger. Note that the

estimatedhandposedisagreeswith theground-truthin theseveral joint anglesassociatedwith this ®nger.

Similareffectswith otherjoint anglescanbeseenin examplepairs8, 16,27,etc.

Ambiguouscon®gurationsareindeedvery commonwith a binary imagerepresentation.Note that in

other ambiguouscasesshown in Fig. 5 reconstructionis closer to groundtruth, e.g., pairs 19, 20, etc.

Possiblereasonsfor thisagreementarediverse:

1. The input is not really ambiguous(probabilisticallyspeaking)in the observation space.The other

possibleoutputs(geometricallyspeaking)associatedwith this input maybe very unlikely given the

trainingset.Thisdependson theunderlyingstructureof thecon®gurationmanifold.Oneof themain

goalsof a learningalgorithmis to ®nd this structure.Indeedtheseresultsshow thatour algorithmis

®ndingthisstructure,sincein mostcases,MO ®ndsavalid point in themanifold.

2. The learneddiscriminative modelwasaccurateat modelingthe given input usinga singlemixture

component;i.e., few mappingfunctionsweretrainedto mapthis input, thereforetherestof thefunc-

tionsproducedirrelevant(bad)outputs.

3. By chance,amongmany very similarly probablesolutions,the right onewas chosen. Of course,

evenwith thehelpof chancein this case,thediscriminative modelneededto beaccurateenoughat

approximatingthetrueposteriorsothatsampleswererelevantatall.

7.1.2 PerformanceComparison with Respectto Discriminati ve Model Alone and a Competing Ap-

proach

In this sectionwe experimentallycompareour methodwith thepurelydiscriminative partof the formula-

tion, whereno generative modelis employed. Onecanseethis testasa way to measurehow effectively

the generative modeldisambiguatesamongposes;thus,illustrating its level of contribution in the overall

approach.In addition,for furthervalidation,wealsocompareourmethodagainstthestandardMLP, trained

usingbackpropagationto globallymapimagefeaturesto 3D poses.

As beforewe follow theMAP principleto determinethebestposeĥ giveninput featuresanda model.

Recallfrom Sec.4.1 that theMAP estimateis givenby ĥ = argmaxh
P

y N (h; � y (x � ); � y)Q(y). Since

this function is not concave, we useda simpleheuristicto choosea maximum. We performedgradient

ascentstartingat eachof theM pointsf � y(x � )gy2C , andsetĥ to thehighestpointever reached.

As expectedthis methodperformedpoorly. Themeanabsoluteerrorandvariancefor this datasetwere

0:3702and0:2117respectively, justbetterthanrandomlychoosingaposefrom thetrainingset(whichpro-
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Numberof HiddenNodes 16 22 28 34 40 46 52 58 64
ÊM LP 0.20390.19530.18510.17840.17330.17350.17920.18910.2003
� 2

ÊM LP
0.03540.03240.02940.02800.02660.02590.03410.04190.0512

Table3: Performanceof the MLP approachasdescribedin the text. The tableshows themeanabsoluteerror and
varianceusingthesametraining/testsetsasourmethod(seeTable2). Eachentryin thetableshowstheaverageof ten
trials. Overall theperformanceof ourmethodis from 1.09to 1.48timesbetterthanMLP (correspondingto theworst
andbestperformancefrom Table2) usingthesamenumberof freeparameters,correspondingto 22 hiddennodesin
theMLP. EvenwhentheMLP has46 hiddennodes– requiringover twice asmany freeparameters– performanceof
ourmethodis still superior.

videdmeanandvarianceof 0:4294and0:1630respectively). This is not surprisingsincethediscriminative

modelaloneis not designedto “know” what the right mixture componentis, given any input presented.

More formally, the mixture parametersQ(y) do not dependon the input. The high variancecanbe at-

tributedto the inconsistentusageof goodandbadfunctionsto mapthe input. The role of the generative

modelin ourapproachis essentiallythatof providing informationaboutwhatfunction(mixturecomponent)

is appropriatefor thegiveninput.

Wealsocomparedour full approachagainstthewidely usedMLP. Notethatunlike above,hereweused

oneMLP in thestandardway, thatis asafunctionapproximationapproachto mapinput to outputsusingthe

wholetrainingsetin thestandardbackpropagationlearningscheme.MLP is anoff-the-shelfyet,commonly

effective method.

For this comparison,we variedthenumberof parameters(numberof weightsandbiases)in a consid-

erablybroadrange.Resultsareshown in Table3 asa functionof thenumberof hiddennodes.In orderto

establisha fair comparisonwith ourmodel,weneedto usethesamenumberof parameters.It turnsout that

thenumberof hiddennodesof theMLP mustbeequalto K
p

M , whereK is thenumberof hiddennodes

for eachfunctionin ourapproachandM is thenumberof functions.For thisexperimentthisnumberis 22.

By comparingthe resultsfrom Tables2 and3 we canobserve that whenthe MLP employs the same

numberof freeparameters,ourproposeddiscriminative-generative methodgives1.09to 1.48times(relative

to worstandbestperformancefrom Table2) betteraccuracy. WhenMLP is allowedto have moreparame-

ters,ourmethodstill outperformstheMLP onaverage(0.97to 1.31timesbetter);however, for a few inputs

theperformanceis similaror betterfor MLP. Notethatwhenthenumberof parametersfor theMLP is larger,

thevariancealsodiminishesconsiderably. However, we shouldremarkthat to achieve suchperformance,

theMLP neededto employ roughly1.8 timesthenumberof parametersemployedby ourmodel.
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7.1.3 Experimentswith Real Images

We now testour approachusinguncalibratedvideo sequences,wherethe camerais pointing towardsthe

palmof a person's hand.On average,thehandoccupiedanareaof approximately200� 200pixels. Seg-

mentationwasobtainedasdescribedin Sec.6.1.3.In the®rstexperiment,weusetheMO approachto obtain

asinglebestestimatefor eachsegmentedhand.Estimatesfor 40frames,taken0.9secondsapart,areshown

in Fig. 6. Visuallywe cannoticethatin mostcasestheestimateis aplausibleexplanationof thesegmented

silhouette.However, therearealsoa few inaccuratereconstructions.

In general,it is expectedthatthemodelcannotperformwell in all con®gurations(this is truefor almost

any machinelearningmodel)dueto thefollowing reasons:

1. Theproposaldistribution q(hjx) doesnot resemblethetrueposteriordistribution p(hjx) at thepar-

ticularx = x � : learningis theresultof optimizinganexpectedor averageerror.

2. Therealhandandsynthetichandmodelfeaturesaresimilarbut not thesame.Anthropometricdiffer-

encescanin�uence inferenceaccuracy.

3. Eventhebestmodelcouldfail in somecon®gurations.Informationtheorytells usthatthis is always

thecaseexceptwhentheinformationin thefeatures(aboutthepose)isequalto theentropy of thebody

posecon®gurations;in otherwords,whenfeaturestell useverythingneededaboutthecon®guration.

Otherwise,theremightbemultipleexplanationsfor agivenvisualfeaturevector.

In orderto testtheability of thesystemto provide thesemultiple explanations,we testedtheMultiple

Samples(MS) approach.Fig. 7 shows theestimatesfoundusingMS. Theseestimatescanbeinterpretedas

possiblehypothesesof handcon®gurationsgiventhesilhouettes.NotethatMS tendsto biasthehypotheses

towardssamplesfrom thedistribution q(hjx � ), but wecanaccountfor thiswhenbuilding a full probability

distribution,asexplainedin Sec.4.3.

7.2 3D Hand PoseReconstructionGivenan Unrestricted CameraViewpoint

Our approachis now testedin thetaskof recovering3D humanhandposefrom anunknown cameraview-

point. For training,we usedtheHand-All-Views dataset,which containsa total of approximately750,000

examples.Of these,18,000wereusedfor trainingandtherestfor testing.Theinput-outputpairswerethen

de®nedasfollows. The input consistedof seven Hu momentscomputedfrom the silhouetteof the hand,

asdescribedin Sec.6.1. The outputconsistedof 20 internal joint anglesof thehandandtwo orientation

angles.This 22DOF representationwaslinearlyencodedby ninevaluesusingPCA.
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Figure6: 40 examplesof estimatedhandposescapturedevery 0.9secsfrom realvideo(RV). Reconstructionfound
usingtheMeanOutput(MO) approach.Theinversefunctionwascomputedusingcomputergraphicsrendering.

Thenumberof mixturecomponents(or mappingfunctions)wassetto 45. Thisnumberwasdetermined

via theMDL criterion,asbefore(testingfor thebestMDL scoreusingamodelwith 35,37,...,51functions).

EachfunctionwasaMLP with sevenhiddennodes.

7.2.1 Quantitati ve Results

As before,we computedtheabsoluteerror in estimatinghandpose,andquantitatively comparedthis mea-

sureacrossviews. Fig. 8 shows theerrorof themostlikely estimatefoundusingtheMO approach.From

thegraphsweseethatviewstowardsthepalmof thehand(90� ) areslightly easierto reconstructonaverage,

while thevarianceseemssimilar acrossviews. As expected,theaverageerror is higherthanthatobtained

for the ®xed view handposereconstructionexperiments.It seemsthat for unrestrictedhandviews it is a

bit advantageousto usethecomputergraphicsinversefunction� . This is probablybecauseestimatingthis

inversemapping�̂ over unrestrictedviewpoint is morecomplicatedthanfor only frontal handviews (and

themappingis likely to bemorecomplex also).

Fig. 9 shows the resultsusing the MS approach. Fig. 9(a) shows the error associatedwith the best

sample. This error behaves very similarly to the MO error. Fig. 9(b) shows the averageerror computed

usingthebest20 samples.This erroris higherthanthatof thebestsample.Notethatthis is not anobvious
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Figure7: Exampleestimatedhandposesobtainedusingthe Multiple Sample(MS) approachandreal video (RV).
Theinversefunctionwasestimatedfrom data.Columns1-2show theinputvideoframeandtheMO solution,columns
3-7show sortedsamples(1-4and12)obtainedvia theMS approachwhereS1is themostprobablesample..

resultgiven that the bestsampleis determinedwithout having knowledgeof ground-truth. In fact, if the

averageerrorof thebest20 sampleswerelower thanthatof thebestsample,thenwe could infer thatour

algorithmis very inaccurateatdeterminingwhatsamplesarebetter. Thusthis resultpositively endorsesthe

MS algorithm.

For comparison,we usedtheground-truthto selectthebestsample,basedon minimumerror. In other

words,wehaveanoraclethatpicksthesampleclosestto theground-truth.Theresultingperformancegraph
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Figure8: MeanOutput(MO) inferenceperformancefor unrestrictedview testsatgivenviewpointlatitudes(averaging
over longitude).Theinversefunctionis (a) theestimated̂� (b) thecomputergraphicsrendering� . A frontal view of
thehandpalmis at latitude� 1 = � =2 , longitude� 2 = 0. For reference,theperformanceof analgorithmthatchooses
theestimateat randomfrom thetrainingdatais shown. Theanglerangeis in average1.87radians.
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Figure9: Multiple Samples(MS) inferencefor unrestrictedview testsat givenviewpoint latitudes(averagingover
longitude).Theinversefunctionis theestimated̂� . A frontalview to thehandpalmis at latitude� 1 = � =2 , longitude
� 2 = 0. (a) Most probablesample.(b) Averageover all samples(20 mostprobablesamplestaken). (c) Bestsample
(determinedusingground-truthinformation for comparison).For reference,the performanceof an algorithmthat
choosestheestimateat randomfrom thetrainingdatais shown. Theanglerangeis in average1.87radians.

is shown in Fig. 9(c). This representsthelower-boundon thereconstructionerrorusingthelearnedforward

model.Thegraphis interestingin thesensethatit separatestheerrorsfrom theforwardandinversemodels.

7.2.2 PerformanceComparison with Respectto Discriminati ve Model Alone and a Competing Ap-

proach

In parallelwith Sec.7.1.2,we now compareour full methodagainstthepurelydiscriminative portion. This

is doneto illustratethevalueof thegenerative modelin theoverall approach.As before,we alsocompare

ourmethodagainstthestandardMLP for thisdataset.

Usingthediscriminative modelalone,themeanabsoluteerrorandvariancefor thisdatasetwere0:6102

and0:5117respectively. Sincetheimportanceof thegenerative methodin theoverall approachshould,by

now, bemoreclear, we will notdiscussthispoint further. Resultsareanalogousto thosefrom Sec.7.1.2.

As before,wecompareourfull approachagainstthestandardMLP, whichis trainedonthesametraining

setasour approach.Resultsareshown in Table4. NotethatwhentheMLP contains47 hiddennodes,the
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Numberof HiddenNodes 35 47 59 71 83 95
ÊM LP 0.57750.57140.55850.55340.55110.5514
� 2

ÊM LP
0.35720.36800.35120.36370.37940.4111

Table4: Performanceof the standardMLP approach.Eachentry in the tableshows the meanabsoluteerror and
varianceaveragedover tentrials. Overall theperformanceof ourmethodis 1.31timesbetterthanthisapproachusing
thesamenumberof freeparameters,correspondingto 47hiddennodesin theMLP. Theperformanceof ourapproach
is 1.28timesbetterwhentheMLP has83hiddennodes.

numberof parametersis comparablewith thatof our discriminative-generative model.Theperformanceof

ourapproachfor thisdatasetis shown in Figs.8 and9.

At ®rstsighttheperformancecomparisonseemssimilarto thatof ourprevioustaskwith ®xedviewpoint.

However, amorecarefullook atTable4 revealsthat(1) ourmethodclearlyoutperformstheMLP evenwhen

theMLP usesmorethandoublethenumberof parameterswith respectto ourmodel,asigni®cantdifference

from Sec. 7.2.2 (®xed viewpoint) whereperformancewas moreeven when letting the MLP have more

parameters;(2) alsounlike Sec. 7.2.2the varianceis muchlarger thanthatof theestimatescomputedby

our approach.Thekey differencebetweenthe®xedviewpoint datasetandthis dataset(unrestrictedview)

wasthat mappingvisual-featuresto hand-poseis muchmoreambiguouswhenany view is allowed. This

illustratesthat function approximationmethodsare generallynot well-suitedfor one-to-many inference

problems,andourmethodcanindeedprovide amoreclearadvantagein thesecases.

7.2.3 Experimentswith Real Images

Wetestourapproachusingvideoof hands(in any orientation)collectedfrom asingleuncalibratedcamera.

Poseestimatesfrom 40 frames(taken every 0.9 secsapart)obtainedvia the MO approachareshown in

Fig. 10. In this experiment,therewasusually visual agreementbetweenreconstructionandestimateas

seenin the®gure. Notethatevenfor a humanobserver, looking at thesegmentedsilhouettesin the®gure,

reconstructionis sometimesambiguous.Therearealsosomecon®gurationsfor which thesystemdid not

performcorrectly.

Fig.11showstheestimatesobtainedvia theMS approach.Theframesshown weretakenapproximately

every 0.9 seconds.We canseesomelimitations of the Hu momentfeaturespace:sometimes,different

handorientationsarevery similar in the featurespace.Theseapparentlydifferenthypothesesarecloseto

eachother in termsof their probability, given the features.This problemmight be alleviatedby usinga

differentinput featurespace.At anextremeonemight considerthe full silhouetteasa feature.Of course

thereareimportanttrade-offs to take into accountwhenconsideringdifferentfeatures;e.g.,invariantsand

dimensionality.
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Figure10: 40examplesof estimatedhandposescapturedevery0.9secsfrom realvideo(RV). Reconstructionfound
usingtheMeanOutput(MO) approach.Theinversefunctionwascomputedusingcomputergraphicsrendering.

7.3 2D Human Body PoseReconstruction

In orderto show thatourapproachcanbeemployed,with nochange,to performothersimilartasks(possibly

with a different representation),herewe now conductperformancetestsin the taskof estimatinghuman

body posefrom a single image. The goal is to estimatethe 2D locationsof body markers in the image,

givenvisualfeaturescomputedfrom theperson's silhouette.In this experiment,we usetheBody-All-Views

dataset,which containsa total of of over 100,000samples.Of these,8,000wereusedfor trainingandthe

restfor testing.Theinput-outputpairswerede®nedasfollows. Theinput consistedof the10 Alt moments

computedfrom thesilhouette.Theoutputconsistedof 20 2D marker positions(40 DOF),which werethen

linearlyencodedby ninevaluesusingPCA.

Thenumberof mixturecomponentsin thediscriminative modelwassetto 15. This numberwasdeter-

minedvia theMDL criterion,exactlyasbefore.Eachfunctionis aMLP with sevenhiddennodes.

7.3.1 Quantitati ve Results

Fig. 12 shows the reconstructionobtainedwith the MO approachfor framestaken from threesynthetic

sequencesexcludedfrom thetrainingset.Theagreementbetweenreconstructionandobservationis easyto

perceive for all frames.Also, for self-occludingcon®gurations,theestimateis still similar to ground-truth.
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Figure11: ExampleestimatedhandposesobtainedusingtheMultiple Sample(MS) approachandrealvideo(RV).
Theinversefunctionwascomputedusingcomputergraphicsrendering.Columns1-2show theinput videoframeand
theMO solution,columns3-7 show sortedsamples(1-4 and12) obtainedvia theMS approachwhereS1is themost
probablesample..

Fig. 13 shows theaveragemarker errorandvarianceperbodyorientationin percentageof bodyheight.

Notethattheerroris biggerfor orientationscloserto 0 and� radians.This intuitively agreeswith thenotion

that at thoseangles(side-views), thereis lessvisibility of the body parts. We considerthis performance
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Figure12: Examplereconstructionof framesfrom testsequenceswith computergraphics-generatedsilhouettes.
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Figure13: Rootmean-square-error(dividedby numberof markers)andvariancepercameraviewpoint(every2� =32
rads.).Units arepercentageof bodyheight.Approx. 110,000testposeswereused.

promising,given the complexity of the taskandthe simplicity of the approach.Justasa referencepoint,

by choosingposesat randomfrom thosein thetrainingset,theRMSEwas10.35%of bodyheight(with a

standarddeviationof 4.4%).In relatedwork, quantitative performancehasusuallybeenignored,in partdue

to thelackof ground-truthandstandardevaluationdatasets.

7.3.2 Experimentswith Real Images

We now testtheapproachusingrealvideosequencesof humanbodymotion. We usethebasicsegmenta-

tion approachdescribedin Sec.6.2.3to obtainsilhouettes.Fig. 14 shows examplesof systemperformance

obtainedvia theMO approachfor severalrelatively complex motionsequences.Eventhoughthecharacter-

isticsof thesegmentedbodydiffer from theonesusedfor training,goodperformanceis still achieved.Most

reconstructionsarevisually closeto whatcanbethoughtof astheright posereconstruction.Body orienta-

tion is alsoaccurate.In theFigure,we canseetwo particularlydif®cult con®gurationsat thesecondrow of

realvideo(RV) images,fourth-sixthcolumns;thearmcon®gurationis dif®cult to estimate.This couldbe
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dueto thelack of relevant trainingdata,asa consequencethediscriminative modelq maynot approximate

the generative modelp very well aroundthe input vector. In general,an importantissueto keepin mind

is thatthevisualdifferencesbetweentherenderedmodelandtherealbodyobservedcouldbecomecritical

andthusaccuraterenderingmaybedesirable.This variesfrom applicationto application;however in any

casethegeneralinferenceapproachpresentedhereremainsthesame.

In this work, we did not pursueuseof a more realistichumanbody renderer. Due to differencesin

shapeandwidth of body componentsobserved in training versustesting,the visual featuresmay differ.

This is a relevant point sincein almostall learningmodels,it is expectedthat the trainingdatabe a good

approximationto therealtestdata.Improving thematchbetweenvisualfeaturesusedin trainingandtesting,

andthuspotentiallytheoverallperformance,is anareathatweplanto investigatein futureresearch.Despite

thefactthatwehave ignoreddifferencesin anthropometriccharacteristicsbetweenCGandrealsilhouettes,

theperformanceobserved for botharticulatedobjects(hands- humanbodies)is very promisinggiventhat

only asingleimageis assumedavailable.
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Figure14: Reconstructionobtainedfrom observinga humansubject(every10thframe).

8 Conclusions

In this paper, we have describeda novel methodthat allows us to infer 3D and2D articulatedbody pose

from observedvisualfeaturesin a singleimage,a problemusuallyregardedasill-posed.This wasdoneby

combininggenerative anddiscriminative modelsto solve thecomplex probabilisticinferenceproblem.This

approachis mostusefulwhenthegenerative modelis accurate(e.g., we have aninversemappingfunction)

but it is dif®cult to performinferenceusingthismodelalone.

In order to solve the inferenceproblem(and also perform MAP estimation),we have shown that a
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mathematicallysoundapproachis to usea discriminative modeland learn its parametersusing relevant

training data. The probability distribution implied by the discriminative modelcanbe usedasa proposal

distributionto generatesamplesand®ndaposteriorprobabilitydistribution(performapproximateinference)

underthe(accuratebut complex) generative model.

Whencomparingit to otherrelevantmethods,wecan®nd alternative interpretationsof this framework.

Theuseof a generative model(through� ) affordsanalternative to complex discriminative models;for ex-

ample,it is analternative to thegatingnetworksof theMixture of Expertsmodel[25]. In general,instead

of learningincreasinglycomplex discriminative modelssuchas[17, 13], we canexploit anaccurategener-

ativemodelandlearnasimplerdiscriminative model.A clearadvantageof usingagenerative modelin this

way is thatit canprovide usefulinformationon thestructureof theproblem,a structurethatdiscriminative

modelstry to blindly uncover from theavailabledata.

Our approachwas demonstratedin a computervision systemthat can estimatethe articulatedpose

parametersof a humanbody or humanhands,given featurescomputedfrom a single image. This is a

particularly dif®cult problembecausethis mappingis highly ambiguousand it is infeasibleto perform

inferenceusingthegenerative model. We have obtainedpromisingresultsevenusinga very simplesetof

imagefeatures,suchasmomentinvariantsof thebodysilhouette.Furtherexperimentalevaluationcanbe

foundin [35].

This approachoffers several advantagesover many previous methodsfor articulatedposeestimation.

Thesehave tried in numerouswaysto usecamerageometryand/ormodelregistrationto performposeesti-

mation,resultingin iterative proceduresthatrequirecarefulchoiceof initial conditions(modelplacement).

We have shown how in somecasesthesealternative approachescouldbeseenasinferring a posteriordis-

tribution usingthegenerative modelonly. While we have useda cameramodelin de®ningour generative

model,we have not attemptedto solve the resultingoptimizationproblemdirectly; insteadwe have had

the help of the proposeddiscriminative model. Thus,in contrastwith many pastapproaches,no iterative

minimization methodsare usedin poseinference. Moreover, inferenceis fully automatic– no manual

initializationof thearticulatedmodelis required.

Our methoddoesnot useiterative optimizationfor inference,but a valid questionis why not iteratethe

input-outputmappingsseveraltimes?In fact,thereexist approachesthatuseaseriesof top-down alongwith

bottom-upiterationsfor estimation,with thefurtherclaimthattheseiterationsmayperformerrorcorrection

(e.g., when the observation is noisy). However, the processof re-iteratingup and down and obtaining

estimatesalternatingbetweena pair of spaces(or sets)doesnot, in general,guarantee(1) convergence

towardsthedesiredvalue(posein ourcase)(2) monotonicimprovementof thesolution,or (3) convergence
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at all. Only underspeci®cconditionscanthis desirablebehavior be attained(seee.g., [9]). In our case,

theseconditionscannotbe proven, andtherefore,we prefernot to usethis re-iteratingmethodology(one

conditionrequiresthatthespacesbeconvex).

A setof previousapproachesattemptto learnarticulatedmodeldynamics[5, 19,42]; however, learning

dynamicsrequiressubstantiallymoretraining data,andtendsto producesystemsthat arebiasedtowards

speci®cmotions(this canbe goodnews if the rangeof motions,ratherthanjust that of con®gurations,is

known beforehandor comprisesthetrainingset). Our framework avoids this andinfersposefrom a single

imageonly. It is clearthatin highly-constraineddomainsandwheremotionis available,modelsof dynamics

canprovideanenormousadvantage.In thispaperwehaveapproachedadifferentproblem,estimatingbody

posefrom asingleimage,wheremultiple framesarenotprovided.

Several interestingproblemsremainfor futurework. Within thecontext of articulatedposeestimation,

performancecan be improved in several ways. We have observed that in practicesegmentationof real

video is noisy, especiallywhencomparedwith the cleansegmentationobtainedin the experimentswith

syntheticdata. As we found in our experiments,our methodproducesqualitatively goodposeestimates

for real video. However, signi®cantdifferencesin theoverall limb (arms/legs) width in thesilhouettecan

sometimesleadto errorsin poseestimation.Suchdifferencesarisedueto morphologicalimageoperations

andsegmentationparameters,signi®cantclothing,or anthropometricdifferencesbetweenthesubjectsand

the computergraphicsmodel usedin generatingtraining data. We believe that it shouldbe possibleto

addressthis by including training datathat is representative of the variationswe expect acrosshumans

(throughamorecomplex graphicsrenderingprocessor noisemodel).An alternative solutionis to adaptthe

systemto work with thebodymorphologypropertiesspeci�c to theinput imagesobserved; for exampleby

de®ninganadditionalmorphological parameterto relateuserspeci�c bodypropertiesto thestandardized

computergeneratedmorphologyusedfor training. A tighter integration of poseestimationwith image

segmentationis a moredif®cult problemworth exploring, thatcouldprovide greaterrobustnessto noiseor

evenocclusion.Someof thesetopicsarethesubjectof currentresearch.

Anothergeneralproblemis to learnwhat the bestfeaturesarefor speci®cproblemsor datasets.This

classicproblemhasspawned numerousapproaches.From generalinformation theoretic[8] techniques

basedon maximizingmutualinformationto approachesspeci®cto imageprocessing[21]. Roughlyspeak-

ing, onewantsto obtainfeaturesthatcandistinguishamongthepatternswecareabout,for aspeci®ctaskor

dataset.In generalthisproblemis dif®cult becausethestructureof thespaceof all possiblefeaturescannot

berepresentedin simpleway, andis notamenableto ef®cientoptimization.Thisconceptcanbeseenasthat

of learning the features, andit is closelyconnectedto thatof learning themappingfunctions, in fact they
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canbeseenastwo views of thisproblem.

Methodsfor incorporatingknowledgeof dynamicsin the sameframework shouldbe investigated.In

this work we have concentratedon estimatingposefrom single images. This of practicalimportancein

many tasks,suchas model initialization (e.g., for tracking), recovery (e.g., when tracking is lost or not

reliable),posefrom singleimage(e.g., whenphotographsneedto beusedassources),etc.The“posefrom a

singleimage”problemis differentfrom, andin somewaysmoredif®cult than,posetrackingwith dynamics

information.

While promisingadvanceshave beenmadein estimatingposefrom asingleview, extendingour frame-

work to incorporatetheabove conceptsremainsa topic for futureinvestigation.
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Appendix

TheKL divergencebetweentheempiricaldistribution pe (representedby thetrainingdata)andthemodelq

is:

KL( pe(x; h)jjq(x; h)) =
Z

pe(x; h) log[pe(x; h)=q(x; h)]dhdx: (19)

If � parameterizestheconditionalq(hjx), thentheminimumof theabove expressioncanbeprovento

beequivalentto:

argmin
�

Epe(x ) [KL( pe(hjx)jjq(hjx))] ; (20)

In practice,theexpectationbecomesa sumover thetrainingdatapairs,andwe obtainEq.1. Thus,the

optimaldistribution in this senseis theonethatresultsfrom solvingEq.1, to obtainq(hjx). Of course,we

assumethatthedatais composedby representative examplesfrom p, sothattheempiricaldistribution pe is

atall useful.
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Eq. 7 justi®esthis choicesinceit tells us that in orderto ®nd a goodapproximationfor the posterior

p(hjx) weshould®ndaproposaldistribution thatis similarto it, asintuitively expected.Wemaythenaskif

wecouldusethisproposaldistributionalone.Thereasonwhy this is notagoodideais that,sincewecannot

usually®nd aproposaldistribution thatmatchesthetrueposteriorperfectly, usingthisproposaldistribution

aloneis expectedto performworsethanwhencombinedwith our accurategenerative model. In fact, this

wasexperimentallyveri®edin Secs.7.1.2and7.2.2. This is mainly becausein regionswheretheproposal

distribution q is badatapproximatingp, wecanalwaysevaluatep andnotetheerroror discrepancy.

Thedistribution q(hjx) is anapproximationto p(hjx) in thespaceof all distributionswith thestructure

speci®edby the discriminative model (a mixture model in our case). For Gaussianmixture models,it is

know that this approximationcanbe madeasaccurateaswe wish in the limit of in®nite dataandmix-

turecomponents.Interestingly, obtaininga goodapproximationto theposteriordoesnot explicitly require

knowledgeof theprior p(h) in ourgenerative model.Notethatthetrainingdataindirectlyprovidessomeof

this informationthroughthelearneddiscriminative model(in fact thedatacouldfurtherbeusedto directly

estimatep(h) if necessary).

ThroughoutthepaperweshowedMAP estimation.For thesakeof completeness,if weareinterestedin

computinganapproximationto theprobabilityof a bodyposeh, givenanobservationof featuresx � , we

usetheexpression:

p̂(hjx � ) =
1

Ẑp
N (x � ; � (h); � � )p(h); (21)

with Ẑp given by 1
S

P S
s=1 p(x � ; h (s) )=q(h (s) jx � ), using importancesamplingwith proposaldistribution

q(hjx � ) to obtainthesamplesh (s) .
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