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Abstract

We propose a Bayesian undirected graphical model for éoitiga or more gen-
erally for semi-supervised multi-view learning. This malkexplicit the previously
unstated assumptions of a large class of co-training tygeri#thms, and also clar-
ifies the circumstances under which these assumption8ifailing upon new in-
sights from this model, we propose an improved method faraiming, which is
a novel co-training kernel for Gaussian process classifidre resulting approach
is convex and avoids local-maxima problems, unlike someipus multi-view
learning methods. Furthermore, it can automatically estrhow much each
view should be trusted, and thus accommodate noisy or abielviews. Experi-
ments on toy data and real world data sets illustrate thefit@péthis approach.

1 Introduction

Data samples may sometimes be characterized in multiple,veag., web-pages can be described
both in terms of the textual content in each page and the hggestructure between them. [1]
have shown that the error rate on unseen test samples carpbehgunded by the disagreement
between the classification-decisions obtained from inddpet characterizations (i.&igws of the
data. Thus, in the web-page examptésclassification ratean be indirectly minimized by reduc-
ing therate of disagreemertietween hyperlink-based and content-based classifiergided these
characterizations are independent conditional on theclas

In many application domains class labels can be expensiobtain and hence scarce, whereas
unlabeled data are often cheap and abundantly availableedver, the disagreement between the
class labels suggested by different views can be compugdwelien using unlabeled data. There-
fore, a natural strategy for using unlabeled data to miréntlie misclassification rate is to enforce
consistency between the classification decisions basedwana independent characterizations of
the unlabeled samples. For brevity, unless otherwise fipecive shall use the tergo-trainingto
describe the entire genre of methods that rely upon thistiom although strictly it should only
refer to the original algorithm of [2].

Some co-training algorithms jointly optimize an objectiuaction which includes misclassification
penalties (loss terms) for classifiers from each view andyalagization term that penalizes lack
of agreement between the classification decisions of tHerdiit views. In recent times, thco-
regularizationapproach has become the dominant strategy for exploitegthition behind multi-
view consensus learning, rendering obsolete earliemalt&rg-optimization strategies.

We survey in Section 2 the major approaches to co-trainimg theoretical guarantees that have
spurred interest in the topic, and the previously publistatterns about the applicability to certain
domains. We analyze the precise assumptions that have e and the optimization criteria to
better understand why these approaches succeed (or fa#tiain situations. Then in Section 3
we propose a principled undirected graphical model forradying which we call théBayesian co-
training, and show that co-regularization algorithms provide ongfeamaximume-likelihood (ML)
learning under this probabilistic model. By explicitly higghting previously unstated assumptions,



Bayesian co-training provides a deeper understandingeo€dhregularization framework, and we
are also able to discuss certain fundamental limitatiommwiti-view consensus learning. In Sec-
tion 4, we show that even simple and visually illustrated psbblems are sometimes not amenable
to a co-training/co-regularization solution (no matteriethspecific model/algorithm is used — in-
cluding ours). Empirical studies on two real world data seésalso illustrated.

Summarizing our algorithmic contributions, co-regulatian is exactly equivalent to the use of a
novel co-training kernelfor support vector maching§VMs) andGaussian processd&P), thus
allowing one to leverage the large body of available literafor these algorithms. The kernel is in-
trinsically non-stationaryi.e., the level of similarity between any pair of samplepetels orall the
available samples, whether labeled or unlabeled, thus giinghsemi-supervised learning. There-
fore, this approach is significantly simpler and more effittdan the alternating-optimization that
is used in previous co-regularization implementationsti@rmore, we can automatically estimate
how much each view should be trusted, and thus accommodiatearaunreliable views.

2 Related Work

Co-Training and Theoretical Guarantees:The iterative, alternating co-training method originally
introduced in [2] works in a bootstrap mode, by repeatedbjiragl pseudo-labeled unlabeled sam-
ples into the pool of labeled samples, retraining the di@ssifor each view, and pseudo-labeling
additional unlabeled samples where at least one view isdemifabout its decision. The paper pro-
vided PAC-style guarantees that if (a) there exist weakbfulslassifiers on each view of the data,
and (b) these characterizations of the sample are condilyoimdependent given the class label,
then the co-training algorithm can utilize the unlabelethda learn arbitrarily strong classifiers.

[1] proved PAC-style guarantees that if (a) sample sizedaage, (b) the different views are con-
ditionally independent given the class label, and (c) tlsgification decisions based on multiple
views largely agree with each other, then with high prolighihe misclassification rate is upper
bounded by the rate of disagreement between the classifisesilon each view. [3] tried to reduce
the strong theoretical requirements. They showed thatainig would be useful if (a) there exist
low error rate classifiers on each view, (b) these classifiek&r make mistakes in classification
when they are confident about their decisions, and (c) thevtewss are not too highly correlated,
in the sense that there would be at least some cases wheréepnmakes confident classification
decisions while the classifier on the other view does not haweh confidence in its own decision.

While each of these theoretical guarantees is intriguirdgthaoretically interesting, they are also
rather unrealistic in many application domains. The assiomghat classifiers do not make mistakes
when they are confident and that of class conditional indégece are rarely satisfied in practice.
Nevertheless empirical success has been reported.

Co-EM and Related Algorithms: The Co-EM algorithm of [4] extended the original bootstrap
approach of the co-training algorithm to operate simulbarséy on all unlabeled samples in an iter-
ative batch mode. [5] used this idea with SVMs as base classdind subsequently in unsupervised
learning by [6]. However, co-EM also suffers from local nrasi problems, and while each iter-
ation’s optimization step is clear, the co-EM is not really expectation maximization algorithm
(i.e., it lacks a clearly defined overall log-likelihood thaonotonically improves across iterations).

Co-Regularization: [7] proposed an approach for two-view consensus learnisgdan simulta-
neously learning multiple classifiers by maximizing an ahijee function which penalized misclas-
sifications by any individual classifier, and included a tagmation term that penalized a high level
of disagreement between different views. This co-regedgion framework improves upon the co-
training and co-EM algorithms by maximizing a convex ohbijexfunction; however the algorithm
still depends on an alternating optimization that optireinee view at a time. This approach was
later adapted to two-view spectral clustering [8].

Relationship to Current Work: The present work provides a probabilistic graphical model f
multi-view consensus learning; alternating optimizati@sed co-regularization is shown to be just
one algorithm that accomplishes ML learning in this modemére efficient, alternative strategy is
proposed here for fully Bayesian classification under tineesanodel. In practice, this strategy offers
several advantages: it is easily extended to multiple viéveecommodates noisy views which are
less predictive of class labels, and reduces run-time amdanerequirements.
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Figure 1:Factor graph for (a) one-view and (b) two-view models.

3 Bayesian Co-Training
3.1 Single-View Learning with Gaussian Processes

A Gaussian Process (GP) defines a nonparametric prior ometidms in Bayesian statistics [9].
A random real-valued functiorf : Rd — R follows a GP, denoted bgP(h, ), if for every
finite number of data pointsy, .. € RY, f = {f(x;)}, follows a multivariate Gaussian
N (h, K) with meanh = {h(wl) ' and covarianc& = {m(xz,xj)}” 1- Normally we fix the
mean functiorh, = 0, and take a parametnc (and usuaIIy stationary) form fokkdrael functions
(e.g., the Gaussian kernelzy, v,) = exp(—p||zx — x¢||?) with p > 0 a free parameter).

In a single-view, supervised learning scenario, an outptm@ety; is given for each observation
x; (e.g., for regressiop; € R and for classificationy; € {—1,+1}). In the GP model we assume
there is a latent functiofi underlying the outpu(y;|z;) = fp vil f, z:)p(f) df , with the GP prior
p(f) = GP(h,r). Given the latent functiorf, p(y;|f, z:) = p(y:|f(x;)) takes a Gaussian noise
modelN (f(z;), o?) for regression, and a sigmoid functiafy; f (z;)) for classification.

The dependency structure of the single-view GP model canhbwrs as an undirected graph
as in Fig. 1(a). The maximal cliques of the graphical model e fully connected nodes
(f(z1),..., f(zn)) and the pairgy;, f(z;)), i = 1,...,n. Therefore the joint probability of
random variable§ = {f(z;)} andy = {y;} is defined aso(f y) = () I, ¥(yi, f(z4)), with
potential functions

— 1 |y — |12 i
9(0) = expl—3 K, wn 1) = { S0l TS B )

My f () for classification
and normalization factat (hereafterZ is defined such that the joint probability sums to 1).

3.2 Undirected Graphical Model for Multi-View Learning

In multi-view learning, suppose we hawe different views of a same set af data samples. Let
xEJ) € R% be the features for theth sample obtained using thjeth view, whered; is the di-

mensionality of the input space for vieyv Then the vector; £ (z 1(1)’ . (m)) is the complete
representation of thieth data sample, and?) £ (x gj), .. (3)) represents all sample observations
for the j-th view. As in the single-view learning, lgt = (yl, ..., Yn) Wherey; is the single output

assigned to théth data point.

One can clearly concatenate the multiple views into a sivigle and apply a single-view GP model,
but the basic idea of multi-view learning is to introdum®e function per viewhich only uses the
features from that view, and then jointly optimize thesections such that they come to a consensus.
Looking at this problem from a GP perspective, fetdenote the latent function for theth view
(i.e., using features only from viey), and letf; ~ GP(0, x;) be its GP prior in viewj. Since one
data sampleé has only one single labej; even though it has multiple features from the multiple

1The definition ofy in this paper has been overloaded to simplify notation, fsunieaning should be clear
from the function arguments.



views (i.e., latent function valug; (xgj)) for view j), the labely; should depend oall of these
latent function values for data sample

The challenge here is to make this dependency explicit imphgcal model. We tackle this problem
by introducing a new latent function, titensensus functiof}., to ensure conditional independence
between the outpytand them latent functiond f; } for them views (see Fig. 1(b) for the undirected
graphical model). At the functional level, the outpudepend®nlyon f., and latent function§f; }
depend on each othenly viathe consensus functigfy. That is, we have the joint probability:

D for o f) = 0l f) T 0065 o)
Jj=1

with some potenual functions. In the ground network with. data samples, léf. = { f.(x;)}7,
andf; = {fj( ™_,. The graphical model leads to the following factorization:

p(y.fofi,. .. £ Hw%ﬂ% Hw (£, ). 2

Here thewithin-view poten'uahp( ;) specifies the dependency structure within each vieand
theconsensus potential(f;, f.) descrlbes how the latent function in each view is relatedi wie
consensus functiof.. With a GP prior for each of the views, we can define the follaypotentials:

£, — £,
¥(f;) = exp (— %ijKj_lfJ), W(f;, ) = exp (— M) ()

2
20j

whereK; is the covariance matrix of viey i.e., K;(zx, z¢) = k; (x,(j),:cﬁ ), ando; > 0 a scalar
which quantifies how far away the latent functibnis from f.. Theoutput potentiak)(y;, fe(x;))
is defined the same as that in (1) for regression or classificat

Some more insight may be gained by taking a careful look atliefinitions: 1) The within-view
potentials only rely on thatrinsic structureof each view, i.e., through the covariarike in a GP
setting; 2) Each consensus potential actually defines asﬁ%muever the difference df; andf.,
i.e., f; — f. ~ N(0,071), and it can also be interpreted as assuming a condnmnaﬂﬁauforf
W|th the consensus. belng the mean. Alternatlvely if we focus én the joint consensus potent|als
effectively define a conditional Gaussian prior for f.|f1, ..., f,,, asA (u,, 02I) where

£ 1\ "
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g g J

This can be easily verified as a product of Gaussians. Thisdteb that the prior mean of the
consensus functiofy. is aweighted combinatioof the latent functions from all the views, and the
weight is given by the inverse variance of each consenswenpiat The higher the variance, the
smaller the contribution to the consensus function.

More insights of this undirected graphical model can be $e®n the marginals, which we discuss
in detail in the following subsections. One advantage of tiepresentation is that is allows us
to see that many existing multi-view learning models arei@tt a special case of the proposed
framework. In addition, this Bayesian interpretation aietps us understand both the benefits and
the limitations of co-training.

3.3 Marginal 1: Co-Regularized Multi-View Learning

By taking the integral of (2) ovef. (and ignoring the output potential for the moment), we abtai
the joint marginal distribution of the: latent functions:

R D NE R o P I£; — I
p(f1, o fm) = — exp 2;fj1<j £, — 27<kl = Z . (B

Itis clearly seen that the negation of the logarithm of thesginal exactly recovers the regularization
terms inco-regularized multi-view learningThe first part regularizes the functional space of each



view, and the second part constrains that all the functi@esirio agree on their outputs (inversely
weighted by the product of the corresponding varianceslamdverall sum of precisions).

From the GP perspective, (5) actually defingsiat multi-view prior for the m latent functions,

(f1,...,fm) ~ N(0,A™1), whereA is amn x mn matrix with block-wise definition
1 1 1 1
A(y, K; by I, A )=—-—=+—=I Jj#3J 6
(.9) = Zﬁg(ﬁag GH=-sxazl 7. O

Jointly with the target variable, the marginal is (for instance for regression, witk: 0—12 +Zj %)
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This recovers the co-regularization with least squareilosts log-marginal form.

3.4 Marginal 2: The Co-Training Kernel

The joint multi-view kernel defined in (6) is interesting tliuhas a large dimension and is difficult
to work with. A more interesting kernel can be obtained if wstéad integrate out all the latent
functions in (2). This leads to a Gaussian pni¢f.) = A (0,K.) for the consensus functiof,

where .

K= |> (Kj+oD)7"| . (8)
J

In the following we callK . the co-training kerneffor multi-view learning. This marginalization is
very important, because it reveals the previously unclesight of how the kernels from different
views are combined together in a multi-view learning fraragw This allows us to transform a
multi-view learning problem into a single-view problemdagsimply use the co-training kern&l,.
to solve GP classification or regression. Since this maligatéon is equivalent to (5), we will end
up with solutions that are largely similar to any other cgtdarization algorithm, but however a key
difference is the Bayesian treatement contrasting previdu-optimization methods. Additional
benefits of the co-training kernel include the following:

1. The co-training kernel avoids repeated alternatingnoigtitions over the different views;,
and directly works with a single consensus vigw This reduces both time complexity and space
complexity (only maintain& . in memory) of multi-view learning.

2. While other alternating optimization algorithms miglinegerge to local minima (because they
optimize, not integrate), the single consensus view guaesitheglobal optimal solutiorfor multi-
view learning.

3. Even if all the individual kernels are stationak, is in generahon-stationary This is because
the inverse-covariances are added and then inverted dgadntransductive setting where the data
are partially labeled, the co-training kernel betweenlethelata is also dependent on the unlabeled
data. Hence the proposed co-training kernel can be useérursupervised GP learning [10].

3.5 Benefits of Bayesian Co-Training

The proposed undirected graphical model provides bettdenstandings of multi-view learning
algorithms. The co-training kernel in (8) indicates tita@ Bayesian co-training is equivalent to
single-view learning with a special (non-stationary) kel his is also the preferable way of work-
ing with multi-view learning since it avoids alternatingtpizations. Here are some other benefits
which are not mentioned before:

Trust-worthiness of each view: The graphical model allows each vieito have its own levels of
uncertainty (or trust-worthiness¥. In particular, a larger value aof? implies less confidence on
the observation of evidence provided by thth view. Thus when some views of the data are better
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Figure 2:Toy examples for co-training. Big red/blue markers denpte — 1 labeled points; remaining points
are unlabeled. TORTt: co-training result on two-Gaussian data with méan—2) and(—2, 2); centerand
right: canonical and Bayesian co-training on two-Gaussian diétemean(2, 0) and(—2, 0); BOTTOM left:
XOR data with four Gaussiansgenter andright : Bayesian co-training and pure GP supervised learnindtresu
(with RBF kernel). Co-training is much worse than GP supsadilearning in this case. All Gaussians have
unit variance. RBF kernel uses widttor supervised learning arigf /2 for each feature in two-view learning.

at predicting the output than the others, they are weighteiwhile forming consensus opinions.
These uncertainties can be easily optimized in the GP frammety maximizing the marginal of
outputy (omitted in this paper due to space limit).

Unsupervised and semi-supervised multi-view learningThe proposed graphical model also mo-
tivates new methods for unsupervised multi-view learninghsas spectral clustering. While the
similarity matrix of each view is encoded irK;, the co-training kernek. encodes the similarity

of two data samplewith multiple viewsand thus can be used directly in spectral clustering. The
extension to semi-supervised learning is also straighticd sinceK . by definition depends on
unlabeled data as well.

Alternative interaction potential functions: Previous discussions about multi-view learning rely
on potential definitions in (3) (which we call ttoensensus-based potentjgalsut other definitions
are also possible and will lead to different co-training migd Actually, the definition in (3) has fun-
damental limitations and leads only to consensus-basetifgg as seen from the next subsection.

3.6 Limitations of Consensus-based Potentials

As mentioned before, the consensus-based potentialsdaiid)e interpreted as defining a Gaussian
prior (4) tof., where the mean is weighted averagef the m individual views. This averaging
indicates that the value df. is never higher (or lower) than that of any single view. Wlite
consensus-based potentials are intuitive and useful foyrapplications, they are limited for some
real world problems where the evidence from different vistiwsuld beadditive(or enhanced) rather
than averaging. For instance, when a radiologist is makitiggnostic decision about a lung cancer
patient, he might look at both the CT image and the MRI imageither of the two images gives
a strong evidence of cancer, he can make decision based oigla siew; if both images give
an evidence of 0.6 (in a [0,1] scale), the final evidence oteashould be higher (say, 0.8) than
either of them. It's clear that the multi-view learning inglscenario is not consensus-based. While
all the previously proposed co-training and co-reguldiiraalgorithms have thus far been based



Table 1: Results for Citeseer with different numbers of trainingadgtos/neg). Bold face indicates best
performance. Bayesian co-training is significantly betitan the others (p-value 0.01 in Wilcoxon rank sum
test) except in AUC with “Train +2/-10".

I # TRAIN +2/-10 I # TRAIN +4/-20
MODEL I AUC [ F1 I AUC [ FL

TEXT 0.5725 £ 0.0180 0.1359 £ 0.0565 0.5770 £ 0.0209 0.1443 £ 0.0705
INBOUND LINK 0.5451 £ 0.0025 0.3510 £ 0.0011 0.5479 £ 0.0035 0.3521 £ 0.0017
OUTBOUND LINK 0.5550 £ 0.0119 0.3552 £ 0.0053 0.5662 £ 0.0124 0.3600 £ 0.0059
TEXT+LINK 0.5730 £ 0.0177 0.1386 £ 0.0561 0.5782 £+ 0.0218 0.1474 £ 0.0721
Co-TRAINED GPLR 0.6459 £ 0.1034 0.4001 £ 0.2186 0.6519 £ 0.1091 0.4042 £ 0.2321
BAYESIAN CO-TRAINING 0.6536 + 0.0419 | 0.4210 + 0.0401 0.6880 £+ 0.0300 | 0.4530 + 0.0293

on enforcing consensus between the views, in principle caplgcal model allows other forms of
relationships between the views. In particular, potestidher than those in (3) should be of great
interest for future research.

4 Experimental Study

Toy Examples: We show some 2D toy classification problems to visualize th&a&ining result (in
Fig. 2). Our first example is a two-Gaussian case where digagurez(!) or z(2) can fully solve the
problem (top left). This is an ideal case for co-trainingcginl) each single view is sufficient to train
a classifier, and 2) both views are conditionally independamn the class labels. The second toy
data is a bit harder since the two Gaussians are aligned td thaxis. In this case the featugé?

is totally irrelevant to the classification problem. The @aital co-training fails here (top center)
since when we add labels using th@ feature , noisy labels will be introduced and expanded to
future training. The proposed model can handle this sitnasince we can adapt the weight of
each view and penalize the featur@ (top right). Our third toy data follows an XOR shape where
four Gaussians form a binary classification problem thabislinearly separable (bottom left). In
this case both assumptions mentioned above are violatdacatraining failed completely (bottom
center). A supervised learning model can however easilyverdhe non-linear underlying structure
(bottom right). This indicates that the co-training kerkgl is not suitable for this problem.

Web Data: We use two sets of linked documents for our experiment.Jikeseerdata set contains
3,312 entries that belong to six classes. There are thregahatiews: the text view consists of
titte and abstract of a paper; the two link views are inboumdl autbound references. We pick up
the largest class which contains 701 documents and teshiwrest classification performance.
TheWebKBdata set is a collection of 4,502 academic web pages margrallped into six classes
(student, faculty, staff, department, course, projecher€ are two views containing the text on the
page and the anchor text of all inbound links, respectivile consider the binary classification
problem “student” against “faculty”, for which there aré&41 and 1,119 documents, respectively.

We compare the single-view learning method&XT, INBOUND LINK, etc), concatenated-view
method (EXT+LINK), and co-training methods@&TRAINED GPLR (Co-Trained Gaussian Pro-
cess Logistic Regression) andB:=SIAN CO-TRAINING. Linear kernels are used for all the com-
peting methods. For the canonical co-training method weatp0 times and in each iteration add
the most predictable 1 positive sample antkgative samples into the training set whedepends
on the number of negative/positive ratio of each data sefofeance is evaluated using AUC score
and F1 measure. We vary the number of training document$ (atto proportional to the true
positive/negative ratio), and all the co-training aldomits use all the unlabeled data in the training
process. The experiments are repeated 20 times and thetedneans and standard deviations
are shown in Table 1 and 2.

It can be seen that for Citeseer the co-training methodsaterlthan the supervised methods. In this
cases Bayesian co-training is better than canonical éokigaand achieves the best performance.
For WebDB, however, canonical co-trained GPLR is not as gmoslipervised algorithms, and thus
Bayesian co-training is also worse than supervised mettianiggh a little better than co-trained
GPLR. This is maybe because thexit and LINK features are not independent given the class labels
(especially when two classes “faculty” and “staff” mighesé features). Canonical co-training has



Table 2: Results for WebKB with different numbers of training datagmeg). Bold face indicates best
performance. No results are significantly better than allatiners (p-value 0.01 in Wilcoxon rank sum test).

MODEL I # TRAIN +2/-2 I # TRAIN +4/-4
i AUC [ F1 Il AUC [ F1
TEXT 0.5767 £ 0.0430 0.4449 £+ 0.1614 0.6150 + 0.0594 0.5338 £+ 0.1267
INBOUND LINK 0.5211 £ 0.0017 0.5761 + 0.0013 0.5210 £ 0.0019 0.5758 + 0.0015
TEXT+LINK 0.5766 % 0.0429 0.4443 £ 0.1610 0.6150 £ 0.0594 | 0.5336 + 0.1267
Co-TRAINED GPLR 0.5624 £ 0.1058 0.5437 £ 0.1225 0.5959 £ 0.0927 0.5737 £ 0.1203
BAYESIAN CO-TRAINING 0.5794 + 0.0491 0.5562 4 0.1598 0.6140 £ 0.0675 0.5742 4 0.1298

higher deviations than other methods due to the possilafigdding noisy labels. We have also
tried other number of iterations but 50 seems to give an ¢hmzat performance.

Note that the single-view learning with EKT almost achieves the same performance as
concatenated-view method. This is because the number bfeatures are much more than the
link features (e.g., for WebKB there are 24,480 text featwed only 901 link features). So these
multiple views are very unbalanced and should be taken iotount in co-training with different
weights. Bayesian co-training provides a natural way ohdad.

5 Conclusions

This paper has two principal contributions. We have progasgraphical model for combining
multi-view data, and shown that previously derived co-tagmation based training algorithms max-
imize the likelihood of this model. In the process, we shoted these algorithms have been mak-
ing an intrinsic assumption of the forp(fc, f1, f2,- -, fm) X U(fe, f1)U(fe, f2) - - O (fe, fin)s
even though it was not explicitly realized earlier. We alaa@lged circumstances when this assump-
tion proves unreasonable. Thus, our first contribution waddrify the implicit assumptions and
limitations in multi-view consensus learning in generald @o-regularization in particular.

Motivated by the insights from the graphical model, our setoontribution was the development
of alternative algorithms for co-regularization; in padiiar the development of a non-stationary co-
training kernel, and the development of methods for usidg-giformation in classification. Unlike
previously published co-regularization algorithms, oppmach: (a) handles naturally more than 2
views; (b) automatically learns which views of the data dtidne trusted more while predicting class
labels; (c) shows how to leverages previously developehoustfor efficiently training GP/SVM;
(d) clearly explains our assumptions, what is being optatizverall, etc; (e) does not suffer from
local maxima problems; (f) is less computationally demagdi terms of both speed and memory
requirements.
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