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Abstract

We considerthe problemof 3D and2D articulatedoody poseestimation/inferencéom visualfea-
turesfrom asingleimage.3D poseestimatiorfrom asingleimageis generallyregardedasill-posed. We
formulatethis problemasa statisticalinferenceproblem,wherethegoalis to nd aposterioprobability
distribution over poses.Statisticalmodellingallows usto provide a well-de ned formulationandalso
to employ additionalinformationin the form of labelledbodyposesandtheir respectie imagefeatures.
Generatre modelsoffer a principledway of accountingor hiddenrandomvariablegbodypose).How-
ever, while we cande ne anaccurateggeneratie modelfor this problem,inferenceis intractable Onthe
otherhand,discriminative modelscanbe introducedwhereinferenceis tractable. Unfortunately these
modelsareconsiderablyessaccuratdor the problemof interest sinceit is notclearhow to build them
(i.e., nd aprobability distribution that capturesthe structureof the problem). Thesetwo viewpoints
arecomplementarandthusanidealapproactshouldexploit their individual advantagesWe provide a
naturalandprincipledway to combinethesemodels.In our approachadiscriminative modelis learned
from training data. This modelis not directly usedbut combinedwith the generatie model,obtaining
betterapproximationgo the intractableposteriordistribution implied by the latter. We offer theoretical
justi cation for the resultinginferencealgorithmandalso provide two algorithmsfor MAP estimation
thatarevery ef cient andhave clearadvantage®ver standardbody trackingmethods.Performancés

thoroughlyevaluatedusingsyntheticandrealvisualdatafor estimatinghandandhumanbodypose.

Keywords: HumanBody Poseapproximatestatisticalinference combinationof generatre anddiscrim-
inative models,supervisedearning, statisticalinference,estimationof articulatedstructure,Expectation

Maximizationalgorithm,recovery of 3D from 2D.



1 Intr oduction

Onefundamentalision problemis that of inferring or estimatingthe underlying3D attributesof a real
world object,basedon its 2D projectiononto a camera.From a computationaperspectie, this involves
facinganill-posedproblem;relevantinformationis lostvia projectionof thethree-dimensionalorld into a
two-dimensionalmage.In this paperwe will focuson non-rigidarticulatedobjects,in particularon human
body poseandalsohandcon®guration.Humanscan often solve theseproblems,even whengiven only a
relatively low-resolution,monocularimagesof the world, e.g.,a photograph.lt is believed that humans
emplg extensve prior knovledge abouthumanbody structureand motion in this task [21]. Assuming
this, in this paperwe will considerhow a computemightlearnthe underlyingknowledg in the form of a
probabilisticmodel,andtherebyinfer posefrom a singleimage.

For purposesof computation, the above task can be de ned as follows: given an obsewation
vector x 2 <€ that was extracted from an image of a person, infer the parameterized articulated
poseasa vector h 2 <!'. Thesevector spaces® and<! arecontinuous.In a very generic machine
learning framework, inferencemight beregardedasafunction' :<¢! <! that for agiveninput (or
obsewation) computesasoutput a single pose(e.g., the mostlik ely poseaccording to somemeasue)
or more generally a pose posterior probability distribution . The latter would lead to a different
de nition of' :<¢! P, whereP isafamily of probability densityfunctions on <!. There are many
different aspectsin this problem. Someof them have beenthe focusof a lot of attention in statistical
learning. They are by no meanssolved exceptfor certain basicinstances(e.g., see[28]). For many
real-world problemsthis is usually not the case. In articulated poseestimation, a number of open
generalissuesmmediately appear: how to selectthe appropriate type or form for this function (e.g.,
we may have reasongo usea discriminati ve insteadof a generative model'), how to take advantageof
the problemstructure (e.g., prior knowledgefor modeling),how to estimate(learn) this mapping from
data, and how to perform inferenceef ciently or approximately if exactinferenceis intractable (e.g.,
how to make useof what waslearned from data). Someof thesequestionsare speci ¢ of the problem
at hand, while the others are fundamental and commonin statistical learning.

If wetry to learnamappingdirectly; let ussayby estimatingheparametersf a parameterizeéunction

: <¢1 <! asin adiscriminatie approachwe encounteriseveral problems. The form requiredfor

may not be simple,because¢he mappingfrom obserations(e.g., animage)to articulatedposess generally

Theterminferenceis usedmainly in the context of generatie models;however, in this sectionwe considera broadeusageby

emplgying it in the context of discriminative modelsalso.
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Figurel: Exampleambiguityin mappingbodysilhouettecuesin < ¢ to articulatedoodyposesn <!. Givensilhouette
X, posesa—h areall valid hypothesesin generalentireregionsin <! may containvalid poses.

ambiguougone-to-manw). In factno singlefunctioncanperformthis mapping.An exampleis illustratedin

Fig. 1, thearmlocationscannotbe uniquelyinferredgiventhe silhouettex; thereforea—h areall possible
posecon®gurationgthe armscanmove in sucha way thatthe silhouettedoesnot change).Note alsothat
posec is there ection of a: the camerdooksat the backratherthanat thefront of the body Theremight
be anin®nite numberof valid posesfor a particularinput. Moreover, regionsof valid posesneednot be
connectedn <!. For instancedifferentregionsin <' may correspondo rangesof valid posesg.g., some
viewedfrom thefront andothersfrom behind.Suchambiguitiesarenot particularto humanbody pose;for

instance analogousnferenceproblemsexist in estimatinghandposefrom imagefeaturesaswill be seen
later Eventhoughonemay betemptedto justincreasehe compleity of this function andconsiderthis

choiceasnecessarydueto theapparenintricag of theproblemathand)?, afundamentaideain this paper
is thatthis choicemaynotbe necessaryaswill beseemext.

Let usnow considerthe inverseproblem: given an articulatedposevectora, generatets silhouettex.
With agoodcomputergraphicsmodelof the humanbody onecaneasilyrenderthe silhouettex. Thus,we
caneasilycomputewhatwe referto astheinversemapping : <! ! <€ (notethatdespitethe simplicity
of , its inversemay still be complex or not even exist). Otherreal world problemssharethe property
that their inverseproblemis simpler e.g., speechrecognition(after someparametersare given, suchas
pitch). In fact, this propertyis a key part of our problemde®nitionandit will play animportantrole in
developing the framework presentedn this paper The agumentis that the inversefunction provides
usefulinformationaboutthe structureof theproblem, but cannotbeincorporated straightforwardly in a
discriminative approachor cannotbe usedir ectly for inference.On the other hand, it might be useless

in a purely generative approach (theseapproachesare relatedto tracking): we have a very accurate

2Moreover, unnecessariljncreasinghe compleity of  canhave otherawful consequencesuchasover®tting.
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Figure2: Schematidllustrationbehindour methodfor the caseof inferring body pose:(a) Givenaninput vectorx,
we generatea setof hypotheses(b) Theinversemappingfunction is employedin evaluatingeachhypothesis.

way to generatesilhouettesfr om a given posecon guration; however, this doesnot guaranteea simple
algorithm for poseinference.

In summary, the mapping of inputs (cues)to outputs (poses)is ambiguous (i.e., one-to-many)
and potentially very complex. The former precludesthe use of discriminative superwised learning
methodsthat t a single (or nite number of) functions to the data to producea posegiven the cue
(most neural networks, support vector machines,simple least-squaes, boosting, etc). The latter can
easily createcomputational (spaceand time complexity for learning) and modeling drawbacks (such
asover tting). We also have accesgo the inversemap : <' ! <€, that can be usedto de ne a
very accurate generatve model. However, this accurate model might not be very useful in terms of
nding an algorithm for estimating the body posegiven an input image (inferenceis intractable).
The view takenin this paper is that it can be effective to usethe individual advantagesof thesetwo
complimentary approaches(discriminative and generative) to formulate an ef cient solution to the
inference/leaning problem.

In this paper, we describe a probabilistic, nonlinear framework for combining generative and
discriminative modelsfor articulated poseestimation. This approach is general, and thus can be
usedin other problemswith similar structure. The framework employsa setof M functions  :
<¢ 1 <! eachassociatedto a mixture componentin a mixtur e distribution. Each function maps
certain sub-domainsof the input space(cues)onto the output space(poses). Thesefunctions are
estimatedautomatically from training data via a variant of the Expectation-Maximization algorithm.
The learned conditional distribution is then used as an approximation to an accurate (generative
model) distrib ution de ned usingthe inversefunction , for which inferenceis intractable. This basic
idea is showvn in a schematicway in Fig. 1. The approximation is employed in a similar way as a

proposaldistrib ution is usedto approximate sampling from a more complexdistrib ution.



2 RelatedWork

In computewision, recovery of articulatedoodyposefrom imagesds oftenformulatedasatrading problem.
Usually link-joint modelscomprisedf 2D or 3D geometrigprimitivesaredesignedeforehando roughly
matchthe speci®cmorphologyof thetametin question[6, 10, 13, 26, 29, 34, 11, 36]. Meshmodelshave
alsobeenusedas an alternatve to link-joint models[15]. At eachframe,thesemodelsare ®tted to the
imageto minimize somecostfunctionthatfavorsthe overlapof the modelandassociate@mageregions(or
motion). The®tting or costfunctionis sometimesmplicitly de®nedand,from our viewpoint, it canusually
bethoughtof ade®ninga generatie model. Despitetheir descriptve power, thisfamily of approachebasa
numberof critical drawbacks.Generally a non-linearoptimizationproblemmustbe solved at every frame
(sometimegquivalentto inferencan acomplex generatre model). Carefulmanualplacemenbf themodel
on the ®rst framein a video sequences alsorequired. Moreover, trackingin subsequenframestendsto
be sensitve to errorsin initialization and numericaldrift; asa result,thesesystemscannotrecoser from
trackingerrorsin themiddle of asequence.

To addresgheseweaknessespecializeddynamicalmodelshave beenproposed20, 26, 27]. These
methoddearna prior distribution over somespeci®cmotion class,suchaswalking. This prior is usedto
predictandhopefullyimprove the poseestimatesn future frames.However, this strongprior substantially
limits the generalityof the motionsthat canbe tracked; a prior for a given classof motionsis generally
uselessvhenusedfor trackingobjectsundegoing a differentclassof motion, e.g.,walking vs. dancing.

Othermethoddfor constrainedrackinginclude[4], wherea subspacef allowable motionsis learned
from a setof examples.Theseexamplesandthe model(usuallylinear)arehopedto be suf®cientto spanthe
setof possiblemotionsto be seenduringtracking. Thus,poseinferencenvolves®ndinga linear projection
of theobsereddataontothemotionsubspaceThis subspacapproactenforcesastrongprior; asmentioned
previously, this limits the generalizatiorof the modelto classesof motionsnot seenin the training set.
Furthermorearticulatedmotionis generallynon-linearandcannotbeeasilyexplainedasalinearprojection.

In our approachwe avoid matchingimagefeaturege.g.,imageregions, points,or articulatedmodels)
from frameto frame. Thereforewe do notreferto ourapproachastracing, perse.Thisisin directcontrast
with thetechniguesnentionedabore. A numberof otherapproachesalsodepartfrom the aforementioned
trackingparadigm We summarizehesenext.

In [18] a statisticalapproachis emplo/ed in reconstructinghe 3D motionsof a human®gure. The
approachemplo/s a Gaussiarprobability model for shorthumanmotion sequenceslt is assumedhat

2D trackingof the joint positionsin the imageis given; therefore,this assumptionimplicitly incursthe



restrictionsfoundin all trackingapproaches.

In [37] dynamicprogrammings usedto calculatehebestglobalmatchingof imagepointsto prede®ned
body joints, given a learnedprobability densityfunction of the positionandvelocity of body features.Al-
thoughnot explicitly mentionedoy the authorsthe probabilityfunctionis de®nedby atriangulatedagyclic
graph. Thus,inferenceis feasibledueto the runningintersectiorproperty[22, 28]. Still, in this approach,
theimagepointsandmodelinitialization mustbe provided by handor throughsomeothermethod.

In [5], the manifold of humanbody dynamicsis modeledvia a hiddenMarkov modelwith anentropic
prior. Oncethe statesareinferredfrom obsenrations,a quadraticcostfunctionis usedto generate contin-
uouspathin con®guratiorspacej.e., body posespace.

In all of the non-trackingapproachegust referred,modelsof motionwere estimatedrom data. Al-
thoughthe approachpresentedn this papercanbe usedto modeldynamics,we arguethatwhengeneral
humanmotion dynamicsareto be learned the amountof training data,modelcompl«ity, and computa-
tional resourcesequiredareimpractical.As a consequencenodelswith unacceptabljarge priorstowards
speci®cmotionsare generated Although by not modelingthe dynamicswe may be ignoring information
thatcouldbe usedto furtherconstraintheinferenceprocesstherearesomebene®ts. For instancea model
for inferring body posethatdoesnot considerdynamicsprovidesinvariancewith respecto speedi.e., sam-
pling differencesyanddirectionin which motionsareperformed.This happensimply becauséhis model
treatscon®gurationsas temporallyindependentf eachother Otherapproacheshat usea singleimage
include[3, 14, 38]; however, mostof thesemethodsalsorequirethat projectedjoint locationsbe givenas
input. In ourapproachhisis notnecessary

Ourapproachmapsvisualfeaturedo likely bodycon®gurationsFollowing amachindearningparadigm,
stochastidunctionsthat map visual featuresto poseparametersire approximatedrom training data. A
uniqueaspecbf ourapproachs thecombineduseof (1) thesemappingfunctions(de®ningadiscriminatve
model)with (2) the inversemappingfunction (de®ninga generatie model). After multiple poseshave
beeninferredfrom just the visual cues, transformsheseposecon®gurationdackto the visual cue (ob-
senation)spaceln this spacewe canthenautomaticallichooseamonga setof reconstructiornypotheses.
This is a fully probabilisticinferenceprocess.Our approachavoids the needfor manualinitialization or
tracking;it therebyavoidsthe consequendisadwantageof tracking. Remarkablyrelatively few computa-

tionsarerequiredfor inference We will now formalizeandexplain our approachn detail.



numberof trainingexamples N

training set Z ="fzy;2z00
trainingexample(input,output)pair zi=(i; 1)

input (feature)training vector i2<¢
output(pose)trainingvector i 2<t

generatie anddiscriminative modelsprobability distributions p,q (respectiely)
obsenationrandomvariable(e.g., imagemoments) x2<¢
hiddenrandomvariableof poseparameters h2<t
feedbackrendering¥unction (for generatie model) i<t o<e

numberof samplesiuringinference S
aparticularobsenationor inputimagefeature X
output(pose)hypothesig a samplefrom g(hjx )) hy

estimateof mostlikely outputhypothesis A

discretesetof labelsfor mixture components C=f1:::;Mg
hiddenrandomvariablesassigningmixturecomponento trainingsamples y = (y1;:::;yn);yi 2 C
prior probability of mixturecomponenk will beused k= Q(y = k)
mappingfunction parametevector K

discriminative modelparametergto belearned) =(1:0 M)
posteriomprobability of k-th mixture componentor z; duringEM Qi =K =Qyi=Kkj i; i;)

Tablel: Somemathematicatymbolsusedin this paper

3 Probabilistic Models

We will now formally de ne both, the discriminative and generative modelsto be employed. The
discriminative model will be estimated from data and the generatve model will be de ned by the
inversefunction . They representtwo views of the sameproblem and will be usedtogetherin this

framework to provide a solution to inferring body posefrom a singleimage.

3.1 The Discriminati ve Model

Let Z = fzj;::;zy g be an obsered training set of input-outputpairsz; = ( j; ). Each ; 2 <€
is aninput (feature)vector andeach ; 2 <! is its correspondingutput (pose)vector A summaryof
mathematicasymbolsusedin this formulationis providedin Tablel.

We will approachour forward problemas one of hiddenvariable density estimation. We begin by



mappingfunctionwith labelk will beusedto mapaninput-outputpair.
Takinga maximume-likelihoodviewpoint, we areinterestedn ®ndingtheoptimalparametesettingsfor

our model;thus,we seekito maximizethejoint log-probability:
= argmaxlogq(Zj ): (D)

Assumingindependencef obserationsgiven , andusingBayes'rule we obtain:
X

arg max logq(zij ) (2
X X _ _

argmax log  a( ij i;yi = ki )Q(yi = kj )a( i); 3)
i k

wherewe usedtheindependencassumptior( j ) = g( ). Theterm g( ;) describeshow input patterns
occur in the world. For solving Eqg. 3, it is approximated by the empirical distrib ution implied by
our training data; asa consequencepatterns that occur more often will have a larger effectin the
maximization of Eq. 3. Dueto the sumof termsinsidethelogarithmof Eq. 3, this optimizationis generally
intractable.However, a variety of practicalapproximateoptimizationmethodsexist, for example,methods
that are basedon alternatingminimizations[8]. An ExpectationMaximization (EM) [9, 25] methodis

describedn Sec 4.

3.1.1 Choiceof a Lik elihood Function

Notethatthe above formulationis general.In particulay theform of the probabilityg( ij i;yi = k; ) was
not speci®ed.A key questionin instantiatingour approachis: whatform shouldbeusedfor g( | ;y; )?
Thisis the probabilitythatoutput wasgeneratedby the mappingfunctiony, giventheinput andmodel

parameters. In thiswork we analyzethefollowing possiblecases:
1. A Gaussianoint distribution of input-outputvectors:q( ; jy; )= N(( ; ) yi y)-
2. A Gaussiardistribution, whosemeanis the outputof the y-th mappingfunction: q( j ;y; ) =

NCs () y).

3.2 The Generative Model

Our approachinvolvesthe useof a generatve model of images(or image features). In the problem

of human body poseestimation from a singleimagethis generatve model can be de ned in a simple



way. We will assumethat an image or image featuresare generatedby sampling a posefrom a prior

distribution p(h) and animageis then generatedusingthe rendering function suchthat:

p(xjh) = N(x; (h); ): (4)

It isimportant to noticethat despitethe fact that the generatve modelcanbede ned in asimpleman-
ner, the function is highly complex (non-linear); this makesprobabilistic inferenceintractable. In
establishinga connectionto previous methods,this inferenceproblemis usually referred to astracing.
Fitting an articulated model(e.g., composedof solid primiti ves)is equivalentto aform of probabilistic
inferencewith several important, well-known drawbacks: this problemrequiresnon-linear optimiza-
tion of a very complexfunction and a goodinitial guesss dif cult to determine automatically (this is
usually provided by manual placementof the articulated model). This form of tting alsohave other

drawbacks already explained.

4 Learning

An approximation method will be usedin learning the discriminative model parameters We will
emplo/ an ExpectationMaximization (EM) approach.EM provides a generalframenork for solving the
maximumlik elihood parameteestimationproblemin statisticalmodelswith hiddenvariableslike Eq. 3.
SincetheEM algorithmis well knovn [9, 2, 25], wewill only provide derivationsspeci®do ourformulation.
Note that the unobsered randomvariablesy; areindependengiven z;. Thus,the E-stepreduceso

computingthe posteriorprobabilitiesfor eachy; giventhe modelparameterandobsered data. We will

denotethis posteriorQ(y; = kj i; i; ) usingtheshortcutotationQ® (y; = k). Wethenhave:
t H t 1 X H : t 1
QUyi=k) = waijuyi=k M= jaCiguyi=i © V) 5)
j2c

Stateddifferently this stepestimateghe responsibilityof eachmappingfunction,  for eachdatapoint,
zi. QW (y; = k) representsthe so called responsibility of function k for data pair i. Also recall that
i = Q(y;) isthe prior probability that function y; be used.
TheM-stepconsistsof ®nding () = argmax E 4, [logg(Z;yj )]. In bothof our casesve canshaw
thatthis is equivalentto ®nding:

X X
® = argmax QW (y; = K)[log a(zijyi = k; ) + logQ(yi = kj )]: (6)
i k2C



It is importantto mentionthatthisis valid if g(zij ) dependny; andnotony;, foraryj 6 i. Note

that for the distributions discussedbove, this is true. We now presentsolutionsfor the casesdescribed

above.

4.1 Case(l)

In this casewe have:
" # " # " #

al 5 Jys )=NC35 5y y) = N( ; SN )y @)
We canshaw thatthe parametetearningproblemis reducedo a mixture of Gaussiarestimationfor which
it is straightforvard to estimate usingEM. Moreover, the Bayesiarestimateof givenanobsered is

alsoGaussiang( j ;y; )= N(:; + > Y ): > 1)y Thereforein case(1),

eachfunction  is justthe meanof the conditionaldistribution

k()= + 7 X )y=k: (8
The con®denceof the estimates given by the covariance = ( > L )y=k: However, this
expressiondoesnot dependon theinput, a sometimesindesirableonsequencef the givenmodel. Thus,
eachfunction  islinearin theinputvectorfrom <°.

4.2 Case(2)

In this casewe have:

& - T P= 0 logQUyi = ki ) ©
o = PUG=W > logd =k i (10)
c% = PO= k)[(@—@i <Cin )™ G kG s (D

i
wherekE is the costfunctionthatwe would like to maximizein Eq. 6.
This givesthefollowing updaterulesfor  and , whereLagrangemultiplierswereusedto incorpo-

ratethe constrainthatthesumof the 'sis1:

X
. Ni PO =K (12)
(1) X I(t) . . > X (t)
K= PUyi=K(i  «Cis DCi k(i x))°= PYyi=k) (13)
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To keeptheformulationgeneralwe have notyetde®nedheform of themappingfunctions . Whether
or notwe can®nd a closedform solutionfor theupdateof y depend®ntheformof . Forexampleif
is anon-linearfunction,we mayhave to useiterative optimizationto ®nd |(<t)- If x yieldsaquadratidorm,
thena closedform updateexists.

Regardingour generatve model,thereisis very little learning involved. If isvery accurate,then
we could alsotell very accurately the imagethat will be generatedgiven a body poseh. In practice

canbede ned only approximately. We accountfor this by properly setting

5 Inference

In this section,werefer to probabilistic inferenceas nding afull probability distribution for h given

that x = x oncean obsewation x hasbeenmade(e.g., someimagefeatureswere obsewed).

5.1 Inferenceusingthe Discriminati ve Model Alone

A valid approachto inferenceis to usethe discriminati ve modelalone. In order to understand how this
differs from our proposedsolution (where we combine both, generative and discriminative models),
we will now showv what inferenceinvolvesin terms of maximum a posteriori (MAP) estimation using
the discriminative model.

In a general senseinferenceinvolves nding a full probability distribution for h given x ; the
discriminati ve model dir ectly providesthis expression.In MAP estimation we just have to maximize
it (i.e.,, wewant to nd the mostlik ely output hypothesish 2 <! for a given obsewation x 2 <°©):
fh= argmaxy q(hjx ) = argmaxp P y a(hjx ;y)Q(y), whereq(hjx ) is a shorthand for q(hjx = x ).
Any further treatmentdependson the propertiesof the probability distrib utions involved.

In both Caseq1) and(2) consideredn previous sectionswe canwrite q(hjx;y) = N (h; y(X); vy).
Thus, in either casewe have that q(hjx ) is a mixtur e of Gaussiansand if wewantto nd the MAP
estimatewe needto solve: A = argmax, P y N(h; y(x); y)Q(Y):

This result was obtainedfrom performing (MAP) inferenceusing our learneddiscriminatve model
alone,wherewe learnedq(hjx) asanapproximationto the true distribution de®nedby p(hjx), usingthe
trainingdata.Eventhoughwe couldsimply adoptthis asasolution,it shouldnotbesurprisingthatwe could

improve uponthis by usingour knowledgeof p.

11



5.2 InferenceUsingthe Generative Model Alone

Usingthe generatre model,inferencenvolves®ndingthe posteriomp(hjx = x ) (p(hjx ) asashorthand):

p(hjx ") p(x jh)p(h) = Z_le(X ; (h); )p(h) (14)

z
Zp =  N(x; (h); )p(h)dh: (15)

Thereare however at leasttwo dif®cult obstacledor achieving this:(1) The integral in Eq. 15 cannotbe
solved easilyandmorewer, (2) we do nothave anexpressiorfor p(h).

In MAP estimationthegoalis to®ndh suchthat: A = argmaxy, p(hjx) = argmaxy N (x; (h); )p(h);
needlesso saythatin the caseof bodyposeestimationthisis in generala highly comple non-linearopti-
mizationproblem(tracking)aswe have seerbefore.

A key ideain this paperis that both obstaclesvould becomemuch simplerif, somehw, we could
accuratelyobtainsampledrom p(hjx). Thosesamplesould be usedto (1) approximatehis posteriorand
(2) ®ndthemostlikely samplefor MAP estimation However samplingaccuratelyirom a givendistribution,

in particularp(hjx), is in generaknopenproblem[24].

5.3 Inferenceand Importance Sampling. Combining Generative and Discriminati ve Mod-

els

In general,samplingcanbe usedto estimateexpectationsof a given function | (w) with respecto some
probability density (w) that we canevaluateat ary point, but that we cannotsamplefrom. Let us say
we needto calculatethe integral | = R (W)l (w)dw, by approximatingl empla/ing R samples:[* =
%P rR=1 I (w().

The questionis how to appropriatelygenerateéhe samplego obtainthe bestestimatefor | . Sampling
canbeusedin moregeneratasks.Usuallyit is only necessaryo evaluate ?(w) whichis equalto (w) to
within amultiplicative factor (w) = ?(w)=Z.

Sincewe cannotusuallygeneratesamplesccuratelywe needto accounfor our samplinginaccuracies.
Importancesamplingis a methodthataccountdor this asfollows: ®rst we comeup with a proposaldistri-
bution {w), which we canalsoevaluate(within a multiplicative factor) but from which it is possibleto

samplethenwe samplefrom {w), but alsocorrectfor the biasintroducedvhensampling:

X 20,0
M= 1 Muw(r)); (16)
R r=1 O(W(r))
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_ R -
It canbe shavn thatwhenR ! 1 ,p R(M 1) N(@O; %), with: 2= (—o%l (w) 1)2 qw)dw.
Thus,the expectedvarianceof our estimatds proportionalto 2, andinverselyproportionalto R [24].
We would like to know whatthe optimal proposaldistribution is in orderto maximizethe accurag of

our estimator minimize 2,). The optimal proposaldistribution to approximate is givenby [33, 7]:
z
W)= “(w= “(wydw; 17)

thenormalizedfunction ?(w). Since,onpurposeweintroduced ?(w) ®rstasaunnormalizedlistribution
originatingfrom (w), we know thatuponnormalizationwe will getbacktheoriginal distribution (w). A
similarjusti®cationwasusedin [7], but theirway of building a proposadistribution is differentfrom ours.

Thus, in nding a posterior distribution p(hjx) for body posesgiven observed image featuresthe

partition function in Eqg.15 canbecomputedasfollows:

z >
Zy= pOxihdh S pOxh®)=phDjc ), (19
s=1

usingimportancesamplingwith samplesakenfrom p(hjx ). We have shavn thatthe bestproposaldistri-
butionis p(hjx ); unfortunatelythis is the distribution we areafter, andof coursewe cannotsamplefrom
it.

Themainreasorbehindusinggeneratre anddiscriminatve modelstogethelis to tacklethis particular
problemof samplingfrom a gooddistribution. We will usethe learneddistribution g(hjx) (discriminatve
model)to approximatep(hjx), butjustatx = x . Thisapproximationis in termsof maximumlikelihood
estimationand can also be seenas minimizing the KL divergencebetweenthe empirical distribution pe,

givenby thetrainingdata,andthe modeldistributionsq, parameterizetly :

z
KL(pe(X;h)ija(x;h)) = pe(x; h) log[pe(x; h)=d(x; h)]dhdx; 19)
which canbe provento be equialentto:
argmin Ep, x) [KL pe(hjx)jja(hjx))l; (20)

where parameterizeg. In practice,the expectationbecomesa sumover the training datapairs,andwe
obtainEq. 1. Thus,the optimaldistribution in this sensas the onethatresultsfrom solving Eq. 1, to obtain
g(hjx). Of course,we assumehatthe datais composedy representate examplesfrom p, sothatthe
empiricaldistribution pe is at all useful. Eq. 17 justi®esthis choicesinceit tells usthatin orderto ®nd a
goodapproximatiorfor the posteriorp(hjx) we should®nd a proposaldistribution thatis similar to it, as

intuitively expected We maythenaskif we couldusethis proposaMdistribution alone. Thereasorwhy this
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is notagoodideais that,sincewe cannotusually®nd a proposalistribution thatmatcheshetrue posterior
perfectly Using this proposaldistribution aloneis expectedto performworsethanwhencombinedwith
our accuratggeneratre model. This is mainly becausén regionswherethe proposaMdistribution q is badat
approximatingp, we canalwaysevaluatep andnotethediscrepang

Thedistribution g(hjx) is anapproximatiorto p(hjx) in the spaceof all distributionswith thestructure
speci®edby the discriminative model (a mixture modelin our case). For Gaussiarmixture models,it is
know thatthis approximationcanbe madeasaccurateaswe wish in thelimit of in®nite dataandmixture
components.Interestingly we do not needto know explicitly whatp(h) is in our generatte model. Of
coursethisis implicitly speci®edby thetrainingdata. Thus,evenif we usea not so goodassumptiorfor
p(h), still we knonv whatwe needto do in orderto achiese a goodestimateof the posterior Thisis helpful
sincewe do notreally know accuratelywhatp(h) is (giventhatwe maynot have enoughdatato estimatat
accurately)In thefollowing we simply useanuniformdistribution (in areasonabl®nite domain).

To summarizejn orderto computethe posteriordistribution of body posesh, given anobseration of
imageor imagefeatures< , we calculateandestimatefor p(hjx ) asfollows:
L

% N(x; (h); )p(h); (21)
p

p(hjx ) =

with Zp givenby Eq. 18, but substitutingp(hjx ) by g(hjx ) andusingsampledgrom q(hjx ).

5.4 Non-deterministic MAP Estimation: Multiple Samples(MS)

We areusuallyinterestedn providing likely sampledrom the posteriordistribution, in particularwe might
beinterestedn themostlikely h. Thisis theideabehindVIAP estimationwherewe areinterestedn ®nding
A= argmaxy p(hjx ) = argmaxy p(xjh )p(h).

We know thatthe discriminatve modeldistribution q(hjx) triesto approximatep(hjx), andtherefore
it is good at minimizing the varianceof the estimator Due to this, we will usethe discriminatve model
distrikbution to provide samplesor MAP estimation.In MAP estimationwe sampleH sy = fhsgs=1::s
usingtheproposallistributiong(hjx ). Giventhesamplestheproblemthebecomesdiscreteoptimization

problemthatcanbesolved easily:
§= argmgxp(x jhg) = arg msin(x (hs))”  (x (he)); (22)

by usingthe Gaussiarform of p(xjh) asgivenin Eq. 4. We remarkthatafter usingthe samplesH sy, as
a startingpoint, othermore sophisticateanethodscould be employed. For examplewe could useMarkov

chainMonte Carlo (MCMC) sampling[24] to searchfor regions of higher probability Also, insteadof
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stochastiomethodswe could emplo/ standardgradientdescenmethodsto locally searchfor morelikely
posesh (asin tracking). Thesemethodamay be helpful for somedistributionsbut in generahave several
drawbacks: (1) They areusuallyvery slow in high dimensionsand(2) given ®nite time, they arenot very
useful/accuratéd the posteriorprobabilityis very complex. Somemethodshave beenproposedo alleviate
theseproblemsjut this goesbeyond our currentcontrilution. Keepingthis extensionin mind, in this paper
we simply usethe original samplesH s, to searchfor a MAP estimate. Theseestimatesproved to be

suf®ciently accurateduringour experiments.

5.5 Deterministic MAP Estimation: Mean Output (MO)

In certainapplications,it might be advantageougo countwith a very fast methodfor computingMAP
estimatesTwo examplesare: whenworking with multiple articulatedbodiesandin dynamicsettingswhere
it is necessaryo provide estimatesat a high rate. Eventhoughthe time compleity of MS scaledinearly
with thenumberof samplesthis might not befastenough Motivatedby speedconstraintsherewe propose
avery fastMAP estimationalgorithmthatstill performswell in experiments.Unlike MS, this algorithmis
deterministic.

The structureof the problem,aswell asthe form of the discriminatve distribution componentdi.e.,
conditionedon the mixture label) g(hjx;y) emplo/ed (Gaussian)make it possibleto constructthis deter
ministic approximation.The basicintuition is straightforvard. For agivenx = x , we askeachmapping
function  to give its mostlikely estimatefor h. We thenevaluatethe probability of eachfunction’s es-
timate via the generatre modeldistribution p(x jh). This approximationis goodin practice,aswill be
demonstrateth the experiments.

To justify this deterministicapproximationwe notethatdueto its concaity propertiesthe probability
of the meanis maximalin a Gaussiardistribution; i.e., it is the most-likely value. Formally, in both Case
(1) andCase(2) describecearlier q(E[hjx ;y; 1) q(h9x ;y; ), for ary h®. Consideragainthe setof
samplesHsp = fhsgs=1::s generatedn the MS approximation. We canbuild a setof samplesH =
fh,gk=1.:m thathasthe property8y; maxy q(h,jx ;y) maxs q(hsjx ;y), simply by settingh, =

k(X5 ).

Thisinsightleadsto a deterministicapproximatiorfor inferencethe MeanOutputsolution(MO). This
approximatesolutionrelieson the obseration thatby consideringhe means s(x ), we would be consid-
ering the mostlikely outputof eachmappingfunction (i.e., eachmixture componenin the discriminatve
model),giventheinput. Obviously we expectthe discriminatve modelprovidesa goodapproximationof

our generatre modelposteriordistribution asdiscussedbore. Also, the smallerthe overlapamongthe
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distributionsassociateavith eachfunction,the betterthe accurag of this approximation.
In MO approximatenferencethe expressiorto be minimizedis thesameasthatusedin Eq.22, except

for theuseof theM meandnsteadof the S samples:
—_ H —_ H > .
k= arg maxp(x jh,) = argmin(x (h)™  (x (h)): (23)

This generallyrequiressubstantialljesscomputatiorthanwould be requiredin the MS approach.

6 Example Application: Articulated Posefrom Visual Features

The formulationpresentedn this paperis rathergeneral,and could be appliedin a numberof supervised
learningproblemdor whichtheoutput-to-inpu{feedbackmapis relatively easyto compute;thus allowing
usto specifyan accurategeneratve model. To demonstratandtestour framework, we have developeda
systemthatusesthe our approacho infer articulatedposefrom low-level visualfeatures.In particulay we
focusedon poseestimationof the humanhandandbodyfrom animagesilhouette.In this classof computer
vision applicationsgroundtruth datasetdor training canbe obtainedvia motion capturegloves or body
suits,and computergraphicsrenderingcanbe usedto generatehe input-outputpairs usedin supervised

learning.We will now give detailsof this demonstratiorsystem.

6.1 3D Hand PoseEstimation

Thegoalis to recover detailed3D handposefrom silhouettefeaturescomputedrom a singlecolorimage.
Handposeis de®nedn termsof the handjoint angles.In generalwe arealsointerestedn globalorientation
of the hand.We explore two applications:estimationof theinternaljoint anglesonly, andlater, estimation

of bothinternaljoint anglesandglobalorientationof the hand.

6.1.1 Hand Model

We utilize thehandmodelprovidedin theVirtualHandprogrammindibrary [39]. Themodelparameterare
22joint angles For theindex, middle,ring andpinky ®nger thereis ananglefor eachof thedistal,proximal
andmetacarpophalangeglints. For thethumb,thereis aninnerjoint angle,an outerjoint angleandtwo
anglesfor the trapeziometacarpabint. Thereare also abductionanglesbetweenthe following pairs of
successk ®ngers:index/middle, middle/ringandring/pinky. Finally, thereis ananglefor thepalmarch,an

anglemeasuringyrist e xion andananglemeasuringhewrist bendingtowardsthe pinky ®nger However,
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Figure3: Exampleof the 86 silhouettesbtainedvia computemraphicsrenderingfor agivena 3D handpose.Views
aredistributedapproximatelyuniformly overthe view sphere.

becausehe former two wrist anglesalsoencodeglobal orientation,we decidednot to modelthemin our
application.Hence,jgnoringthesetwo anglespur modelhas20 DOF for theinternalhandcon®guration.
All of these20 anglesarerelatie to two global orientationangles. Thesetwo angleswill encodethe
cameraviewpoint (or alternatvely hand3D rotation). Imaginea spheresurroundinghe handmodel,i.e., a
®xedhandcentemointis atthe centerof the sphere For easeof referencewe will emplg thewidely used
latitudeandlongitudenotions. The ®rst angle 1 representshe latitudefrom which we arelooking at the
hand,thesecondangle ; representshelongitude.We have de®ned ;1 2 [0; ], with zeroand beingthe

polesof thesphereand , 2 [0;2 ). Thus,in summaryour full handmodelhas22 DOF.

6.1.2 3D Hand Motion Datasets

Using a CyberGlwe, we collectedapproximately9,000 examplesof 3D handposes. This dataincluded
handcon®gurationdrom AmericanSign LanguaggASL) andothercon®gurationsnformally performed
by several subjects.Usingcomputergraphicsandanarti®cial handmodel,we thenrenderedeachcaptured
handposefrom multiple viewpoints on the view sphere. We de®neda setof 86 viewpoint angle pairs
( 1; 2) sothatthespheresurfaceis sampledapproximatelyuniformly. Thuswe obtaineda full datasebf
9;000 86views. Eachview hasanassociatethinaryimagemask(silhouette)anda 22 DOF posevector
Fig. 3 shavs the 86 viewpointsusedin thedatasetfor a particularcon®guration.

From thesesilhouetteswe extract the visual featuresthat will be usedfor further processing.In our
implementationwe usedtwo classesf featuresthesefeaturesare not usedtogether):Hu momentsand
Alt moments.Alt momentg1] aretranslationandscaleinvariant,but not rotationinvariant. Hu moments

[19] areinvariantto translatiorandscaling,but alsoinvariantto rotationin theimageplane.Thesemoment
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featureswere usedin our implementatiorbecausehey arerelatively easyto compute,andthey provide
invariantsthat are appropriatefor our demonstratiorapplication. However, our generalformulation can
be usedwith othervisual featurerepresentations desired. Detailedexaminationof the featureselection
problemis outsidethe scopeof this paperandremainsatopic for futureresearch.

We de®netwo experimentaldatasets:

1. Hand-Single-¥w: In this datasetthe handis viewedfrom only oneviewpoint( 1 = =2, , = 0),
generallymakingthe palmof the handvisible. SilhouettefeaturesarecomputedusingAlt moments.

Thisyieldsapproximatelyd,000input-outputpairs.

2. Hand-All-Mews: In this datasetthe handis viewed from all 86 viewpoints. Silhouettefeaturesare

computedusingHu moments.This yieldsapproximately750,000input-outputpairs.

6.1.3 Hand Detectionand Segmentation

For live videoinput, we will usevideo sequencesollectedwith a color digital camera.lt will beassumed
thatthesesequencebave a staticbackgroundandonly one personis present.In this implementationye
arenotconsideringhandocclusionanalysiswhich by itself is a dif®cult task. Our systentracksbothhands

of theuserautomaticallyusinga skin color tracker [35, 32].

6.2 2D Human Body PoseEstimation

In this application,our goalis to recover the articulatedposeof a humanbody obseredin a singleimage.
The methodologyfollowedis very similar to thatusedin the estimationof handpose.However, insteadof
joint anglesbody posewill be speci®edn termsof marker positionsat a predeterminedetof joints. We

will estimatethe 2D positionsof thesebody markersin theimageplane.

6.2.1 Human Body Model

The humanbody model is de®nedin termsof 20 3D marker positions(60 DOF). The 20 markers are
distributedasfollows: threemarkersfor the head threemarlersfor the hip/backbonearticulation,plusone
marler for eachshoulder elbow, wrist, hand,knee,ankle,andfoot. For computergraphicsrenderingthe
bodymodelis composeaf cylindersof equalwidth. Thecylindersconnecthemarkersto formthestandard
humanbody structure.Thethoraxis modeledusinga wider cylinder. Becauseve areonly interestedn the

shapeof the projectedmodel,we do notincludetexture or illuminationin our rendering.

18



6.2.2 Human Body PoseDataset

Human body motion capturedatawas obtainedfrom several sources: http://wwwbiovision.com, Matt
Brands datase{5], andseveral demosequences the software packageCharacter Studio In total there
are 32 capturedsequenceshat depict variationsof differentactwities: dancing,walking, kicking, wav-
ing, throwing, jumping, signaling,crouchingdown. Thetotal numberof framescollectedis approximately
7,000,mostlyat30frames/secondJsingcomputegraphicsandourarti®cial bodymodel,wethenrendered
eachframefrom 16 equally-spacediewpointson the equatorof the view spherecenterecht the hip of the
bodymodel. For eachview, we alsousedthe cameramodelto obtainthe 2D marker positionsin theimage
plane. Thuswe obtaineda full datasebf approximately7; 000 16 views. Eachview hasanassociated
binaryimagemask(silhouette)anda 40 DOF projectedmarker vector Fromthe silhouettesyve extractthe
visualfeatureghatwill be usedasinput. We have chosenAlt momentq1] asour visual featuresmainly
dueto their easeof computatiorandinvarianceto translationandscaling. We call this the Body-All-\lews

dataset.

6.2.3 Detectionand Segmentation

For live video input, we usesequencesollectedwith a color digital camera.lt is assumedhatthesese-
guence$iave astaticbackgroundpnly onepersoris presentandthe persons fully-visible. We useasimple
andwidely-usednumanbody segmentationrschemd17, 40]. Thetechniqueemplgys statisticallearningto
acquirea model of the backgroundappearanceyhereeachpixel's color (luminance)is representedy a
Gaussiardistribution. Segmentationis then approachedising maximum-likelihood, whereeachpixel is

classi®edasbelongingto the backgrounar theforeground(humanbody).

6.3 CommonImplementation Details

We know brie y discusamplementatiordetailscommonto bothapplications.

6.3.1 Mapping Functions

In Sec.3, it wasnot speci®edwhat classof (deterministicymappingfunctions x wereto be used. Our
framework is practicallyindependentf this choice.However, from Eq. 11 we cannoticethatthereareclear
adwantagesn the M-stepif thesefunctionsaredifferentiablewith respecto their parametersin the caseof

guadratioor linearfunctions,the M-stepcanbe performedexactly in onestep.However, the power of these

functionsis limited. In ourimplementatioreachfunctionis a multi-layer perceptrorwith onehiddenlayer
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(MLP). For this non-linearfunctiontheredoesnot exist a closed-formsolutionfor Eq. 11. We usedfour to

®ve iterationsof the conjugategradientdescenmethodper M-step.

6.3.2 Generative Model Details: FeedbackFunctions

Thereare at leasttwo waysto de®nethis function. On the one hand, could be a computergraphics
renderingfunction. On the otherhand,we could estimatean approximate’\ given a setof output-input
training examples. In our implementationwe experimentedwith both ideas. For , we usedcomputer
graphicsrenderingsof our handand body modelsobtainedvia OpenGL.For " we useda one hidden-
layer perceptronwith twenty hiddennodes. In our experience,this provides an adequateand ef®cient
approximation.

The approximatdeedbackunctionis usefulprimarily becauset is fasterto computethana graphical
renderingfollowed by visual featurecomputation. The key issueto keepin mind is that the feedback
mapping is assumedto be simple (one-to-oneor even many-to-one)or that it has a known form,
otherwiseif we assumetoo simple functional forms, we would only intr oducemore estimation errors.
Of course,this is just a practical issue If thefeedbackmappingis too comple to approximatesasily we

couldalwaysrely ontheavailablefeedbackfunction .

6.3.3 Computational Performance

For an Athlon 1400PC with 2GB memory runningunoptimizedMatlab 6.0 code, it takes approximately
®ve hoursto train a modelwith 10 dimensionginput) and 10 dimensiongoutput), using 4500 patterns,
and40 single hiddenlayer perceptronsvith ®ve hiddennodeseach. The systemcaninfer body posesat
approximatelyll framesper second,using the Mean Output (MO) algorithm. This approach’s related
computationgake approximately70% of this time. This time includesOpenGL-basedenderingof body
posesn . Therestis spentin sggmentatiorandfeaturecalculations.The Multiple Sampleg(MS) algorithm
takestime proportionako thenumberof samplesised.Of course segmentatiorandfeaturecomputatiorfor
thesgmentedmageis doneonly once.We noticedthatfor ourimplementationif we usethe approximate

feedbackunction,”, therenderingiime is reducedo approximatelone-fourth.

6.3.4 Early Stopping During Training

During modeltraining,we usedcross-alidationfor early stoppingandto avoid over®tting asfollows:

Training data: Stopif thelog-likelihoodchangedessthan0.5%averagedver thelastteniterations.
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Held out data: Stopif the held out datalog-likelihood averagechangeis negative over the lastten

iterations.Held out datawaschoserin the sameway asthetrainingandtestdata.

Numberof iterations: Stopif a maximumof 200iterationsis reached.

7 Experimental Results

We now presenexperimentakesultsobtainedusingour approachn estimatinghe poseof thehumanhand
andbody For mary additionalperformancexperimentaotincludeddueto spacdimitations,thereaderis
referredo [31] andfor severalMO estimatiorvideosto http://wwwpsi.toronto.edu/romerSMAHandMdeoshtm.

TheSMA applicationndependentatlabcodecanbefoundathttp://wwwpsi.toronto.edu/roma/SMACode.im.

7.1 Hand PoseEstimation Givena Fixed Camera Viewpoint

In our ®rst experimentspur approachs testedn thetaskof recovering 3D humanhandposegivena ®xed
cameraviewpoint: aview towardsthepalmof thehand.Fortraining,we usedtheHand-Single-¥w dataset,
which containsa total of approximatelyd,000examples.Of these 3,000wereusedfor trainingandtherest
for testing.All experimentsvereperformedon atestsetthatsharechocommonposeswith thetrainingset.
Theinput-outputpairswerethende®nedasfollows. Theinputconsistedf 10 Alt momentscomputedrom
thesilhouetteof thehand,asdescribedn Sec.6.1. Theoutputconsistedf 20 joint anglesof a humanhand
linearly encodedy ninevaluesusingPrincipalComponenfnalysis(PCA).

The numberof mixture componentgor the discriminatve model (mappingfunctions)was setto 20.
This numberwasfound to be optimalin the senseof the Minimum DescriptionLength (MDL) principle
[30]; we foundthis numbervia aroughmodelsearchtestingMDL andgettingthe scorefor the optimized
modelwith 10,12,...,24unctions).Eachmappingfunction(for eachof the Gaussiang the mixture)wasa

MLP with sevenhiddenneurons.

7.1.1 Quantitative Results

We randomlyselectedapproximately4,000framesnot includedin the training set. Sinceground-truthis
available,we usedthe averageabsolutedifferenceper joint angle(betweenground-truthand estimate)as
errormeasureTable 2 summarizesurresults(seecaption).

Theseexperimentgyuantitatvely con®rmedthatMO inferenceprovidesa reasonablapproximationat

leastfor this datasetRecallfrom Sec.5.5thatMO inferencewasbasedn the premisethatthe most-likely

21



| IMO-MAP (HMS-MAP (")|MS-20(")|MO-MAP ( )IMS-MAP ( )|MS-20( )|Rand/traifRangé

0.1322 0.1667 0.1465 0.1651 0.1769 0.1785 | 0.4294 | 1.55
0.0317 0.0415 0.0371 0.0425 0.0452 0.0547 | 0.1630 | -

I'|'1>I\AI-I-‘>

Table2: Meanabsoluteerror £ andvariance 2. Inferenceperformancaisingdifferentrenderingfunctions( and”)
andinferencealgorithms(MO-MAP andMS-MAP). Also shavn, the accuray of the mostprobablereconstructions
givenby MS (MS-20). As a pointof comparisonresultsarepresentedor analgorithmthatrandomlychoose®neof
thetrainingexamplesasresult(Rand/train) . Theaveragerangeof the datais alsoshavn asareferenceoint. All units
arein radians.
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MO
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Figure4: 40 examplesof estimatechandposeschosernuniformly at random.Reconstructioriound usingthe Mean
Output (MO) approach.The feedbackfunction usedwas estimatedrom data. Eachexampleconsistsof a pair of
images:ground-truth(top), andestimateobtainedusingthe meanoutputalgorithm(bottom).

reconstructiorgiven by eachdiscriminati ve mixtur e componentprovides a good approximationto the
bestsolutiongivenby thefull probability distribution.

Fig. 4 shavs examplereconstructionsbtainedvia the MO approachln mary casesthereconstruction
is closeto the groundtruth. In other casesthe silhouetteis highly ambiguous,and the reconstruction
doesnot matchgroundtruth. A goodexampleis shavn in imagepair number34 (the lastrow-pair, fourth
column),wherethe cameras imageplaneis perpendiculakvith the axis of the pinky ®nger Notethatthe
estimatechandposedisagreesith the ground-truthin the severaljoint anglesassociateavith this ®nger

Similar effectswith otherjoint anglescanbe seenin examplepairs8, 16,27, etc.
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Ambiguouscon®gurationsare indeedvery commonwith a binary imagerepresentationNote thatin
other ambiguouscasesshavn in Fig. 4 reconstructioris closerto groundtruth, e.g., pairs 19, 20, etc.

Possiblereasondor this agreemenarediverse:

1. Theinputis not really ambiguougprobabilisticallyspeaking)in the obseration space. The other
possibleoutputs(geometricallyspeaking)associatedavith this input may be very unlikely giventhe
trainingset. This depend®n the underlyingstructureof the con®guratiomrmanifold. Oneof themain
goalsof alearningalgorithmis to ®nd this structure.Indeedtheseresultsshav that our algorithmis

®ndingthis structure sincein mostcasesMO ®ndsa valid samplefrom the manifold.

2. The learned discriminative modelwas accurate at modeling the given input using a single mix-
ture componenti.e., few mappingfunctionsweretrainedto mapthis input, thereforetherestof the

functionsproducedrrelevant (bad)outputs).

3. By chance,amongmary very similarly probablesolutions,the right onewas chosen. Of course,
evenwith the help of chancen this case the discriminatve modelneededo be accurateenoughat

approximatinghetrue posteriorsothatsamplesvererelevantatall.

7.1.2 Experimentswith Reallmages

We now testour approachusing uncalibratedvideo sequencesyherethe camerais pointing towardsthe
palmof a persons hand. On average the handoccupiedan areaof approximately200 200 pixels. Sey-
mentationwasobtainedasdescribedn Sec.6.1.3.In the®rstexperimentwe usethe MO approactio obtain
asinglebestestimatdor eachsggmentechand.Estimatedor 40 framestaken0.9 secondspart,areshavn
in Fig. 5. Visually we cannoticethatin mostcaseghe estimatds a plausibleexplanationof the segmented
silhouette However, therearealsoa few inaccurateeconstructions.

In generaljt is expectedthatthe modelcannotperformwell in all con®gurationgthis is truefor almost

ary machindearningmodel)dueto thefollowing reasons:

1. Theproposaldistribution gq(hjx) doesnot resemblehetrue posteriordistribution p(hjx) atthe par

ticularx = x : learningis theresultof optimizingan expectedor averageerror.

2. Therealhandandsynthetichandmodelfeaturesaresimilar but notthe same.Anthropometricdiffer-

encesanin uence inferenceaccurag.

3. Eventhebestmodelcouldfail in somecon®gurationsinformationtheorytells usthatthisis always

the caseexceptwhentheinformationin thefeaturess equalto the entrogy of the body posecon®g-
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urations;in otherwords,whenfeaturegell useverythingneededaboutthe con®guration Otherwise,

theremightbe multiple explanationdor a givenvisualfeaturevector

In orderto testthe ability of the systemto provide thesemultiple explanationswe testedthe Multiple
SamplegMS) approachFig. 6 shavs the estimatesoundusingMS. Theseestimatesanbeinterpretedas
possiblenypothesesf handcon®gurationgiventhesilhouettesNote that MS tendsto bias the hypothe-
sestowards samplesfrom the distrib ution g(hjx ), but we can accountfor this when building a full

probability distribution, asexplainedin Sec.5.3

MO

MO

MO

Figure5: 40 examplesof estimatechandposescapturedevery 0.9 secsfrom realvideo (RV). Reconstructioriound
usingthe MeanOutput(MO) approachThefeedbackunctionwascomputedisingcomputergraphicsrendering.

7.2 3D Hand PoseReconstructionGivenan Unrestricted Camera Viewpoint

Our approachs now testedin thetaskof recorering 3D humanhandposefrom an unknavn cameraview-

point. For training, we usedthe Hand-All-Mlews datasetwhich containsa total of approximately750,000
examples.Of these 18,000wereusedfor trainingandtherestfor testing. The input-outputpairswerethen
de®nedasfollows. Theinput consistef seven Hu momentscomputedirom the silhouetteof the hand,
asdescribedn Sec.6.1. The outputconsistedf 20 internaljoint anglesof the handandtwo orientation

angles.This 22 DOF representatiowaslinearly encodedy ninevaluesusingPCA.
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Figure6: Exampleestimatechandposesobtainedusingthe Multiple Sample(MS) approachusingrealvideo (RV).
ThefeedbacKunctionwasestimatedrom data.

The numberof mixtur e components(mappingfunctions)wassetto 45. This numberwasdetermined
viatheMDL criterion,asbefore(testingfor thebestMDL scoreusingamodelwith 35,37,...,5%unctions).

Eachfunctionwasa MLP with seven hiddennodes.
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Figure7: MeanOutput(MO) inferenceperformancdor unrestricted/iew testsatgivenviewpointlatitudes(averaging
overlongitude). Thefeedbackunctionis (a) the estimated” (b) the computergraphicsrendering . A frontal view of

thehandpalmis atlatitude ; = =2, longitude , = 0. For referencethe performancef analgorithmthatchooses
the estimateat randomfrom thetraining datais shavn. Theanglerangeis in averagel.87radians.

7.2.1 Quantitative Results

As before,we computedhe absoluteerrorin estimatinghandpose andquantitatvely comparedhis mea-
sureacrossviews. Fig. 7 shavs the error of the mostlikely estimatefound usingthe MO approach. From
thegraphswe seethatviewstowardsthepalmof thehand(90 ) areslightly easietto reconstrucbn average,
while the varianceseemssimilar acrossviews. As expected the averageerroris higherthanthat obtained
for the®xedview handposereconstructiorexperimentslt seemghatfor unrestrictechandviewsi it is abit
adwantageouso usethe computergraphicsfeedbackfunction . Thisis probablybecausesstimatingthis
inversemapping’\ (to de ne the generative model) over unrestrictedsiewpointis morecomplicatedhan
for only frontal handviews (andthe mappingis likely to bemorecomple also).

Fig. 8 shaws the resultsusing the MS approach. Fig. 8(a) shavs the error associatedvith the best
sample. This error behaes very similarly to the MO errot  Fig. 8(b) shaws the averageerror computed
usingthebest20 samples.This erroris higherthanthatof the bestsample.Note thatthis is not anobvious
resultgiven thatthe bestsampleis determinedwithout having knowledgeof ground-truth. In fact, if the
averageerror of the best20 samplesverelower thanthat of the bestsample thenwe couldinfer thatour
algorithmis very inaccurateat determiningwhatsamplesarebetter Thusthis resultpositvely endorsesur
MS algorithm.

For comparisonwe usedthe ground-truthto selectthe bestsample basedon minimumerror In other
words,we have anoraclethatpicksthe sampleclosesto theground-truth.Theresultingperformanceraph
is shawvn in Fig. 8(c). Thisrepresentshelower-boundon thereconstructiorerrorusingthelearnedorward
model. The graphis interestingin the sensethat it separateshe errorsfrom the forward and feedback

models.
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Figure8: Multiple SamplegMS) inferencefor unrestrictedview testsat given viewpoint latitudes(averagingover
longitude).FeedbacKunctionsis theestimated". A frontal view to thehandpalmis atlatitude ; = =2, longitude

2 = 0. (a) Most probablesample.(b) Averageover all sampleg20 mostprobablesamplegaken). (c) Bestsample
(determinedusing ground-truthinformation for comparison). For reference the performanceof an algorithmthat
choosegheestimateat randomfrom thetrainingdatais shovn. Theanglerangeis in averagel.87radians.

7.2.2 Experimentswith Reallmages

We testour approactusingvideoof handg(in ary orientation)collectedfrom a singleuncalibrateccamera.
Poseestimatedrom 40 frames(taken every 0.9 secsapart)obtainedvia the MO approachare shavn in
Fig. 9. Note thatthereareincorrectly-sgmentedhandsin this sequenceWe decidedto leave thesein to
avoid framerearrangement$osingtheuniformframesampling) to shav thatsegmentatiordoesnotalways
work correctly andto shav thatthis approachis inherentlyrobustto extremesegmentatiorerrors. In this
experiment therewasusuallyvisual agreemenbetweerreconstructiorand estimateas seenin the ®gure.
Note thateven for a humanobserer, looking at the segmentedsilhouettesn the ®gure, reconstructioris
sometimesambiguousTherearealsosomecon®gurationgor which the systemdid not performcorrectly
Fig. 10shavstheestimate®btainedvia theMS approachTheframesshavn weretakenapproximately
every 0.9 secondsIn the secondow, we canseesomelimitations of the Hu momentfeaturespace:some-
times,differenthandorientationsarevery similarin thefeaturespace Theseapparenthdifferenthypotheses
arecloseto eachotherin termsof their probability giventhe features.The sameeffect repeatsclearlyin
the third andsixth row. This problemmight be alleviated by usinga differentinput featurespace.At an
extremeonemight considerthefull silhouetteasafeature.Of coursethereareimportanttrade-ofs to take

into accounwhenconsideringlifferentfeaturesg.g.,invariants anddimensionality

7.3 2D Human Body PoseReconstruction

In orderto shaw thatour approacttanbeemplo/ed,with no changeto performothersimilartasks(possibly
with a differentrepresentation)yerewe now conductperformanceestsin the task of estimatinghuman
body posefrom a singleimage. The goal is to estimatethe 2D locationsof body markersin the image,

givenvisualfeaturescomputedrom the persons silhouette.In this experimentwe usethe Body-All-\fews
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Figure9: 40 examplesof estimatechandposescapturedevery 0.9 secsfrom realvideo (RV). Reconstructioriound
usingthe MeanOutput(MO) approachThefeedbackunctionwascomputedusingcomputergraphicsrendering.

datasetwhich containsa total of of over 100,000samples.Of these 8,000wereusedfor trainingandthe
restfor testing. Theinput-outputpairswerede®nedasfollows. Theinput consistedf the 10 Alt moments
computedrom the silhouette.The outputconsistedf 20 2D marler positions(40 DOF), whichwerethen
linearly encodedy ninevaluesusingPCA.

The numberof mixtur e componentsin the discriminative model wassetto 15. This numberwas

determinedsiathe MDL criterion,exactly asbefore.Eachfunctionis a MLP with sesenhiddennodes.

7.3.1 Quantitative Results

Fig. 11 shaws the reconstructiorobtainedwith the MO approachfor framestaken from three synthetic
sequencesxcludedfrom thetraining set. Theagreemenbetweerreconstructiorandobserationis easyto
perceve for all frames.Also, for self-occludingcon®gurationsthe estimatas still similarto ground-truth.
Fig. 12 shavs the averagemarker errorandvarianceper body orientationin percentagef body height.
Notethattheerroris biggerfor orientationsloserto 0 and radians.Thisintuitively agreesvith thenotion
that at thoseangles(side-viavs), thereis lessvisibility of the body parts. We considerthis performance
promising,given the complity of the taskandthe simplicity of the approach.Justasa referencepoint,

by choosingposesat randomfrom thosein thetraining set,the RMSE was 10.35%o0f body height(with a
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Figure10: Exampleestimatechandposesobtainedusingthe Multiple Sample(MS) approactandrealvideo (RV).
Thefeedbackunctionwascomputedisingcomputergraphicsrendering.

standardleviation of 4.4%). In relatedwork, quantitatve performancédnasusuallybeenignored,in partdue

to thelack of ground-truthandstandardevaluationdatasets.
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Figurell: Examplereconstructiorof framesfrom testsequencewith computergraphics-generatesilhouettes.

Performance regarding camera viewpoint (16 total)

0 2 4 6 8 10 12 14 16
Viewpoint x 2p/32 (=11.25°)

Figure1l2: Rootmean-square-errgdivided by numberof markers)andvariancepercameraviewpoint (every2 =32
rads.).Units arepercentagef bodyheight. Approx. 110,000testposesvereused.

7.3.2 Experimentswith Reallmages

We now testthe approactusingreal video sequencesf humanbody motion. We usethe basicsggmenta-
tion approactdescribedn Sec.6.2.3to obtainsilhouettes Fig. 13 shavs examplesof systemperformance
obtainedvia the MO approacHor several relatvely complex motion sequencesEven thoughthe charac-
teristicsof the sggmentedbody differ from the onesusedfor training, good performancas still achieed.
Most reconstructiongre visually closeto what canbe thoughtof asthe right posereconstruction.Body
orientationis alsoaccurate.In the Figure, we can seetwo particularly dif cult con gurations at the
secondrow of real video (RV) images,fourth-sixth columns; the arm con guration is dif cult to es-
timate. This could be due to the lack of relevant training data, asa consequencéhe discriminative
model g may not approximate the generatve model p very well around the input vector. In general,
an important issueto keepin mind is that the visual differ encesbetweenthe rendered model and the
real body obsewed could becomecritical and thus accuraterendering may be desirable. This varies

from application to application; however in any casethe generalinferenceapproach presentedhere
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remainsthe same.

In thiswork, we did not pursueuseof amorerealistichumanbodyrendererDueto differencesn shape
andwidth of body component®bsered in trainingversustesting,the visual featuresmay differ. Thisis a
relevantpointsincein almostall learnigmodels|t is expectedhatthetrainingdatabeagoodapproximation
to the real testdata. Improving the matchbetweenvisual featuresusedin training andtesting,andthus
potentiallytheoverall performanceis anareathatwe planto investigaten futureresearchDespitethe fact
that we have ignored differ encesin anthropometric characteristicsbetweenCG and real silhouettes,
the performance obsewed for both articulated objects(hands- human bodies)is excellentgiven that

only a singleimageis assumedavailable.

Figure13: Reconstructiombtainedrom observinga humansubject(every 10thframe).

8 Conclusions

In this paper, we have describeda novel method that allows us to infer 3D and 2D articulated body
posefrom obsewedvisual featuresin a singleimage,a problemusually regardedasill-posed. This was
doneby combining generative and discriminative modelsto solve the complexprobabilistic inference
problem. This approachis mostusefulwhenthe generative modelis accurate (e.g., we have an inverse
mapping function) but it is dif cult to perform inferenceusing this modelalone.
In order to solve the inferenceproblem (and also perform MAP estimation), we have showvn that

a mathematically sound approach is to use a discriminative model and learn its parameters using
relevant training data. The probability distrib ution implied by the discriminati ve model can be used
asa proposaldistrib ution to generatesamplesand nd a posterior probability distrib ution (perform

approximate inference)under the (accuratebut complex)generative model.
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When comparing it to other relevant methods,we can nd alternative (dual) interpretations of
this framework. The use of a generative model (through ) affords an alternative to complex dis-
criminati ve models;for example,it is an alternative to the gating networks of the Mixtur e of Experts
paradigm [23]. In general,instead of learning increasingly complex discriminati ve models such as
[16, 12], we can exploit an accurate generative model and learn a simpler discriminative model.

Our approachwas demonstratedn a computervision systemthat can estimatethe articulatedpose
parameter®f a humanbody or humanhands,given featurescomputedfrom a singleimage. This is a
particularly dif®cult problembecausehis mappingis highly ambiguouscomplex andit is infeasibleto
performinferenceusingthe discriminatve model. We have obtainedpromisingresultseven usinga very
simplesetof imagefeaturessuchasmomentinvariantsof the bodysilhouette.Choosingthe bestsubsebf
imagefeaturedor this applicationis by itself a complex problem,andatopic of ongoingresearch.

This approacloffers several advantagesover mary previous methodsfor articulatedposeestimation.
Thesehave tried in numerousvaysto usecamerageometryand/ormodelregistrationto performposeesti-
mation,resultingin iterative procedureshatrequirecarefulchoiceof initial conditions(modelplacement).
We have shawvn how in somecaseghesealternatve approachesould be seenasinferring a posteriordis-
tribution usingthe generatre modelonly. In this approacho iteratve minimizationmethodsare usedin
poseinference.Moreover, inferenceis fully automatic— no manualinitialization of the articulatedmodel
is required. Anothersetof previous approachesittemptto learnarticulatedmodel dynamics[5, 18, 37];
however, learningdynamicsrequiressubstantiallymoretrainingdata,andtendsto producesystemghatare
biasedowardsspeci®cmotions.Ourframewvork avoidsthis andinfer posefrom asingleimageonly.

Applicationsneednot be limited to the vision domain. As a simple example, one could apply this
approachn speechrecognitionproblemswherethe input spaces given by featurescomputedon acoustic
signals(e.g., cepstralcoef®cients),andthe outputspacecould be the spaceof phonemesin this case the
generatie model(feedbackunction)would involve anacousticatenderingof phonemes.

Severalinterestingoroblemsremainfor futurework. Within the context of articulatedposeestimation.
For example, (1) adaptthe systemto a speci®cbody morphology one of the majorissuesaffecting per
formanceand(2) integrationof poseestimationwith imagesegmentatiorfor potentiallygreaterobustness
to occlusionandnoise. Methodsfor incorporatingknowledgeof dynamicsin the sameframeavork should
beinvestigatedasdiscussedn [31]. Anothergeneralproblemis how to learnwhatthe best(e.g., visual)
featuresarefor speci®cproblemsor datasetsWhile promisingadwanceshave beenmade extensionof our

framework to incorporatesuchconceptsemainsatopic for futureinvestigation.
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