Capturing long-range correlations with patch models
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Abstract

The use of image patches to capture local correlations
between pixels has been growing in popularity for use in
various low-level vision tasks. There is a trade-off between
using larger patches to obtain additional high-order statis- \
tics and smaller patches to capture only the elemental fea-
tures of the image. Pwgous work has lewvaged short-
range correlations between patches that share pixel val-
ues for use in patch matching. In this paper, long-range
correlations between patches are introduced, where rela-
tions between patches th"?“ do nqt necessa.rlly share plXelsFigure 1. The epitome of three car images learnt using long-
are learnt. Suc_h correlations arise as an inherent Prop- range patch correlations. The epitome ends up being a merge
erty of the data itself. These long-range patch correlations of the three cars, with both the front and back of the car reach-
are shown to be particularly important for video sequences ing a compromise between the different shapes of the cars. Also
where the patches have an additional time dimension, with interesting to note is how the epitome merges the three back-
correlation links in both space and time. We illustrate the grounds. The patch indicated I8y in the top-left image is con-
power of our model on tasks such as multiple object reg- nected to several other randomly chosen patches in the image,
istration and detection and missing data interpolation, in- to which, relative patch distances should be generally maintained
cluding a difbcult task of photograph relighting, where a during patch matching to the epitome. The corresponding patch
single photograph is assumed to be the only observed parti the epitome is shown a& and the matching is constrained
of a 3D volume whose two coordinates are the imeagead by the matches for the patches connectedsto A video illus-

y coordinates and the ’ghird coordinate is the illumination E&gf}?ww\';’_Sg_tfohrOcnotg_eescﬁﬁc%ig%%gaﬂgﬂgolﬁirtm_g Is available at
angle . We show that in some cases, the long-range cor-

relations observed among the mappings of different volume
patches in a small training set are sufpcient to infer the pos-
sible complex intensity changes in a new photograph due to
illumination angle variation.

-

—

ideas have been used in [1, 13]. In case of videos and 3D
patches, local correlations are even stronger because of the
added time dimension.

Visual data also exhibits strong long range correlationsin
images which can relate patches that do not have any pixels
1. Introduction in common. Elastic matching.g [2], has been used in the

past to register image pairs by leveraging the fact that map-

Patches have been used to capture local correlations bepings are generally smooth between images to overcome er-
tween pixels in various low-level vision tasks, with per- roneous correspondences due to noise or lack of identifying
haps the most notable early example in [6]. To capture features. By reducing the analysis to a subset of patches
correlations that span a longer range, larger patches carwith relatively high mutual distances, it is possible to pro-
be used, though this has adverse side-effects, including forduce elastic matching of large structures using a small num-
example, increased difbculty in patch matching. When ber of image features. This is achieved by assuming that
multiple patches from different images are matched there relative offsets of image features are only slightly perturbed
are many correlations between the mapping pairs. If two between two images. Relative positions of features are also
patches match in two images, then it is likely that shifting useful for object recognition. For example, in constellation
both patches one pixel in the same direction also leads tomodels [3, 12], the relative locations of a small number of
a matched pair, since there is a signibcant amount of over-detected features from an image are used to facilitate object
lap between the pixels in the patches. Such local coherenceaecognition. Elastic image matching, which only some of



its many forms have been mentioned here, has been one obne photograph of a hallway, and learning epitomes of

the most used tools in vision. cars and faces, all using the same trainable model of data
In this paper, we are concerned with the use of similar patches.

elastic constraints, but with the goal of modeling correla-

tions among the mappings of all data patches to a common2. Flexible patch conbgurations

learned representation of a category of images (Fig.t), ) . ) ) ) )

an epitome [4, 8, 10]. Thus, the model we propose captures As discussed in the introduction, the issue of varying

the full probability distribution of the data, making it pos- 9eometric conbgurations of object features has repeatedly

sible to mine the long-range image correlations in various Peen encountered in vision research. In this paper we are

inference tasks, including data registration, data likelihood Particularly concerned with how this variability can be ac-

computation (for tasks such as classibcation or detection),counted for in patch models that describe learnable prob-

and missing data interpolation. ability density functions of images. In particular, as de-

For example, one of the tasks we can perform using scribed in Fig. 1, we construct an epitome model in which
inference in our model is the simulation of illumination Patches from different locations in the image have corre-
changes on an object in a single photograph. The illumina- 12t€d mappings to the epitome locations. While the discus-
tion training data consists of video sequences of other staticSIon in this section is limited to 2-D images for concrete-
objects and varying illumination angles, and the patches N€SS it is trivial to extend these ideas to N-D structures.
mapped to a common epitome are three-dimensional. Our . .
model estimates the appearance and mapping constrainté-1- Review of epitome models
through space and time among the video cubes in the train-  The original epitome model [8] proposes that a set of
ing data and then estimates a video sequence which satispixels from imagez with indices in the seS, i.e., the set
pes t_hese constraints and_ whose central _fram_e is _equ_al @5 = {z,Ju S} %, can be described by specibc individual
the given photograph. This creates plausible illumination probability distributions taken from epitome)(ocations in
changes on the object in the photograph. the sefT :

Previously, such image relighting tasks typically re-
quired an expensive, brute force, hardware solution as in p(zsler) = P(Zs (i) ler (k) (1)
[5], where the subject sits in a dome and photos of the sub- k
ject are taken from many different angles, from which any )
illumination can be reconstructed by taking combinations of OF Simply,
these images. There are several limitations to this approach
including the a priori knowledge of the desired illumination P(zsler) = erw(zsw)). (2)
change, so deceased individuals cannot be re-lit; the sub- K
ject must remain still and be tolerant to strobe lights; and .
Jthe subject must bt in the dome, so entire scer?es cannotvhere it is assumed that the s&andT are ordered and

be re-lit. Less hardware-dependent and more computation—glc elgtiﬁl .siées,.arlﬂ tHet-thh indéx in one setbcorr??ﬁonds to
oriented alternatives to re-lighting an image or video se- 1€ K-th indexin the other. tsiven a number of these cor-

quence have also proposed. For instance, generic face surréspondences between different subsets of pixels in train-

face geometry and ref3ectance models have been used for rdl'd Imagess; and subsets of epitome locatichs learning
lighting faces [11, 14]. However, once the problem changes 1 OPtimal epitome reduces to assembling the required suf-
to re-lighting something other than a human face, such as anPcient statistics. For example, if the distributions at each
animal, a piece of cloth, or an entire scene, these approache§P/tome Ioczatlotrrl]eu atrﬁ Gau35|an$fq(tﬁ, |eé) = QU(ZVt) = .
become more difbcult to follow, as they need object-specibc N (2v; Hu, §), then the meap, of the Gaussian at epit-
surface geometry models. With the exception of a small ©Me€ locatioru is simply equal to the average of all image
number of object categories (perhaps only human faces),PX€ls that map there,

such models are fairly rare. The richness of the 3-D face _ [U= T (K)]z
modeling literature is the best indication of the difpculty of Hy= ——K ! Sitk) 3)
acquiring such models. The examples of relighting we show i klu = Ti(k)]

in this paper are example-based - given a small number of
examples (sometimes even just one) of how the image of
an object changes with smooth variation of illumination an-

where[ ] is IversonOs indicator functiag., [true] = 1,
[false] = 0. When the correspondences are not given, but

gles, we can construct plausible similar changes on anotherN€ nature of'thggegcorrespond_ences is described so as to
similar object. This removes the need for full modeling of Mt the possibilities, the mapping for each s& can be

the surface geometry of the objects. Instead, the correla-iggcasa; andv represent 2D indices describing image coordinates,
tions in the patches form the training data provide sufpcientie,u = (x,y)

constraints to infer plausible image changes due to illumi-  2For example, one way to limit the space of allowed correspondence is
nation angle changes. to consider subse§ in the data that are rectangular patches of a certain
e . . size,i.e,, S; = {u = (x,¥)|X; X< X i+ ,Yi y<Yi+ }
In addition to face and cloth photograph-relighting, we ang the corresponding epitome subsetare debned to also be rectangular
show results on simulating a walk through a hallway given patches starting at some epitome locatign Y; .




inferred using an early estimate of the epitome, which leads
to soft posterior mapping of image subs8tsto the corre-
sponding epitome subsels,

AqTi=T)=p(Ti =TIS,2) p(zs ler)p(T), (4

wherep(T) is the a priori probability that epitome patéh

is used to describe any of the data, and the posterior distri-
bution is established by normalizing the above expression
over all possible sef§ .

The epitome is then re-estimated using this soft mapping.
For example, in case of Gaussian epitome entries, the mean
are estimated as weighted averageabfpixels, with the
weights dePned by mapping probabilities. Since each set of
image coordinateS; may map to any set of epitome coordi-
natesT , with probabilityq(T; = T), the sufpcient statistics
reRRect this by weighting with these probabilities [8],

Figure 2. Factor graph of the long-range correlations patch model.

epitome structures dubbed jigsaws [10], but these patches
Are still contiguous and do not capture global correlations
in images. Without directly capturing longer range corre-
lations in the data, be it images, videos, or other ordered
datasets, the epitome models will fail to capture global scale
phenomena of the objects they were trained on.

To resolve this problem, instead of using non-contiguous

_ qTi=T) u=TK)Izs @ patches to capture within each single mappigg, T ,
o= ——F T=7 —T ——.  (5) the correlations in distant parts of the image, we propose
i T AT =T) fu=Tk) to model correlations amordjfferentmappingsS; T ;.

The variance 2 at each location is estimated in a similar | MiS @llows us to capture long-range correlations in the im-
fashion [8] u age while still having relatively simple individual patches

lterating mapping inference and epitome re-estimation 2Nd mappings.
leads to joint epitome learning and data registration [8]. The .
learning procedure quilts and averages patches from vari-2-2- The mapping beld

ous locations from one or more images to create a compact  The use of simple rectangular patches to represent data
model of all patches, similar to [6]. The model can easily has signibcant computational advantages, especially for
be used for ordered data of different dimensionalities than higher dimensional data, as discussed, for example, in [4].
two, e.g 3D epitomes were used to model videos [4], and Rectangular patches allow the use of fast Fourier transform
1D epitomes were used to estimate an HIV vaccine [9]. tricks and efbcient image correlation computations neces-
~ The rules of establishing pixel correspondence (choos- sary to efbciently perform otherwise very expensive com-
ing various image locatiorts and their corresponding epit-  putations. Smaller patches of other shapes can be simulated
ome locationsT) are left general in these early papers, ysing the masking variables [8], or, with a higher compu-
although particular applications usually considered regular tational cost, but some other benebts, using jigsaw mod-
small patches of image pixels to form various stsand  e|s [10]. Different patches of data coordinagshave the

the same size patches in the epitome. This made the searclssociated mapped epitome coordinakes The original

for optimal mapping of each image patch linear in the size epitome model assumed independence of variablesis

of the epitome, as effectively, only the position of the epit- the patch overlap naturally enforced the appropriate agree-
ome patch is required to fully describe the mapping regard- ments in mappings of nearby patches. Similar local agree-
less of the patch size. This choice also limited the spatial ex- ment is enforced in the jigsaw model in a way that allows
tent in which image correlations are nicely captured by the patches to be arbitrarily shaped.

epitome to several patch sizes. Due to the overlap of patches | the model we propose in this paper, we capture the
both in the input image(s) and in the epitome, the textures cgnstraints on the mappings andT, of distantpatchesS;

that form in the epitome upon learning capture structures gnd S; through agreement factogs; = o(Ti, T;,Si, S))
larger than the patch sizes, but often much smaller than the(rig. 2), which have high value if the mappings, T,
object size. ) i keep a similar geometric conbguration&s Sj. The fac-

The basic formulation of the model allows the pixel coor-  tgrg correspond to the usual epitome likelihooels
dinates inS; to come from disconnected parts of the image, p, = er, (Si). Intuitively, this is represented in Fig. 1, where
and the mapping rules that limit the space of possible setsihe patches connected $» constrain its matching t&; as
of epitome coordinates to include rotation, shearing, and it js desirable not only for the two patches to be similar,
other transformations. This would allow capturing more pyt also to maintain the relative locations of the matching
complex geometric changes that span a larger spatial extenpatches. The likelihood of the entire image is proportional

inthe image. To the best of our knowledge, while the inclu- o the product of all factors (only some of which are shown
sion of more sophisticated geometric transformations hasi, Fig. 2),

been studied before, the use of non-contiguous patches has

not been investigated due to the explosion of the numbers [
of possible image subse® to be considered. Recently, P(Zs,,2s,, -1 Zs, ) h; Gij » (6)
patches of arbitrary (and inferred) shape have been used in i=1



wherel is the total number of image patches considered, transformatior; which affects each of the patch links.,

andN; represents the set of data patclesonnected to  factorsg;; ,

patchi in the model. While this set can be arbitrary for - = — . =

each patch, in our experiments we chose a particular (but gj = N(MSTA(SSS), i) (7

randomly chos_en) relative conpguration and use it for all In our experiments this transformation is linear and thys

patches n the image. i . is.amatrix. The prior on this matrix can be included so as
There_ is a number_ of ways to parameterize the relative prefer identity (not shown in Fig.2). When, as in our

geometric conbguration of the patches, and some altema'experiments, each patch is connected to a large number of

tives we have not tested will be discussed Iate_r, but prst, Weinteracting neighboraN; contains a sufbciently large num-

go over the choice of factorg and long-range interaction ey of patches),; is inferrable. In our experiments we link

neighborhood$ in our experiments. The basic property parameters ;; for different patches

that factorgy are enforcing is that the relative positions of ! '

the coordinates ii;, S; are preserved in the mappings MNm (k) = ANk = k- (8)

Tj,i.e, Si(k) SSj(k) T i(k)ST(k)>. If each patch is

kept rectangular, this is equivalent® S'S; T, S T},

where bar denotes taking the mean of the coordinates in

the set, since S = Si(k) S S (k) is constant for all el- gy yink s that tend to lead to low correlatieny because

?en::r:]éZ' :r?fgr?:ssfmfeflzrgﬁgef?g .keltfaﬂi]rf Tr?gprlenlgt:\% o_they reach to far in some direction) will simply have high
p pIng PO~y ariance capturedin .

sitions of the chosen patches, the epitomes would reBect™ )& 'some previous patch models, to account for image
longer-range correlations in images. However, the images.

often undergo geometric deformations due to angle of view intensity changes (darkening or bri_ghtening -Of the patches,
changes and object deformations, which can violate somefor example), we add two scalar hidden variabdeb that
) ' control the patch contrast in the factdrs
of these constraints, and to account for that, we can allow
for different variances on the Gaussians that enforce them, hi = er, (aizs, + ). 9)
Gj = N(TiST;;SSSj, ij). Inthisway, the mappings
S; T j forthe neighbors o§;,i.e.,j N; will effect the 3. Mapping inference
mappingS; T .

In our experiments, the neighborhold consists oK Next we discuss inference in the epitome model with
patch (rather than pixel) indices (usually 10-20). There are long-range patch correlations dePned by (6), (7), (8) and
roughly as many different rectangular patches as there are(9)- This model is a Markov random Peld (but unlike in
pixels in the image, since the patch can be centered at anymost vision applications with more frequent and further-
pixel except those close to image boundaries. Thus patchegeaching links), with the epitome as the representation of
can be indexed by their central pixe|s. To choose a neigh_ the observation likelihoods. A number of techniques forin-
borhood for each patcB;, wherei now represents a 2-D  ference in MRFs have been studied in the past, and most
coordinate of the central pixel, we brst choésaandom  of them can be adopted here, including sampling, loopy
2-D offsets i up to some maximal distanck(e.g half or belief propagation, and variational techniques (for review
quarter of the image size)e., || «l| d for all k, and and some comparisons of probabilistic inference techniques
debneN; as an ordered set witd; (k) = i + . In other see [7]). We have experimented with a simple variational
words, to construct the peld of mapping constraints, eachteChniC]Ué, which factorizes the posterior distribution as
patchi is connected to interacting neighbors in the same Q = ; a(Ai)a(a, b|Ti)q(Ti) and further assumes that
relative conbguration, but the mapped epitome pat@hes  d(ai, b[Ti) andq(A;) are delta functions. The resulting up-

i N; may not follow bxed conbgurations due to the un- date rules are:
certainty captured in the 2-D covariance matrix; in the

In other words the links in the same relative conbguration
(the same ) share the same covariance structure. This
allows learning the relative extent of the image correlations

Gaussians;; . a(Ti) hi (Ti) - a(T)a; (Ti, T, Ai),
The K Gaussiang;; for somei should have linked pa- Tili Ned N
rameters, since they should all depend on the local deforma- h;(T;) = arg mabx hi(T;,a,b), (20)
a,

tion ati. Furthermore, the assumpti&SS; T, ST is

too rigid, both because the possible squishing of the texture A, = argmax q(T)

in the epitome and because of the local image foreshorten- A

ing and object deformations due to viewing angle changes

and other effects. To account for this, we introduce a hidden a(T;)g; (Ti, Ty, Ap).

Tili Nij Nj

SWhile this could be achieved by simply merging the patchemdsS; .
into one non-contiguous pat@&and imposing constraints on the epthome These equations do not update the bej(éTi) about Wh_ere
mappingT , the patches in the epitome may no longer have a bxed shapegach patclts; should map only according to the epitome
thus making it impossible to use cumulative sum and other computational
tricks to perform efpcient computation of the patch likelihoddsor all 4Due to a large number of links, belief propagation yields essentially
possible patches; . equivalent messages.




likelihoods for different possible patchds as in (4). In- Not only does the model describe the likelihdaaf image
stead they take into account the probable mappings of thepixels rather than patches (still capturing a number of pixel
patches inN; to skew the inference so as to have these correlations), but it also makes possible the inference of hid-
patches in the proper geometric conbguration WithUs- den pixelsz, . Inferring these hidden pixels has various ap-
ing the best matching contrast parameters a,b also allows theplications such as denoising and superresolution as in [4],
inference to be somewhat invariant to illumination changes. which are all achieved by setting some of the variancgs
Finally, A; captures shearing of the image as it affects patch to large values. However, the inference procedure in our

Si. Depending on the strength of the links debPned hy; model will involve enforcing long-range correlations in the

whose learning is discussed in the appendix, this shearingimage. While this property should be helpful in previous ap-

may be only local or more global. plications of patch models, even more ambitious tasks can
Note that the epitome involved in computation of; be attempted B the ones for which accounting for long range

can either be learned or preset. For instance, in F|g 5 WeCOfI’E'&tiOﬂS in the data is crucial. Some of these tasks will
simply use an example of a video which we feel sufpciently be illustrated in the experimental section.

epitomizes the class of data of interest and debne the mean The inference of the hidden image pixels reduces to

of the epitomee to be equal to that video, and use a small €stimation of parameters; :
uniform value for all epitome variance. Then, the inference

rules above, when iterated can be used to map other videos X_z ks (k= u A(Ti “%—(:)
to it. To also learn the epitome from data, the original up- u= g R (14)
date rulese.g (5), only need to be changed slightly to ac- =t ks (=u AT T

count for the contrast variables (see the appendix). As in
the previous work, the epitome update is iterated with the which balances the votes from different epitome patches

inference equations above. with the observed value for the pixel based on the ratio of
appropriate noise or uncertainty parameters (variances
4. Interpolating missing data for epitome OvotesO arfdfor the votes from the observed

image), as well as the uncertainties about mappif1g).

In (6) we model a selection of data patches. In our ex- The other update rules (10) remain the same, except that
periments, the image patches we considered are all imagdnstead of patchess, , patches of variational hidden image
or video patches of a certain size. In many applications, ameans s, are used to computg .
model of individual pixels is required, and the fact thateach ~ We have performed a number of experiments on haluci-
pixel belongs to several patches needs to be resolved. Wenating plausible guesses for large chunks of missing data,
follow the recipe from [8] and [4] D the patches are in a by setting variances? for the missing data to high values.
hiddenimage, while the observed image, at each pixel con- For instance, in one of the experiments, the data as-
tains the average of appropriate pixels in all patcheghat sumed to be a video of a hallway walk-through (with all the
overlap it. The patch agreements are enforced in the infer-motion due to the cameramanOs walking), but osipgle
ence distribution, rather than in the model. In our case, to frame is given. In this case, the coordinates (x,y,t)
the factorsh andg described above, we add an extra factor are 3D, the patcheS; are all video cubes of a certain size,
fu per pixelx, of the observed image, and the variancesiy’t are set to a high value everywhere

except whert = 0, where it is set to a small value, thus
U= Si(K)lzs ) > overpowering the epitome predictions. For the epitewe
u=sm w): (1) simply used a sequence of a walk-through of another hall-
way to be its mean, and set the epitome variances to a same
small value everywhere (training the epitome on a larger
number of such sequences would probably lead to better
results), and then iteratively applied equations (10,14) un-
p(x) fu _ hi G (12) til convergence. After each application of these equations,
u : ! the inferred video resembles the original video which we
I S . _ used as an epitome more an more, both in terms of the lo-
The variational posterior is factorized aQ = cal video texture resulting from quilting patches and in

o dzu) i a(A)a(a, BTi)a(Ti), with a single part o mg of how the quilting of such patches in one part of
of the posterior(zy) = (zy S ) for each particular 0 \ideo volume inBuences the choice of the patches in
pixel z, in the hidden image, regardless of how many ,naher distant, part of the volume. Thus, the resulting se-
patcheszs, it may be in. This enforces the agreement o,ence contains the given photograph as its frame 0,
of overlapping patches in the posterior distribution over since the low varianceiyvt _, require it, but front = $7

all hidden variables. The posterior, as well as model 1"~ 77 o ds new frames that agree with fratieo that
parameters are estimated by minimizing the free energy

fu=N(Xu; i

with the total image likelihood proportional to

5Strictly speaking, the model is not normalized because of the factors
chi g g, but the same inference procedures can still be used; the imbalance due
) (13) to g factors is uniformly distributed over the data, due to the Pxed relative

fu i
Q conbguration of the neighborhoobls

F= Qlog—*
hiddens




the sequence contains the motion of the hall®s walls out of
the Peld of view, zooming motion of the texture close to
the center of the Peld of view, as well as the same rocking
motion of the human walk, present in the epitomic example. [:>
In another experiment, the data and epitome coordinates
arex,y, , where is a illumination angle, and the same
procedure is used to perform single-example photograph re-
lighting. Due to complex long-range correlations in these
two types of data, inference of missing data using traditional Figure 3. The effect of long-range patch correlations in learning
patch quilting would be impossible. the epitome. Starting with a traditional epitome on the left, con-
ducting a few iterations of learning with patch correlations leads to
: the epitome on the right, which starts to show larger image struc-
S. Experlments tures,pincluding a shagrp whole prototypical face tt?which ?nany of

5.1. Epitome learning the images are mapped.

In the original image epitome, a variety of patch sizes
could be used during learning. Using large patches it is
possible to capture large features, but because larger im- i
age structures also undergo larger deformations, the use o
large patches also introduces signibcant amount of blurring.
Small patches, on the other hand can capture repeating de
tails that are easier to register, but the epitomes tend to have
smaller structures and more discontinuities. When learn-
ing epitomes with long-range patch correlations, it is possi-
ble to capture large image structures using smaller patches
and thus achieve sharper epitomes and higher epitome like-
lihoods. The large epitome structures are the result of a
combination of the global correlations provided by the map-
ping Peld we introduce in this paper, and the local correla-
tions provided simply by patch overlaps, as in the original Figure 4. Face mapping. Three images of potential human faces
epitome. are shown along the top with the corresponding matched areas of
The epitome shown in Fig. 1 was learnt from just three the epitome on the right from Fig. 3 below each one. The epit-
images of cars. The mean of the three images was used t@me is Olit-upO proportional to how well the patches in each of the
initialize the epitome and after learning, the resulting epit- Images matches to areas in the epitome.
ome is a morph of the three cars. No alignment of the im-
ages was done beforehand. The long-range patch correla-
tions caused the patches from these three cars to essentiallwould not match to the epitome in the same manner as
agree upon an alignment of their features. The car imageswould a human face. To show where patches in an image
and the epitome all have a resolution of 120x90 pixels, and match in the epitome, the denominator in (5) can be used
patches of size 10x10 with 10 random correlation links were as a transparency mask on the epitome as shown in Fig. 4.
used during learning. An example of these patch correla- The human face on the left causes a large contiguous area
tion links is outlined on top of the image on the left. The of the epitome to be used frequently. The large forehead
patch,S; is randomly linked to a couple other patches, such of the subject also results in the high use of a bright patch
that their corresponding epitome mappiigkeep asimilar ~ above the main face area of the epitome. The middle im-
spatial conbguration. Fig. 3 illustrates the impact of long- age shows a digitally created image of a cyclops. The usage
range patch correlations in learning the epitome. The face of the bottom half of the prototypical face in the epitome
epitome from [8] is shown on the left. Continuing the learn- is normal, but only one side of the upper half of the face is
ing procedure for just a few more iterations, but including needed. Without modeling long-range correlations in epit-
the constraintg on patch mappings by iterating (10, 17), ome mappings, we would expect that both eyes would be
results in the epitome on the right. The contiguous featuresused with equal probability, but because of these modeling
in the new epitome are signibcantly larger, with a prototyp- constraints, for the most part, only half of the face in the
ical sharp face emerging near the center that does not lookepitome is used. Finally, an image of a dog is shown on
like any one single face in the database. the right. As it does not resemble a human face, the patch
We can also examine where patches in an image match inusage area in the epitome is quite deviant from that of a hu-
the epitome. With the patch correlation constraints, we ex- man face. Classibcation can be performed by computing
pect patches of a human face to match to contiguous areas ofhe likelihood under the epitome for each of these images
the epitome, as opposed to patches scattered all around thand the images shown have been ordered according to their
epitome. But, when a non-human face is matched with the likelihood with the human face on the left with the highest
epitome, we expect constraints to be violated and patchedikelihood of the three.




Training Set

Test Image

Without long-range correlations

Test Image

—_—

With long-range correlations

Figure 5. Changing the illumination of a face. Given a single test Figure 6. The necessity for long-range correlations in patch match-
image and a guiding training set, a synthesized sequence is gening. The same experiment done in Fig. 5 is performed here with a
erated that reRects a changing illumination of the single image by different testimage. Synthesis results with and without long-range
iterating (10, 15, 16, 17, 14). The synthesis is plausible despitepatch correlations are shown. See the website for the video.

the absence of the use of any geometry or domain knowledge. Not
only do the sharp shadows on the face move as expected, but the
projected shadow behind the head also moves in a plausible man-
ner. The training video of size 105x130 was used to synthesize 28
frames of size 100x125 from the target frame using patches of size
10x10x5 with 30 correlation links. The video sequence is available
at http://www.psi.toronto.edu/vincent/patchcorr.html.

Training Set

Test Image

5.2. Image illumination manipulation — L N—

It is often desired to change the illumination of a subject
in order for it to appear consistent with other elements of a
differently illuminated scene. Information from a training Figure 7. Changing the illumination of cloth. Given a single test

sequence can be Ie\_/eraged e_md used to interpolate changqaage of draped cloth and a guiding sequence, the illumination

in illumination of an image. Fig.5 shows an example. The  the single image is changed. Both the training set and the test
top row shows several frames of a video sequence exhibit-jmage were of size 150x150, from which 74 frames were extrapo-

ing a change in illumination. The single test image shown |ated using patches of size 15x15x5 with 50 correlation links. The

in the middle is then extrapolated to mimic the illumination video result can be found on the website.

change of the training sequence and the frames correspond-

ing to those in the training set are shown.

The illumination change is transferred onto the image gn310g0us operation was performed with a rippled piece of
through patch matching between the image and the video|oihing. The geometry of folded cloth is very complex
sequence and subsequent transferral of the illuminationsnq would be difbcult to model. Again, the illumination
change that the patches exhibit in the adjacent frames Ofchange is transferred from a sample video sequence in or-
the training sequence via the 3D nature of the patches. Theger g extrapolate the change of illumination angle of the
result can then grow outwards in an iterative fashion. Be- ¢ rce lighting for a single image. The complexity of the

cause this !s an extrapolation from a sir.lglle image, itis difb- subject posed a difbcult problem, but even then, the shad-
cult, especially in frames far from the original seed, to main- v.c can be seen moving in a plausible manner.

tain the coherence of the patch matching. Using long-range

correlations between the patches is essential in maintaining

consistency in the results. The shadows in Fig.5 move inag 3. Image walk-through

plausible fashion. Patches of size 10x10x5 were used with

30 correlation links. The same algorithm can be used in a variety of other
The second face illumination example shown in Fig.6 synthesis applications. In Fig. 8, walking through a given

shows a wider range of illumination change over a differ- image of a hallway is simulated given a training video. Note

ent subject. The Prst row of results serves to demonstratethat the image is not simply enlarged, as parallax effects are

the need for the long-range correlations as that is the resultapparent. As with the previous applications, no knowledge

without the correlation links, while the sequence in the bot- of geometry or domain knowledge is given to the algorithm.

tom row incorporate such links. The patch correlations are sufbcient to generate a plausible
In the Pnal illumination experiment shown in Fig. 7, an synthesis.



Training Set

where

Dj =TI ST SA(SSS).

Learning under the contrast model requires a reversal of the
scaling and addition used during matching:

Test Image

—_— )

Hu =

U= T(KI(zs, k) S b)a;
U= T(K)]

PT c4(Ti = T)
. T =T)

(17)
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Figure 8. Walking through an image. Given a single image of a
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6. Conclusion

We have introduced a powerful new patch-based model
that accounts for the varying geometric conbgurations of
object features to describe learnable probability density
functions of visual data. The representation power of our
model has been illustrated in a variety of tasks including
multiple object registration and detection, as well as ex-
treme missing data problems, such as relighting and walk-
ing through an image, where a single image frame is ex-
trapolated to a video sequence, the video results of which
can be found on the project webp&geThese tasks can
be achieved without explicitly incorporating domain knowl-
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